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Preface

This volume contains the accepted papers from the 3rd International School
and Symposium on Advanced Distributed Systems held in Guadalajara, Mexico,
January 24–30, 2004. This event was organized by the teams made up of members
of CINVESTAV Guadalajara, CUCEI, the Computer Science Department of
the Centre of Research and Advances Studies at the CUCEA campus of the
University of Guadalajara, Mexico, the University of Rostock, Germany and
ITESO, Guadalajara. The ISSADS symposium provides a forum for scientists
and people from industry to discuss the progress of applications and theory of
distributed systems. This year there were over 300 participants from 3 continents,
among which about 20 percent came from industry.

The conference program consisted of 25 accepted papers out of 46 submissions
and covered several aspects of distributed systems from hardware and system
level up to different applications. These papers were selected by a peer review
process, in which each paper was evaluated by at least three members of the
international program committee.

In addition, the three invited speakers, Adolfo Guzman Arenas, Yakup Parker
and Joaquin Vila, presented interesting overviews to current development and
research directions in distributed systems. Furthermore, eight tutorials and four
industrial forums from IBM, INTEL, HP and SUN enabled the participants to
extend their knowledge in selected areas. A panel, which was organized by a
team composed of researchers from the Universidad de Guadalajara and focused
on traffic control and simulation, also demonstrated the practical application of
recent research in distributed systems to the problems of Guadalajara.

At this moment, we would like to say thank you to all the members of the
program and organizing committees as well as their teams, and we would like
to show our particular gratitude to all those who submitted their papers to
ISSADS 2004. Furthermore, we would like to acknowledge the local support from
the Council of Science and Research of Jalisco, Mexico and the Jalisco Software
Industry. Special thanks are also given to Yuniva Gonzalez and Cynthia Guerrero
for their organizational support. We hope that all the participants enjoyed their
stay in Mexico and benefited from fruitful discussions and a good time. We look
forward to more new participants at the next ISSADS conference to be held
again in Guadalajara, Mexico, in January 2005.

May 2004 Félix F. Ramos C.
Herwig Unger
Victor Larios
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Myths, Beliefs and Superstitions
about the Quality of Software and of Its Teaching 

Adolfo Guzman Arenas

Centro de Investigacion en Computacion (CIC)
Instituto Politecnico Nacional, Mexico

a.guzman@acm.org

Abstract. It is a surprise to see how, as years go by, two activities so germane
to our discipline, (1) the creation of quality software, and (2) the quality 
teaching of software construction, and more generally of Computer Science, are
surrounded or covered, little by little, by beliefs, attitudes, “schools of thought,” 
superstitions and fetishes rarely seen in a scientific endeavor. Each day, more
people question them less frequently, so that they become “everyday truths” or
“standards to observe and demand.” I have the feeling that I am minority in this
wave of believers and beliefs, and that my viewpoints are highly unpopular. I 
dare to express them because I fail to see enough faults in my reasoning and
reasons, and because perhaps there exist other “believers” not so convinced
about these viewpoints, so that, perhaps, we will discover that “the imperator
had no clothes, he was naked.”

1 Myths and Beliefs about the Production of Quality Software

This section lists several “general truths,” labeled A, B…, G concerning quality of
software, and tries to ascertain whether they are reasonable assertions (“facts,”
sustainable opinions) or myths.

1.1 About Measuring Software Quality

A. It Is Possible to Measure the Main Attributes that Characterize Good Quality
Software. The idea here is that software quality can be characterized by certain
attributes: reliability, flexibility, robustness, comprehension, adaptability, modularity,
complexity, portability, usability, reuse, efficiency… and that it is possible to measure
each of these, and therefore, characterize or measure the quality of the software under
examination. To ascertain whether point A is a fact or a myth, let us analyze three
facets of it. 

1) It is possible to measure above attributes subjectively, asking their opinion to
people who have used the software in question.

Comment 1. Opinions by Experienced Users Are Reliable.  That is, (1) is not a myth,
but something real. It is easy to agree that a program can be characterized by above 
attributes (or similar list). Also, it is convincing that the opinions of a group of

F. F. Ramos, H. Unger, V. Larios (Eds.): ISSADS 2004, LNCS 3061, pp. 1-8, 2004.
© Springer-Verlag Berlin Heidelberg 2004 



2   Adolfo Guzman Arenas

qualified users respect to the quality, ergonomics, portability… of a given software 
are reliable and worth to be taken into account (subjective, but reliable opinions).  

2) Another practice is to try to measure above attributes objectively, by measuring 
surrogate attributes if the real attribute is difficult to measure [Myth B below]. 

Comment 2. Measuring Surrogate Attributes. To measure the height of a water tank 
when one wishes to measure its volume, is risky. Objective (accurate) measurements 
of surrogate attributes may be possible, but to think that these measures are 
proportional to the real attribute, is risky. “If you can not measure beauty of a face, 
measure the length of the nose, the color of eyes…” If you can not measure the 
complexity of a program, measure the degree of nesting in its formulas and equations, 
and say that they are directly related. More in my comments to Myth B. 

3) Finally, instead of measuring the quality of a piece of software, go ahead and 
measure the quality of the manufacturing process of such software: if the building 
process has quality, no doubt the resulting software should have quality, too 
(Discussed below as Myth C). 

Comment 3. To Measure the Process, instead of Measuring the Product. In old 
disciplines (manufacturing of steel hinges, leather production, wine production, 
cooking…) where there are hundred of years of experience, and which are based in 
established disciplines (Physics, Chemistry…), it is possible to design a process that 
guarantees the quality of the product. A process to produce good leather, let us say. 
And it is also possible to (objectively) measure the quality of the resulting product. 
And to adapt the process, modifying it to fix errors (deviations) in the product quality: 
for instance, to obtain a more elastic leather. Our problem is that it is not possible to 
do that with software. We do not know what processes are good to produce good 
quality software. We do not know what part of the process to change in order, let us 
say, to produce software with less complexity, or with greater portability. More in my 
comments to Myth C. 

B. There Exists a Reliable Measurement for Each Attribute. For each attribute to 
be measured, there exists a reliable, objective measurement that can be carried out. 
The idea is that, if the original attribute is difficult to measure,1 measure another 
attribute, correlated to the first, and report the (second) measurement as proportional 
or a substitute for the measure of the original attribute. 

1. Reliability  (reliable software, few errors): measure instead the number of error 
messages in the code. The more, the less errors that software has. 

2. Flexibility (malleability to different usage, to different environments) or 
adaptability: measure instead the number of standards to which that software 
adheres. 

3. Robustness (few drastic failures, the system rarely goes down): measure through 
tests and long use (Subjective measurement). 

4. Comprehension (ability to understand what the system does): measure instead the 
extent of comments in source code, and the size of its manuals. 

                                                          
1 Or we do not know how to measure it.
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5. The size of a program is measured in bytes, the space it occupies in memory 
(This measurement has no objection, we measure what we want to measure). 

6. Speed of execution is measured in seconds (This measurement has no objection, 
we measure what we want to measure). 

7. Modularity: count the number of source modules forming it. 
8. Program complexity (how difficult it is to understand the code): measure instead 

the level of nesting in expressions and commands (“cyclomatic complexity”). 
9. Portability (how easy it is to port a software to a different operating system): ask 

users that have done these portings (Subjective measurement). 
10. Program usability (it is high when the program brings large added value to our 

work. “It is essential to have it.”): measure the percentage of our needs that this 
program covers (Subjective measurement). 

11. Program reuse: measure how many times (parts of) this program have been used 
in other software development projects. (Objective measurement, but only 
obtained in hindsight). 

12. Ease of use (ergonomics) characterizes programs that are easy to learn, tailored to 
our intuitive ways to carry out certain tasks. Measure instead the quantity of 
screens that interact with the user, and their sophistication. 

Comment 4. Measuring Surrogate Attributes. These “surrogate measurements” can 
produce irrelevant figures for the quality that we are really trying to measure. For 
instance, the complexity of a program will be difficult to measure using point 8, for 
languages that use no parenthesis for nesting. For instance, it is not clear that a 
software with long manuals is easier to comprehend (point 4). To measure the 
temperature of a body when one wants to measure the amount of heat (calories) in it, 
is incorrect and will produce false results. A very hot needle has less heat that a 
lukewarm anvil. 

Comment 5. It is true that in the production of other goods, say iron hinges, is easy to 
list the qualities that a good hinge must possess: hardness, resistance to corrosion... 
And it is also easy to objectively measure those qualities. Why is it difficult, then, to 
measure the equivalent quantities about software? Because hinges have been 
produced before Pharaohnic times, humankind has accumulated experience on this, 
and because its manufacture is based on Physics, which is a consolidated science 
more than 2,000 years old. Physics has defined units (mass, hardness, tensile 
strength…) capable of objective measurement. More over, Physics often gives us 
equations (f = ma) that these measurements need to obey. In contrast, Computer 
Science has existed only for 60 years, and thus almost all its dimensions (reliability, 
ease of use…) are not susceptible (yet) of objective measurements. Computer Science 
is not a science yet, it is an art or a craft.2 Nevertheless, it is tempting to apply to 
software characterization (about its quality, say), methods that belong and are useful 
in these more mature disciplines, but that are not (yet) applicable in our emerging 
science. We are not aware that methods that work in leather production, do not work 

                                                          
2 Remember the title of the book “The Art of Computer Programming” of Donald C. Knuth. 

In addition, we should not be afraid that our science begins as an art or a craft. Visualize 
Medicine when it was only 60 years old: properties of lemon tea were just being discovered. 
And physicians talked for a long time of fluids, effluvia, bad air, and witchcraft. With time, 
our discipline will become a science.
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in software creation. Indeed, it is useful at times to talk of software creation, not of 
software production, to emphasize the fact that software building is an art, dominated 
by inspiration, good luck… (see Comment 7). 

1.2 Measuring the Process instead of Measuring the Product 

An indirect manner to ascertain the quality of a piece of software, is to review the 
quality of the process producing it. 

C. Measuring the Quality of the Process, Not the Product Quality. Instead of 
measuring the quality of the software product, let us measure the quality of its 
construction process. To have a good process implies to produce quality software. 

Comment 6. It is tempting to claim that a “good” process produces good quality 
software, and therefore, deviations of programmers with respect to the given process 
should be measured and corrected. The problem here is that it is not possible to say 
which process will produce good quality software. For instance, if I want to produce 
portable software, what process should I introduce, versus if what I want to emphasize 
is ease of use? Thus, the definition of the process becomes very subjective, an act of 
faith. Processes are used that sound and look reasonable, or that have been used in 
other places with some success. Or that are given by some standard or international 
committee. “If so many people use them, they must be good.” We need to recognize 
that our discipline is not (yet) a science nor an Engineering discipline, where one can 
design a process that guarantees certain properties in the resulting product, much in 
the same manner that the time and temperature of an oven can be selected to produce 
hinges of certain strength. Instead, our discipline is more of an art or a craft, where 
inspiration counts, “to see how others do it,” “to follow the school of Prof. Wirth,” to 
follow certain rites and traditions or tics that a programmer copied (perhaps 
unconsciously) from his teacher. 

Comment 7. A more contrasting manner to see that certain measurement processes are 
not applicable to certain areas, is to examine an art, such as Painting or Symphony 
Composition. Following the rules of the hard disciplines (manufacturing of hinges), 
we would first characterize the quality symphonies as those having sonority, cadence, 
rhythm… Here, measuring those qualities becomes (as in software) subjective. Then, 
we would establish the rules that govern the process of fabrication of symphonies (by 
observing or asking notable composers, say Sergei Prokoffiev): the pen needs to have 
enough ink, use thick point; the paper must have a brightness no less than x, its 
thickness must be at least z; it must be placed on the desk forming an angle not bigger 
than 35 degrees. Light shall come from the left shoulder. Certainly, these rules will 
not hurt. But there is no guarantee that anybody that follows them will produce great 
quality symphonies, even if the very same rules in hands of Prokoffiev produce 
excellent results, over and over. 

D. If You Have a Controlled Process, You Will Produce Good Quality Software. 
It is easy to know when you have a “good” (reasonable) process. It is easy to design a 
“good” process to produce software. 
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Comment 8. On the other hand, it is not really known which processes will produce 
easy-to-use software, which other processes will produce portable software, or 
software with good real-time properties, etc. The “process design” bears thus little 
relation to the goal: to produce a software product with this and that features. The 
problem resembles that of hospital surgeons in the pre-Pasteurian period, when 
bacteria were not yet discovered.  Many people who underwent surgery died, full of 
infection and pus, without anybody knowing why. Of course, it was easy to measure 
the quality of a product of a surgery process: “birth-giving woman died of 
septicemia.” Therefore, processes were designed to make sure that patients with 
surgery would not die: when coming to work, surgeons should pray to Saint Diego. 
Then, hang from your neck a chain of garlic bulbs. Then, wash your hands. You shall 
not commit surgery during days with nights having full moon… These rules certainly 
did not hurt (did not produce worse results), but they were not very related to the 
quality of the final results. Once bacteria were discovered, the rules were simplified, 
fine tuned and complemented with others: “wash your knives,” “disinfect your 
hands.” It is my impression that, in software creation, we are in a pre-Luis Pasteur 
epoch, and that we invent rules and processes “to have one at hand,” but that the 
results (the quality of the resulting software) of these processes have little to do with 
the invented process, and with its fulfillment or lack thereof. 

E. It Is Necessary to Create “Quality Champions,” Quality Committees, and 
other human organizations whose goal is “to promote quality (of software).” 
Generally, a committee of this type (1) generates norms and rules saying how the 
construction of software is to be handled (regulations about the process; they define
the process), including formats that certain intermediate and final documents 
(manuals, say) shall have, and (2) it observes if the programming team follows the 
rules (1), seeking to correct deviations. 

Comment 9. These committees, since they do not know for sure neither how to 
measure the quality of the product (Myths A and B) nor how to alter the fabrication 
process if certain output attributes are unacceptable (Myth D), end up becoming 
hindrances and stereotyped bureaucracies. What they can demand (and they do) from 
the programming and design team is adherence to the process invented by said 
committee (or copied from an international organization). If they adhere and follow 
the process, “that is good,” and (by faith) “good quality software shall be the result.” 
If the team deviates, that is bad; offenders should be punished and be blamed for the 
bad quality of the results. This is equivalent to have, in a pre-Pasteurian hospital (see 
Comment 8) a committee that, watching that this week more patients died of general 
infection than in the previous week, strengthens its efforts and detects surgeons that 
did not pray to Saint Diego, while others hanged from their necks garlic bulbs that 
were not fresh. Let us reprehend these offenders, and less patients shall die. 

F. Attitude Matters. The right mind-set towards quality shall permeate and 
impregnate each coder. The designer or programmer must be constantly thinking 
about quality, must have faith in that he will produce good quality software; he shall 
watch that the quality of his works be above a (high) minimum. 
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Comment 10. This is an act of faith, that certainly will not hurt. But it helps little. 
Software confection should not be based on faith or beliefs. Certainly, it helps 
somewhat that a programmer says each morning “today I am going to produce high 
quality software, I am sure of that,” much in the same manner as a pre-Pasteurian 
surgeon said “Today, no one of my patients undergoing surgery will die; today, no 
one of my patients undergoing surgery will die.” With respect to the idea that a 
programmer “shall watch the quality of his production,” this is commendable, but it is 
certainly difficult, since it is difficult to measure software quality, even if the person 
measuring is the software builder. 

1.3 The Myth of Standards 

G. Adhesion to Standards Means High Quality Software. “If we do software 
construction following the rules dictated by a standards organization, we will be 
producing good quality software.” “Following software construction standards 
ensures the quality of the process and the quality of the resulting software.” That is to 
say, of the many processes that we could follow when creating software, let us use 
one that is part of a norm or standard (preferably, an international one), or let us 
follow the process used by a company that produces good quality software (Oracle, 
say).

Comment 11. Nothing wrong can be perceived in this practice. It is as if the surgeons 
of a low quality hospital (of Comment 8) decide to copy the surgery process of The 
Hospital of the Holy Virgin Mary, which has low post-surgery mortality. Or if I want 
to use Prokoffiev's “rules for composing good symphonies” (Comment 7). No evil 
will come out of this. Nevertheless, subjectivity and the scanty relation between these 
“preferred” procedures and the quality of the resulting software must be clear, as 
Comment 8 explains. 

2 Myths and Beliefs about the Quality of Teaching in Computer 
Science

We now examine how quality in Computer Science schools is measured. 

2.1 It Is Enough to Measure the Product 

It seems very reasonable and obvious (but let us examine it) to measure the quality of 
the product, in order to ascertain its quality.  

H. Measure the Product and See if It Is of Good Quality. If I make a test or 
examination to two young undergraduate alumni of different Computer Science 
schools, and one of then knows more computer science than the other, certainly the 
person knowing more is of better quality. Example: the organism “Ceneval“ in 
Mexico, who does just that. 
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Comment 12. This measurement is “almost right,” except that it does not measure the 
great obsolescence in our field. I estimate that the mean half-life3 of a computer 
science concept is about 5 years. That is, every five years, half of what we know 
becomes useless; not because we forget concepts or because they were inadequately 
learnt. Just because these concepts are no longer useful, they are obsolete: bubble 
memories, remote job entry, punch tape… The measurement of point H simply 
measures the today quality, the quality as measured today. What will happen in five 
or ten years with alumnus 1 versus alumnus 2? May be alumnus 1 still displays useful 
knowledge, while alumnus 2 (the more knowledgeable today) no longer has. One 
rusted faster than the other. That is, alumni formation (specially in high obsolescence 
fields, such as ours –this is due to its youth, scantly 60 years old) depends on two 
factors: (a) the basic, theoretical knowledge, which will enable our alumni to keep
acquiring knowledge through his productive life, outside College; and (b) the “today” 
knowledge, the knowledge that is “fashion today” (in 2004, objects, UML, Java, say) 
that will allow them to become immediately productive. “To go out into the sugar 
cane field and start cutting cane.” Knowledge acquired in College is like the quality of 
a machete, which depends on two attributes: its temper, that permits it several 
resharpenings along its productive life (and we need to prepare alumni capably of a 
productive life of 40 years), and the sharpness of the cutting edge (which allows 
immediate productivity, “to go out and start cutting cane.” My problem with 
procedure H is that only measures the sharpness of the edge, the “today usefulness.” 
Add measurements every five years (longitudinal studies), or add measurements 
(today) about the degree of theory and basic subjects (those that can hardly change in 
50 years, say) that the alumnus has; this knowledge is what renders him resistant to 
obsolescence. 

I. Quality of a College Is Measured by the Quality of Its Alumni. 

Comment 13. Again, this is “almost true.” Certainly, we tend to give high quality to 
those Colleges that produce high-quality alumni. But often these schools require the 
entering students to have already high quality. At entrance time. High entrance 
requirements. I only accept the best. Obviously, these people will exit school better 
prepared than students at another College who, due to incoming deficiencies, finish 
their studies less well prepared. To be fair, the quality of a school should be measured 
by the added value. That is, measure the student at entrance and exit times, and 
perform a subtraction. 

2.2 To Measure Quality of the Alumni, It Is Sufficient to Measure Quality of the 
Process

The certification process of a College implies measuring the teaching process that it 
carries. There is a thought that good (certified) colleges produce high quality alumni. 

                                                          
3 The half-life of a radioactive substance is the time taken by that substance’s mass to decay to 

half its original mass.
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J. Good Teaching Processes Will Produce Good Alumni. To know the quality of 
an alumnus, it is enough to measure the quality of the teaching process. 

Comment 14. This looks like §1.2, “let us measure the process instead of measuring 
the product.” Again, the idea here is that it is possible to design a teaching process 
that guarantees the quality of the alumni. “He shall have laboratory practices.” 
“Exams should be designed by a Department commission.” “Every student shall have 
his own computer.” Nevertheless, unlike §1.2 (which is just a belief, called Myth C), 
point J is true, it is a truth (not a myth).. This is due to the many centuries that 
humankind has devoted to education, which shines much light on how to design good 
educational processes. And also tells us what part of the process to modify if, say, 
students are not acquiring enough knowledge in Experimental Chemistry. I will only 
add that in educational processes (as in cooking) two things are also important: (a) the 
ingredients, the books, the available software, the transmitted knowledge, the 
syllabus, and (b) the artisans, the cookers, that is, the teachers, the instructors. 
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Abstract. This paper describes the integration of an Augmented Reality service 
into our telerobotics system ASSET. ASSET is a teleoperation tool written in
Java offering the services of simulation, 3D visualization, devices management 
and Java3D/VRML2.0 models loading. ASSET allows the definition of
behaviors for each simulation object, and hence, entities sharing the same
environment can have different degrees of autonomy. The Augmented Reality
service that we have integrated uses the Java binding of the ARToolkit in order
to allow operators and autonomous robots to gather information about the
mission. Information points are represented in the real world by visual patterns,
which trigger actions to be executed by the robot or activate virtual objects
display when recognized by the Augmented Reality Service.

1 Introduction

Teleoperation is especially useful in manipulating in dangerous or unreachable work
sites, e.g. toxic substances treatment or spatial exploration. However, as the
teleoperated robot is far from the control site, delays in transmission of commands
and feedback appear. This latency could be reduced by using a virtual representation
of the robot that can be manipulated in real time [14]. The virtual robot is generally
implemented using augmented or virtual reality. In Augmented reality environments,
real images are overlaid with computer generated images. In Virtual reality, users
interact with a virtual world representing the real work site. By using virtual robots it 
is possible to compensate communication delays because abstract control is less
sensitive to latency than direct control [18]. Based on this statement, different projects
[15] have shown that virtual reality interfaces can improve mission knowledge by
providing tools to analyse and understand the remote environment.

In our system ASSET (Architecture for systems of Simulation and Training in
Teleoperation), we use virtual reality techniques for the design and the
implementation of an environment for teleoperation systems development. This tool
allows flexible customizing and can be used as a testbed for evaluating interaction
techniques, devices, simulation models and autonomous agent behaviors. Augmented
reality mechanisms have been added to ASSET to provide mission information in a 
different manner. The video images from the real robot viewpoint are overlaid with
virtual objects in order to guide the user or to signal that an action must be executed.

F. F. Ramos, H. Unger, V. Larios (Eds.): ISSADS 2004, LNCS 3061, pp. 9-18, 2004.
© Springer-Verlag Berlin Heidelberg 2004 
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This Augmented Reality service reinforces the overall teleoperation system by 
allowing users to discover and resolve problems, which are not detected by the 
simulation module.  

This paper is organized as follows: in section 2 we review related work in 
augmented reality and its application to teleoperation systems. In section 3, we 
provide a description of the tools used in our work: ASSET, ARToolkit and 
JARToolkit. Section 4 covers the Augmented Reality Service implementation. 
Finally, some conclusions and directions for future research are presented. 

2 Background

In Augmented Reality (AR) environments, virtual and real elements coexist. AR 
enriches real images by superimposing virtual elements that the user cannot directly 
perceive: task instructions, world information (e.g. distance, temperature), etc. AR has 
been successfully applied in several domains as manufacturing, medicine, training 
and entertainment. It is widely used to add information about the environment being 
displayed (Figure 1). In medicine, for example, datasets collected from medical tests 
are rendered and combined with a view of the real patient to give access to useful data 
simultaneously and hence facilitate the diagnostic [12, 23]. In augmented prototyping, 
the real product prototype is enriched by adding textual annotations or by "virtually" 
changing the prototype characteristics such as material or color [20,24]. In touring 
applications, a user - wearing special equipment- can walk outdoors and visualize 
graphical objects that provide information about the environment [4]. This idea has 
been extended to entertainment applications. For instance, the ARQuake system 
allows users to play Quake game in the real physical world and experience computer-
generated graphical monsters and objects [16,17]. 

As we have stated, in telerobotics, virtual robots compensate communication 
delays and increase efficiency. The system ARGOS shows that path planning is an 
easier and more accurate process when augmented reality is used [3,14]. The user can 
plan the mission and specify the robot's actions by manipulating the local virtual 
version and the results are directly displayed on the real world images. Once the plan 
is finished and evaluated, it can be executed by the real robot. Furthermore, as Azuma 
states: "the virtual versions can also predict the effects of manipulating the 
environment, thus serving as a planning and previewing tool to help the user in 
performing the desired task". Other approaches used a simulated environment 
augmented with virtual fixtures to assist programming of teleoperation tasks[22]. In 
Lloyd's system [13], the operator interacts with a simulated environment, which 
models each object as a polyhedron and implements full 3D contact dynamics. This 
system simplifies the place and the manipulation of objects using inputs from a simple 
2D mouse. It allows robotic programming for untrained users. 



Enhancing a Telerobotics Java Tool with Augmented Reality  11 

Fig. 1. Annotations in an Augmented Reality Application (Image courtesy of W. Piekarski and
B. Thomas, Wearable Computer Laboratory, University of South Australia [25])

In Augmented Reality, data from the real world is provided by video cameras and 
tracking systems. Collected data are then processed to calculate the transformation to
be applied to the virtual objects. Finally, the transformed virtual objects are combined
with the real image and visualized. The most important aspect to consider in an
augmented reality application is the proper overlay of virtual objects onto the real
scene. That means a precise calculation of the camera's viewpoint in real time to allow
virtual objects to be located at the correct location in the image [7,9].

Several technologies such as video see-through, optical see-through and monitor
are available to enable AR applications. A see-through Head Mounted Display
(HMD) allows tracking of user's head and combines real and virtual sources using
video or optical technologies. In optical see-through HMDs, the user can see the real 
world through the optical combiners located in front of his eyes. Video see-through
HMDs do not allow a direct view: images from the real world are provided by one or
two head-mounted video cameras, and they are combined with the virtual objects and
sent to the monitors located in front of the user's eyes. AR applications can also be
monitor-based (Fig. 2.). In this kind of configuration, the positions of the video
cameras are tracked and used to calculate the virtual scene. The video of the real
world and the graphic images are then combined and displayed on a monitor.
Optionally, the images may be displayed in stereo on the monitor, which then requires
the user to wear a pair of stereo glasses [2]. 
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Fig. 2. Monitor based Augmented Reality System

The Augmented Reality Toolkit (ARToolkit) is a C publicly available library that
enables the fast development of new AR applications [1]. ARToolKit uses computer
vision techniques to calculate the real camera location by using predefined marked
cards, and allows the programmer to overlay virtual objects onto these cards. We have
used JARToolkit [8], a Java binding for the ARToolkit, to implement an Augmented
Reality service for our telerobotics system ASSET. 

3 Tools Overview

3.1 ARToolkit

The Augmented Reality Toolkit (ARToolkit) uses visual patterns (tracking markers)
and their location in the real world to determine the camera viewpoint. The
ARToolkit patterns are black squares with a black and white or color image in the 
middle.  Markers' location is then used to overlay the pattern with its associated
virtual object. This process is realized by the ARToolkit in several steps [9]:

1. The live video image is turned into a binary image based on a lighting
threshold value.

2. The binary image is then searched for square regions. ARToolkit finds all the
squares in the binary image, many of which are not the tracking markers.

3. For each square, the pattern inside the square is captured and matched
against some pre-trained patter templates. If they match, then ARToolkit has
found one of the AR tracking markers. ARToolkit then uses the known
square size and pattern orientation to calculate the position of the real video
camera relative to the physical marker.

4. The real video camera location is stored in a transformation matrix, which is 
used to set the position of the virtual camera coordinates.

5. Since the virtual and real camera coordinates are the same, the virtual objects
rendered precisely overlay the real marker.
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Fig. 3. The ARToolkit tracking process (Image courtesy of M. Billinghurst, HIT Lab, 
University of Washington [6] ) 

3.2 JARToolkit

JARToolKit is a tool designed to offer the ARToolkit functionality to Java 
applications. JARToolkit uses Java Native Interface (JNI) in order to access
ARToolkit services and allows the use of different rendering libraries (Java3D and
GL4Java) as an alternative to the OpenGL API used in ARToolkit for drawing the
virtual objects. By using Java, JARToolkit also provides ARToolkit with an object-
oriented interface [5]. 

Two classes have been defined in JARToolkit in order to provide the ARToolKit
functionality: JARToolKit and JARFrameGrabber. The JARToolKit class 
encapsulates all functions needed for tracking and some utility functions (e.g. to
access the system time) and the class JARFrameGrabber provides all necessary
functions to access video input from a camera. The two classes could be used
separately in order to allow the development of different kind of applications.

3.3 ASSET

With ASSET we aim at providing a tool for helping development of telerobotics
systems, following the philosophy of experimental platforms for virtual reality
systems. We have also adopted distributed simulation techniques for minimizing the
use of network bandwidth, and object-oriented development to offer a modular,
flexible and easy to use system. Furthermore, because one of the major limitations of
the actual systems is the number of platforms in which they are available (generally
only one or a very few) we have chosen Java and Java3d to develop our system, so
that it can run on any platform without further changes. Also, even though we can use
high-end displays, we are using a conventional computer monitor to display the
virtual world. Our system can thus be regarded as a low cost virtual reality solution
that can be used for many applications in telerobotics research [21].

Fig. 4. depicts the ASSET architecture. There are two modules representing the
local and the remote site and a third module that acts as a coordinator of the other
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two. In the local site, the operator generates commands for the robot by using the
local site interface and the interaction devices. The commands are then executed by
the simulation component and feedback is presented to the user. Only valid
commands are sent to the remote site to be executed by the robot. The remote module
transmits also commands to its simulation component and recovers real world state. If
the difference between the real world state and the simulation state exceeds a user-
defined threshold, the simulation state is updated in both, local and remote sites.

The communication between ASSET modules is managed by their
Communications components. All the interaction between components of a module
(simulation, virtual devices, visualization and communications) are defined by
message passing and synchronized by means of the data space and event handling. 
Modules and components functionalities are described and accessed using specific
interfaces so they can be modified without affecting each others. To allow the reuse of
ASSET components, specific application information is processed only by the
components – such as physical devices controllers or behavioral units- supplied for
the application.

The particular application components and models are loaded from a configuration
file, read at the initialization. This configuration file allows the customization of
communication protocols, simulation objects (geometry and behavior), interaction
devices, actuators and command validity rules. For analyzing different environment
configurations and to allow fast prototyping, the user can change this file, rather than
modify the source code and recompile.

Fig. 4. Architecture of the ASSET System



Enhancing a Telerobotics Java Tool with Augmented Reality  15 

4 Integration of the Augmented Reality Service 

The Augmented Reality Service (ARService) that we have designed uses JARToolkit
to allow operators and autonomous robots to collect information about the mission.
Information points are represented in the real world by the tracking markers
which,when recognized by the AR Service, trigger actions to be executed by the robot
or activate virtual objects that provides information to the operator.

The AR Service has been integrated into the local and remote modules of the
ASSET system. The remote AR Service captures the images and sends them to the
local site. The local AR Service processes the image to detect patterns and 
superimpose the virtual objects. The final image, combining the image captured and
the virtual scene, is then visualized by the user.

In order to implement this AR Service, some modifications has been made to
ASSET and JARToolkit [19]:

• ASSET modifications: By default, ASSET modules communicate through TCP/IP
sockets using text messages. Therefore, to support images transmission, the
communication structure of ASSET needed some changes. In the new version, the
sockets are read and written using the Java classes ObjectOutputStream and
ObjectInputStream, which allows transmitting any Java object implementing the
Serializable  Java interface. Previously, the class Message was only able to store
text messages. It has been modified to be able to store any Java object and to
implement the Serializable1 interface.

• JARToolkit modifications: JARToolkit has not been designed to work in a
distributed configuration. To permit its integration in ASSET, a new class called
ImageCam has been defined. This class, implementing also the Serializable
interface, is used to store all the information about the image captured by the
JARFrameGrabber. ImageCam also provides format conversion services to modify
the image for network transmission and for processing in the local ARService.

A prototype of the AR Service was developed for Windows platforms. In this
prototype configuration, we have a fixed camera viewing the environment and a
mobile device being teleoperated. Our mobile device is a Khepera robot [10] with a
tracking marker in its top face. This allows us to easily determine its location by using
the ARToolkit tracking functions. Several tracking markers are disseminated in the
environment, to be used as information points for the operator. The tracking markers
are associated to virtual objects in the AR Service. When the robot walks over one
tracking marker, the virtual object display is activated. In our current implementation,
virtual objects are 3D text labels providing navigation clues (Fig. 5.). In the future, we
will integrate more task related information. For instance, to assist in manipulation
tasks, a virtual object (e.g. a virtual robot) could be superimposed in the location
where the real robot will successfully pick or drop an object.

1 Object Serialization supports the encoding of objects, and the objects reachable from them, 
into a stream of bytes; and it supports the complementary reconstruction of the object graph
from the stream. Serialization is used for lightweight persistence and for communication via 
sockets or Remote Method Invocation (RMI).
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Fig. 5. 3D Clues for Navigation

The AR Service can be activated and deactivated using the local site interface.
When the user actives the AR Service, a new window is opened in order to display the
images coming from the remote site. Therefore, there are two sources of information
about the remote site: the 3D environment, which presents in real time actions results,
and the AR display, which has an inherent delay due to communications latency. We
are not interested in synchronizing the two sources because of the effect that this will 
have on the overall user response time. However, we allow the user to update the 3D
environment with the information of the real world at anytime. We also planned to
implement a function recovering the viewpoint of the captured image. This viewpoint
can then be applied to the virtual camera. We think that this will ease the recognition
of real (virtual) objects in the virtual (real) world based on their location.

ASSET is a work in progress and we can then improve our AR Service and the
overall system by allowing the trackers markers to trigger actions to be executed by
an autonomous robot. To do this, we have to add a vision module in the remote site in
order to recognize patterns by processing the captured image. When a pattern is found 
(if the camera is on top of the robot) or when a condition is reached (e.g. distance
between an environment pattern and the robot pattern in a fixed camera
configuration), the vision process will send a message to the behavior controller of the
robot in order to execute a predefined action.

We are also interested in studying time issues like latency reduction. To do so, we 
have to analyze the current network traffic generated by the Augmented Reality
Service and investigate the use of protocols enabling video transmission such as RTP
(Real-Time Transport Protocol).

5 Conclusions and Future Work 

In this paper we have presented an Augmented Reality Service (AR Service) for
teleoperation. It is based on the Java binding of the ARToolkit, a publicly available
library allowing fast development of Augmented Reality applications. The AR
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Service has been integrated in our telerobotics tool ASSET to provide additional data
about the teleoperation mission being executed by an operator. In our current
prototype, the operator can recover useful information by driving the mobile robot to
the information points represented by visual patterns. When the AR Service
recognizes a marker, a virtual object is superimposed into the real image at the marker
location. The AR Service makes possible the combination of virtual objects and video
images of the real world to indicate, for instance, particular features of the real
objects.

Future work includes the improvement of our prototype in order to allow the AR
Service to be used by autonomous robots. Additional developments to ease the
correlation between the 3D synthetic world and the AR display are also planned. We
are also interested in changing our fixed camera configuration with a camera fixed on
the top of the robot to take full advantage of its mobile nature.
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Abstract. This paper presents VIBES (Virtual Behaviours), a behavioural
animation system for generic humanoid characters within dynamic virtual
worlds. This system is based on stand-alone hierarchical behavioural modules. 
Each module performs a given task according to the perception of the virtual
agent it belongs to. The main originality of VIBES is to combine Artificial
Intelligence and Artificial Life techniques in order to obtain real-time reactions
and adaptive behaviours. VIBES is a module of the V-Man character animation
system developed in the frame of the V-Man project supported by the European
Commission in the frame of the 5th framework program.

1 Introduction

Nowadays, virtual humans commonly inhabit the 3D virtual worlds of many
educational, industrial or entertainment applications. Since the pioneering works of 
Brooks [1] and Reynolds [11], the quest for realism has not only aimed at improving
rendering and animation of these characters but also at making them more
autonomous and intelligent. In the last few years, several behavioural systems have
been created. Among others, the Improv system [10] controls agents with behavioural
scripts translated from a given script. The modular HTPS architecture (Hierarchical
Parallel Transition System) [3] consists of a hierarchy of parallel automatons. Each
automaton represents a behaviour, a sensor or an actuator. This system has been
applied to several driving simulators. The ACE engine [9] provides a platform to
connect behavioural modules to a scripted environment in order to convincingly
simulate virtual humans evolving in a carefully chosen scenario. Finally, A. Iglesias
[8] proposes a behavioural animation framework to simulate fully autonomous agents
that act according to their perception and needs.

This paper presents a new system dedicated to the behavioural animation of virtual
humans. This system aims at blending task resolution systems commonly used in both
Artificial Intelligence (scripts, inference engines …) and Artificial Life (evolutionist
algorithms, learning systems …) in a modular and efficient say to suit the needs of 
real time applications. 

F. F. Ramos, H. Unger, V. Larios (Eds.): ISSADS 2004, LNCS 3061, pp. 19-30, 2004.
© Springer-Verlag Berlin Heidelberg 2004 
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This platform, named VIBES (Virtual Behaviours), is a module of the V-Man 
character animation system developed in the frame of the V-Man project1.

2 Conception Premises 

The main purpose of the V-Man project is to provide virtual worlds with generic and 
credible virtual humanoid actors (also known as virtual agents) and the intent of the 
VIBES sub-project is to make these agents autonomous and intelligent. “Intelligent” 
means that virtual agents can plan and execute tasks according to their intention and 
the perception of the world. Moreover, “Autonomous” means that they do not 
systematically require the conventional intervention of a real user to act. 

Apart from the usual foundations of common behavioural engines (perception 
pipeline, cognition system and memory system), VIBES respects the following 
specifications.

First, the real user should control virtual actors but the latter must have the ability 
to act and take decision by themselves. Depending on the simulation planned by the 
user, this implies that the autonomy of an agent could be of three levels: 

− inexistent to low in case of virtual actors directed by the user (player avatar in 
games or virtual actor in storytelling applications with highly detailed scenarios),  

− medium in case of goal guided simulations (emergency evacuation simulation, fire 
squad intervention, team work in sport games, storytelling in case of highly 
abstract screenplays), 

− high when the user does not specify a goal to the actors and these only act 
according to their inner stimuli and their contextual situation (habitat simulation, 
simulation of virtual societies …). 

Besides, the behavioural system should allow mixing autonomous characters with 
user-controlled ones and so it must satisfy a complex twofold objective: on the one 
hand, the guided agents must react instantaneously to the user's request, and on the 
other hand the autonomous ones must act in an intelligent way according to their 
surrounding environment, and quickly enough for real time matters. 

Then, the virtual agent must have a generic behaviour. This implies that if an actor 
knows how to go and grab a pen on a desk while following a scenario in any 
storytelling application, a fireman must also know how to go and grab the hosepipe to 
put out the fire while simulating a fire squad intervention. Obviously, this should be 
possible without any deep modification of the behavioural engine. 

Moreover, the virtual agent must act in a natural way. This means that, on the one 
hand, in a specific situation with a specific intention, a virtual agent must act as a real 
human might have done.  

On the other hand, two different virtual agents must not exactly act in the same 
way for the same context: two humans placed in the same environment and subjected 

                                                          
1 The V-Man project [IST-2000-28094] is a project supported by the European Commission 

and gathering industrial and academic partners in a consortium striving toward the 
realisation of an intuitive authoring tool allowing non-computer specialists to create, 
animate, control and interact with autonomous virtual characters. 
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to the same conditions can act in many different ways. In fact, we could tell that the
agents should have personality.

Finally, several agents together must be able to have social interactions in order to
have crowd and group or team behaviours.

The first concept of VIBES is that each virtual agent within any application is a
unique individual. So, the whole behavioural system is based on a bottom-up strategy
[1]. Such a strategy implies that each agent has its own behavioural system and that
any crowd or team behaviour emerges from their inner stimuli, their perception of the
world (and of each other) and of their individual or common goals.

The three levels of autonomy imply that the virtual agent must perform simple,
elementary tasks (input by the user or generated by the system) as walk and grab as 
well as more abstract ones as evacuate the building or play football. The fact is that
each abstract task can consist of a set of less abstract sub-tasks. For example, the 
following figure shows a possible breakdown into sub-task (white) and elementary
actions (grey) of the evacuate task. 

This, linked to the intent of creating generic behaviours, forms the basis of the
second concept of VIBES: hierarchical modularity. Each order given to a virtual agent
represents a task that it must accomplish. The mechanism that allows this fulfilment
will be stored in a stand-alone behavioural item called module. The role of each
module is to generate new orders or actions according to the status of the agent and its
surrounding environment in order to fulfil a unique associated order. Elementary
modules are the ones that only trigger an action in the virtual world (as push, close or
walk). They represent the simplest behaviour and the elementary actions a virtual
actor can perform. Any combination of elementary or other existing modules
potentially creates a more complex one. 

It is important to note that each module is independent and adapted to its associated
task: thus, it can be used indistinctly in any application that uses VIBES to animate
virtual humanoid characters.

Fig. 1. Decomposition of Evacuate high level task 
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VIBES also requires a way to activate behavioural modules and to generate new 
tasks to fulfil. Most architectures usually use a set of deterministic rules and an 
inference engine to animate autonomous agents.

If such systems are sufficient to simulate an intelligent fulfilment of common tasks,
they lack a little something to generate natural behaviours: no matter how complex
they are, rule-based systems do not deal with uncertainties because they
deterministically process situations and rules. In other words, similar conditions and
knowledge always lead to the same output, if the system can compute one. Therefore,
the third concept of VIBES deals with uncertainties. Due to the modular structure of
the behavioural engine, the use of deterministic systems can be restricted to the case
they apply the best and without uncertainty (as for example open(door) could be dealt
with the simple script <if in_range(door) then open(door) else goto(door)> ). More
complex tasks can be satisfied using more adaptive systems as neural networks or
classifiers systems.

Finally, in multi-agents simulations, even with the use of more stochastic
mechanisms such as classifier systems, a simple copy of the behavioural modules
from an agent to another could lead to unnatural behaviour. Indeed, they could all act
exactly in the same way. The modular structure allows combining differently the
behavioural modules to create personalities among the virtual actors. Besides, a
learning system based on classifier systems and trials design may generate (more or
less easily) a set of modules able to accomplish the same task but not exactly in the 
same way. 

3 VIBES Framework

VIBES is linked to one agent consists of five main elements: the task manager, the
perception system, the memory databank and the agent internal status data and,
finally, the decision-making system.

Fig. 2. The VIBES Framework



VIBES: Bringing Autonomy to Virtual Characters  23 

3.1 The Task Manager 

The role of the task manager is to direct the virtual behaviour engine by collecting and 
handling orders from the possible sources and by triggering their process in a coherent 
and consistent way. There are three distinct kinds of sources for orders. The first one 
is the user of the application linked to the behavioural system, the second is one of the 
other agents in the virtual world and the last one is the virtual agent himself.  Each 
time the manager collects an order or a list of orders, they are stored in a tree-like 
structure. Then, the manager triggers the activation of the decision-making process 
linked to the first eligible order. The first eligible order is the next order that is 
coherent and relevant with the current course of actions. It is important to note that 
the behavioural system tries to simulate autonomous agents and, so, a simple stored 
order could generate, during its processing, a complex dynamic subset of orders. The 
changes in the sets of orders is due to the probability that a planned action to solve a 
parent order fails and so cuts a branch of the tree of orders. 

To ensure the coherence of the course of actions, the manager considers an order as 
active until the behavioural system has processed all its subtasks. The system 
considers an order as processed if all the actions it implies are successful or if it can 
never be fulfilled (i.e. it implies at least one suborder that can only fail).  

Finally, the user or the linked application can choose to run behavioural 
simulations in planning mode (i.e. the system will process all the orders generated 
until succeeding in primary orders) or sequential mode (i.e. the application or the user 
chooses at which pace the next order will be processed). Besides, the user or 
application can request the task manager to stop, pause or reset the current process. 
Thus, the system can be easily adapted in matters of response time to function in any 
kind of applications included real time animated simulations or interactive ones.  

3.2 The Perception System 

The purpose of the perception system is classically to scan the virtual world in order 
to give relevant information to the components involved in the processing of orders. It 
consists of a pipe of three main kinds of components, the first ones being raw 
acquisition sensors, the second virtual sensors and we called the third ones cognitive 
sensors. 

The raw acquisition sensors are used to convert all the data that the virtual world 
consists in into a formalism that the decision-making engine understands. The virtual 
sensors are principally meant to mimic common humanoid senses (essentially vision 
and hearing) but, in order to ease the decision-making and the use of the various 
components of the virtual world, we introduce another kind of sensor, the “focus 
sensor”. Finally, the cognitive sensors transform the data issued from virtual sensors 
into refined relevant information for specific purpose. 

The vision sensor allows the virtual agent to get visual information concerning its 
environment. It will provide essential data about the surrounding objects and other 
agents (position, size, type, name, velocity …).  

As seeing is one of the main senses it will be used in finding and recognition tasks, 
in common movement behaviours such as path finding and obstacle avoidance, as 
well as in more complex ones like team work or crowd behaviour. To be accurate and 
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realistic enough for simulation purposes, a horizontal field of view, a viewing 
distance and a viewing size threshold define the vision sensor. While the human field 
of vision is usually 200°, we chose to use one of 280° in order to simulate peripheral 
perception and head movements. The viewing distance is the maximum distance 
within which the agent is potentially able to view something. The viewing size 
threshold is the minimum size that an element of the environment requires to be 
perceived by the vision sensor. Therefore, any agent or object that is outside the field 
of vision, beyond the viewing distance, or of insufficient size will not be detected and 
so not provided to the behavioural engine. In order to push realism one step further, 
we use occlusion algorithms to eliminate entities that are totally hidden behind 
another.  

The three main parameters of the vision sensor can be modified at initialization in 
order to mimic agents with non-accurate view as one-eyed or blind ones. Besides, the 
vision sensor acting as a filter applied to a global representation of the virtual world, 
we could easily implement altered vision sensors to mimic X-ray vision or anything 
particular the simulation needs. Finally, we plan to add lighting data in order to alter 
vision with notions of darkness and day or night vision. 

The hearing sensor, which is still at the developing stage, works pretty much like 
the visual sensor. It consists of a “field of hearing” (usually 360°) and of a perception 
threshold that is the minimal intensity a sound requires to be heard. The intensity of a 
sound actually varies from 10 to 0 considering the distance of its source to the agent 
the sensor is linked to, 0 meaning silence and 10 maximum loudness. Actually, a 
perceived sound provides data on its emitter (essentially localisation and 
identification), its nature (conversation, music or distinctive sounds such as footsteps 
or breathing from another agent) and its intensity. Though simple, this conception of 
hearing is effective for our actual simulation purpose but we plan further 
improvements. 

The “focus sensor” role is to mimic the fact that an entity of the world could 
become the centre of interest of the virtual agent. In such a case, the sensor is bound 
to the focused entity. It can constantly monitor its parameters and it can have access 
to more data about it. This sensor is useful because when an agent interacts with its 
environment it is usually with a specified object or agent (“open the door”, “sit on the 
chair”, “eat the food” ….).In theory, the “focus sensor” is unaffected by vision or 
hearing sensors for it is inconvenient to lose the object of attention during the 
processing of an order. Nevertheless, it is possible to link it to the virtual sensors in 
order to ignore the focused entity if they do not perceive it. 

The output of the perception pipe, which is composed of focus, vision and hearing 
sensors, is a list of entities (agents and objects, and their various associated properties) 
that represent all the elements of the virtual world that the agent is able to perceive at 
the time the behavioural engine requests a scan of the environment.  

If necessary, the cognitive sensors can process this set of perceived entities in order 
to extract more relevant and specific information. For example, a cognitive sensor can 
be a proximity sensor that selects among the perceived entities only the ones within a 
certain perimeter of the virtual agent. That kind of sensor is important to limit the data 
flow that the decision-making engine will have to process. 
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3.3 The Memory Databank and the Agent Status System

These two parts of the VIBES engine are used to bring realism into the decision-
making process. For space limitation matters, they are not described in this paper but
will be the subject of further work.

The memory databank stores various informations about the virtual world that
might be useful to the decision-making engine (for example, cognitive maps of
environment for path-planning tasks). The agent-status system monitors and stores the
internal states of the virtual actor in order to simulate its knowledge of its actual
situation, its needs and its emotions.

3.4 The Decision-Making System

The decision-making engine is the main core of the virtual behaviour. Its purpose is to
determine a set of tasks or actions to accomplish in order to fulfil the orders collected
by the task manager. It consists of a set of stand-alone behavioural modules dedicated
to the fulfilment of a unique associated order. A module is a hierarchical structure that 
contains four elements: the task evaluator, the environment, the task solver and a 
subset of behavioural modules.

The task evaluator is the item that the task manager triggers. Its role is to initialize
the task solver, to evaluate the completion of the solving process and, in case of use of 
any learning system, to handle the retribution engine.

The environment is the way to link the task evaluator and the task solver to the
virtual world. Indeed, the environment receives a requested data flow from virtual
and/or cognitive sensors and, if necessary, from the memory databank and the agent
status system. Then, after processing the data flow to extract relevant information, it 
transmits it to the task evaluator (to evaluate completion of the task and, if necessary,
retributions) and to the task solver in order to choose a way of action to complete the
current task.

Fig. 3. Structure of a behavioural module (B-Module) 
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The task solver collects data from the task evaluator (in order to get the exact 
parameters of the aim to reach) and from its environment in order to make a decision 
about the next thing to do, and it reiterates this until it accomplishes the task or states 
a definite failure. The generated output can take three different forms: a new order (or 
a list of orders) to be processed, an action the agent must execute in the virtual world 
or an acknowledged signal that gives its actual state to the manager or to a possible 
parent order. 

The subset of modules contains all the behavioural modules that the actual module 
might need for the completion of the new orders (output data) provided to the task 
manager. This inclusion is necessary to grant a behavioural module its stand-alone 
quality. 

4 Learning System 

One of the originalities of the VIBES engine is to include as behavioural module a 
learning system, specifically a Learning Classifier System (LCS), in order to teach 
virtual agents how to fulfil their task.  

A LCS [6] [7] is an evolutionary computing system that uses a Genetic Algorithm 
(GA) [6] over a population of production rules in order to identify a sub-set of rules 
that can co-operate to solve a given task. A rule (a.k.a. classifier) consists of a 
condition, an action and a strength record. The condition acts as a matching receptor 
for a stimulus from the environment: each time the state of the environment matches 
the condition, its bound action is selected. The action is the decision that the agent 
makes (or, at least, a step toward the final decision). The strength record means the 
accuracy and the pertinence of the rule according to the task to solve and the 
environment. In case of competing selected actions, the LCS chooses the one that has 
the highest strength record. The modification of strength of rules applying the Q-
Learning concept [15] ensures the learning process (however, while Q-Learning is 
restricted to a fixed sized space, in this case the learning method will apply to a 
changeable number of classifiers). The genetic algorithm role is to create potentially 
better new classifiers in order to improve the efficiency of the inference engine. 
Finally, a covering system (that creates new classifiers to match unexpected 
situations) allows the LCS to adapt to unpredictable dynamic environments. 

Several factors (apart from the interest in LCS of our research team) motivate the 
choice of LCS as a learning system. First, as a rule-based system, the LCS stores its 
knowledge explicitly.  

This allows the user to analyze the rules for simulation interpretation purposes or, 
in a more technical way, to manually add or modify the set of rules in order to 
compensate a failure in the improvement process (GA) or in the adaptation one 
(covering). Besides, a slight period of learning could contribute to improve a 
handmade a-priori set of rules that uses the LCS formalism. 

Secondly, LCS are likely to be used as efficient memory systems. Indeed, in 
addition to the set of rules, LCS store the strength record of each classifier: this 
determines which rule is good or bad according to the current state of the 
environment, the task to solve and, eventually, the social rules of the agents' virtual 
world. 
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Afterwards, while conceiving a behavioural module for a complex task (pushing an 
object in a crowded dynamic environment form A to B for example) it could be more 
convenient to create a set of trial and let the virtual agent learn by itself than to 
implement an inference engine (or any other deterministic system) that could compute 
all the situations that the agent might encounter. Besides, when the user considers that 
the learning process is completed, the LCS can be used as a simple inference engine 
with its advantages (mainly the computing speed required for real time application) 
and disadvantages (particularly determinism). 

Finally, the use of such a learning system is interesting as it enables to provide the 
virtual agent with some personality. Indeed, there could be many ways to fulfil a 
complex task and there is quite a chance that a classifier system randomly generated 
and evolving with a genetic algorithm only corresponds to a subset of them. 
Therefore, even if it uses the same wide variety of trials to solve a particular task, the 
learning engine can generate slightly different behavioural modules. Applying these 
modules to different agents in the world grants them a bit of personality as they do not 
exactly act as their neighbours in the same situation. 

5 First Results: Motion Behaviours 

Once the virtual behaviour framework was implemented, it had to be validated. This 
was done with the resolution of an essential complex task to accomplish: motion. 

Moving is one of the basic behaviours of virtual agents. Indeed, most actions or 
decisions taken in order to interact in any environment usually imply moving towards 
a location (it could be near an object or another agent). As the agents should be 
autonomous, in order to go to a location they should be able to plan a path, follow this 
path, avoiding static or moving obstacles, and, if they cannot reach their planned 
destination, remove the obstacle or point out a failure. 

Using VIBES, the “GOTO” module is a high-level module that is a script capable 
of triggering the following subset of modules: NAVIGATE, MOVETO, 
REMOVEOBSTACLE and COMECLOSEST. 

The NAVIGATE module finds a path in the known topology of the virtual world. 
This knowledge is stored in the memory databank of the agent as a cognitive grid that 
indicates the latest space occupied by the known components of the environment 
(objects, walls, other agents …).  

The path-finding algorithm is a standard A-star algorithm (optimized for real-time 
matters) that produces a smoothed path consisting of a minimal set of waypoints. 

The MOVETO module ensures that the agent goes to a location B from its current 
location. In the case of GOTO, it makes an agent move from one waypoint to another 
and it is in charge of the collision avoidance behaviour. It triggers the action walk that 
signifies to the agent to take a step at a certain velocity and in a certain direction. This 
behaviour has two possible implementations. The main one is based on the works by 
C. Reynolds about steering behaviours [9]: the next move the agent will make (i.e. a 
new velocity vector meaning its speed and its heading) is calculated according to 
three computed vectors. The first one represents the direction towards the aimed 
destination; the second one is the needed deviation to avoid an anticipated collision 
with moving and static entities; finally, the third one represents needed correction to 
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the deflected velocity to avoid any collision due to deviation. To avoid an unnatural
determinism in the computation of avoidance deviation, stochastic values are
integrated into the algorithms. Although this module prevents most of the possible
collisions, in a highly crowded or encumbered environment, the support of a collision
engine is highly recommended to prevent residual collisions. In order to add diversity
to the moving behaviours of the agent, we can use a second MOVETO module. This
one is related to the work of A. Champandard [2] about collision avoidance but
instead of using neural networks, it is based on learning classifiers systems.

The REMOVEOBSTACLE is also a finite state machine that, if the agent is stuck 
and depending on the nature of the obstacle, triggers the correct way to handle it. If it
is a door or a container, it activates the OPEN/CLOSE module (script). In case of
another agent or several ones blocking the way, it triggers a classifier system that will
handle communication between agents to solve the conflict. Finally, if it is an object,
it can use a module based on a classifier system to push or pull the blocking entity out
of the way.

The COMECLOSEST module role is to allow the agent to come as close as 
possible to an aimed entity. In case of an object put on another or contained into one,
the recursive algorithm selects a position according to the closest accessible support 
or container. This module is used in case of a goto(object) kind of order (as in “go and
grab the vase”).

The GOTO module is the basis of most behaviours; nevertheless, in order to obtain
a full range of moving usable abilities, we have also implemented the following
modules:

− LEADTO: the agent leads a group of others to a destination.
− FOLLOW: the agent follows another one.
− BLOCK: the agent cuts the course of a quarry.
− INTERCEPT: the agent catches the quarry.
− EVADE: the agent flees a potential threat.

Fig. 4. GOTO module, functioning diagram in case of goto(destination) order 
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Fig. 5. Various applications of motion behaviours. Upper images: path planning and collision 
avoidance. Lower left: crowd behaviours. Lower right: building simulation and evacuation

6 Conclusion

In this paper we have presented VIBES, a new system for behavioural animation of
generic virtual humanoid characters within real-time applications. A first 
implementation of this framework is already available and the first results are
promising: virtual actors are able to move from one location to another, they avoid
each other and possible obstacles and, they are also able to come within range of 
specified objects in order to interact with them. The use of an object oriented
programming language (C++) to implement VIBES has preserved the modularity and
the extensibility of the conceived framework, and the system is still being extended to 
more elementary actions and more low-level modules in order to simulate humans in
storytelling applications and industrial simulations. Besides, VIBES will be used as a 
main part of our future research about cooperative and competitive behaviours.

However, implementing new behaviours, especially group or team ones, can be a 
complex and time consuming task. Improving the learning system in order to ease and
accelerate their development seems necessary.
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Abstract. Currently, a number of distributed software systems develop-
ment tools exist, but typically they are designed either to satisfy indus-
trial standards – industrial perspective – or to experiment new concepts –
research perspective. There is a need for software development tools where
programmers can both learn about distributed computing – pedagogi-
cal perspective – and build quality distributed software systems through
prototyping – experimental perspective. This paper introduces the Vir-
tuosi Project, which aims at building a toolkit to assist in developing
and executing distributed software systems from both pedagogical and
experimental perspectives. It combines virtual machine, object-oriented
programming and computational reflection concepts to give those per-
spectives. The Virtuosi runtime environment can be seen as a reflective
middleware, where objects can migrate and remote method invocation
is totally transparent by using a mechanism based on handle table.

1 Introduction

The importance of distributed computing has grown significantly in the last
years due to the incresing use of the Internet as a means of information systems
deployment. Many new applications have emerged and new ones are expected in
the near future, especially in the fields of embbeded systems and mobile devices
– the so-called ubiquitous computing. This scenario promises a high demand for
distributed software system development in the next years.

However, distributed computing introduces great complexity in software sys-
tems development, deployment and maintenance. A number of requirements
which are not normally present in centralized systems may need to be fulfilled
in distributed systems, such as reliability of an interprocess message exchange
protocol. Also, requirements which are already present in centralized systems
may be more difficult to implement in distributed systems, such as security. As
a consequence, developing quality distributed software systems is hard and relies
fundamentally on programmers expertise and good tool assistance.

A programmer becomes an expert in developing distributed software sys-
tems firstly when she is properly taught distributed computing concepts and
secondly when she is properly trained to use specific technological artifacts,
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such as a distributed programming language or a middleware for distributed
execution. Often, concepts are learned by experimenting with technological ar-
tifacts, where knowledge on theory and practice come together. The learning
process is complex and the learning curve depends on many factors, but surely
the technological artifacts employed are decisive.

A tool for developing distributed software systems can provide a series of fea-
tures to programmers, from conceptual modeling to physical system installation.
Naturally, the quality of a distributed software system is strongly influenced by
the features provided by such a tool and how programmers use them. One such
feature that is decisive for the success of a system is the capability to create pro-
totypes easily, that is, create a preliminary version for the target system where
its requirements – either established in the first place or introduced later – can
be quickly implemented, debugged, tested and simulated.

Currently, a number of distributed software systems development tools ex-
ist, but they hardly favor learning about distributed computing and hardly fa-
vor prototyping because they are typically designed either to satisfy industrial
standards – industrial perspective – or to experiment new concepts – research
perspective. Industrial tools are concerned with productivity and software effi-
ciency and robustness; they hardly permit a programmer to develop any task
with simplicity and focused on a single problem, i.e., industrial tools invari-
ably forces programmers to care about requirements that operational releases
of real-world applications have and need to be considered despite the problem
under study. That surely distracts programmers and may compromise both the
developing and the learning curve. On the other hand, research tools normally
have complex user interfaces and require the knowledge of particular concepts.
Programmers often find it difficult to use research tools because they require
a considerably large amount of work and time to build even small applications.

Therefore, there is a need for software development tools where program-
mers can both learn about distributed computing – pedagogical perspective –
and build quality distributed software systems through prototyping – experi-
mental perspective. A pedagogical tool should implement the main established
principles of distributed computing in a clean way and should be open to be en-
hanced with trial concepts. An experimental tool should conform with the main
established technologies, so that it would be possible to convert a prototype to
a corresponding operational release.

The remaining of this paper is organized as follows. Section 2 presents the
objectives of a new toolkit for building distributed applications named Virtuosi.
Section 3 describes the main design principles of Virtuosi. Section 4 discusses
how distributed objects are managed in Virtuosi, gives an overview on how
they can migrate and how remote method invocation is implemented. Finally,
Sect. 5 presents some conclusions and discusses future work.
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2 Objectives

The Virtuosi Project aims at building a toolkit to assist in developing and
executing distributed software systems from both pedagogical and experimental
perspectives. From a pedagogical perspective, Virtuosi will permit program-
mers to be taught about distributed computing in a structured manner; dis-
tributed programming concepts and techniques would be introduced one by one
and each studied separately from others. As a consequence, programmers should
get a better understanding of distributed computing and the learning curve
should get accelerated. From an experimental perspective, Virtuosi will permit
programmers to create prototypes which are mature and robust; they will be
mature because all typical system requirements will be implementable, and they
will be robust because it should be easy to carry tests on separate units, followed
by integration tests, where it would be possible to simulate all real-world opera-
tional configurations and circumstances, independtly of particular technological
aspects. Because of their maturity and robustness, such prototypes will be the
basis for easily developing the corresponding operational releases by using spe-
cific technologies. As a net effect, Virtuosi will assist in developing distributed
software systems of great quality in a short period of time, since programmers
will be better trained and will be able to implement and test critical system
requirements in a controlled manner.

3 Key Design Decisions

The Virtuosi toolkit encompasses many aspects of distributed computing and of
software engineering. It should comprise artifacts to build software systems and
a full-fledged distributed runtime system. The pedagogical perspective requires
an environment where a programmer can write a program by using a simple
yet powerful set of abstractions, and then test that program in a way that all
abstractions employed can be easily traced, i.e., translations from programming
abstractions to runtime structures should be minimized. Another requirement
from the pedagogical perspective is that the environment should be as neutral
as possible with respect to the actual runtime platform in order to avoid unnec-
essary distractions. Finally, the pedagogical perspective requires an environment
where the programmer can easily select which system aspects should be either
transparent or translucent in a given moment. The experimental perspective, on
the other hand, requires an environment where real-world applications can be
quickly developed and carefully tested. The subsequent sections present the key
design decisions made for the Virtuosi toolkit in order to satisfy the require-
ments discussed so far, namely virtual machine, object-oriented programming and
computational reflection.

3.1 Virtual Machine

The Virtuosi runtime environment is composed of a collection of communi-
cating virtual machines. In a simplified way, each virtual machine is a user-level



34 Alcides Calsavara et al.

process that emulates a real-world computer, including its hardware components
and corresponding operating system. Thus, each virtual machine is able to host
any typical software systems that store and process data and, as well, com-
municate with peripherals. Virtual machines are grouped in collections where
each virtual machine can be unambiguously addressed and can exchange mes-
sages with any other in the collection. That allows a software system running on
a certain machine to communicate with a software system running on a different
machine, i.e., a collection of communicating virtual machines is a runtime envi-
ronment for distributed software systems. In fact, this runtime environment can
be seen as a middleware, similarly to systems based on the CORBA Standard [1],
since a distributed software system can run on a heterogeneous computer net-
work.

Such an approach to distributed computing – based on virtual machines –
is in accordance with the objectives of the Virtuosi Project (Section 2) due to
the following reasons:

Neutral Architecture A virtual machine is not tied to any particular com-
puter architecture; it implements only core computer features which are com-
mon to standard computer technologies. From an experimental perspective,
this ensures that prototype software systems which run on Virtuosi ma-
chines can be easily translated into operational releases that run on any
typical real-world machines, while not precluding code optimization for bet-
ter use of particular computer architeture features. On the other hand, from
a pedagogical perspective, the simplicity of a Virtuosi machine architecture
makes it appropriate for training computer programmers since the number
of concepts to work with is small; consequently, programmers are forced to
know how to combine such concepts to build complex applications.

Portability and Mobility A virtual machine sits between applications and
the actual operating system; applications interact with the virtual machine
which, in turn, interacts with the operating system. As a consequence, there
must be a specific implementation of the Virtuosi machine for each op-
erating system. Another consequence is that a software system that runs
on a specific Virtuosi machine implementation will run on any other. In
other words, Virtuosi applications are portable: they run on heterogeneous
computers, as long as there is proper implementation of the virtual machine.
From an experimental perspective, this portability helps building prototypes
when a group of programmers who use distinct operating systems work coop-
eratively; they can share code without getting down to runtime environment
specifics, thus improving productivity. From a pedagogical perspective, it
helps programmers to write exercises in steps where several distinct com-
puters can be employed without causing any distractions. Yet another con-
sequence of the use of virtual machines is that Virtuosi applications are
mobile: they can move through heterogeneous computers, at runtime, as
long as proper implementations of the Virtuosi machine are provided. This
mobility can be very useful since it is a requirement that often appears in
modern applications, especially in ubiquitous computing.
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Controlled Execution Because a virtual machine is a software system that
controls the execution of other software systems, it can fully assist in de-
bugging applications; a virtual machine can keep very precise data about
execution context, thus providing programmers with more accurate infor-
mation when some bug happens. From an experimental perspective, this is
an essential feature to improve productivity. From a pedagogical perspective,
it is also important because programmers can use debugging to understand
better software systems behaviour.

Flexible Network Configuration Since a Virtuosi machine is a user-level
process, there may exist any number of instances of the virtual machine
running on a single computer. As a consequence, a collection of n virtual
machines may run atop a network containing from 1 to n computers. In the
extreme, there is no need to have a real computer newtork to run a Virtu-
osi distributed application. According to [2], this concept was first experi-
mented by the IBM VM Operating System, where a set of virtual machines
run on a single physical computer, giving the illusion that each user has
its own computer; communication between the virtual machines happens
through a virtual network. From an experimental perspective, such feature
may easy the development of prototypes, since any network configuration
can be simulated. From a pedagogical perspective, it may help programmers
to experiment with distributed computing even when only a single machine
is available.

3.2 Object-Oriented Programming

Probably, object-oriented programming is the most widely accepted paradigm
for distributed computing, both in academia and industry. Object orientation
was first introduced by Simula-67 [3] as a means to represent real-world enti-
ties for the purpose of simulation only, and got popularity after Smalltak-80 [4]
and C++ [5]. Currently, there is a number of programming languages that sup-
port object-oriented programming concepts and they are largely employed in
computer programmer training for more than a decade. More recently, with the
incresing demand for Internet-based applications, new languages and tools have
appeared and, practically, all of them are object oriented. Perhaps, the most
significant example is Java [6], which, despite its industrial flavor, is very much
used in introductory programming courses and also motivates much of the cur-
rent research in distributed computing. Another important example is Eiffel [7],
a languague that implements object-oriented concepts rigorously.

In fact, the object-oriented paradigm is present in almost every new archi-
tectural development in the distributed system community. For instance, both
the Open Distributed Processing (ODP) and the Object Management Group
(OMG), the main standardization initiatives for heterogeneous distributed com-
puting, are based on object concepts. In the software industry, two important
examples of the use of object-oriented concepts are the Sun Microsystems’ Java-
based J2EE and the Microsoft .NET platform.
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The Virtuosi project adopts object orientation as the paradigm for both
applications development and runtime system. Programmers should develop ap-
plications by employing solely object-oriented concepts, assisted by proper ar-
tifacts, such as a rigorously object-oriented programming language, and tools,
such as a compiler built according to the pedadogical perspective, i.e., a compiler
that helps in training rather than simply checking the source code. The runtime
system – defined by a collection of virtual machines (Section 3.1) – should pre-
serve all object-oriented abstractions in order to minimize translations that could
make it difficult debugging applications; that helps in fast building prototypes
– the experimental perspective – and helps programmers to understand better
programming concepts – the pedagogical perspective.

3.3 Computational Reflection

Three different yet complementary approaches to the use of the object paradigm
in concurrent and distributed contexts are discussed in [8]:

Library Approach Object-oriented concepts, such as encapsulation, gener-
icity, class and inheritance, are applied to structure concurrent and dis-
tributed software systems through class libraries. It is oriented towards sys-
tem builders and aims at identifying basic concurrent and distributed ab-
stractions – it can be viewd as a bottom-up approach where flexibility is
priority. Its main limitation is that programming is represented by unrelated
sets of concepts and objects, thus requiring great expertise from program-
mers. Examples of the library approach are the ISIS System [9] and the
Arjuna System [10].

Integrative Approach Object-oriented concepts are unified with concurrent
and distributed system concepts, such as object with activity. It is oriented
towards application builders and aims at defining a high-level programming
languague with few unified concepts – it makes mechanisms more trans-
parent. Its disadvantage is the cost of possibly reducing the flexibility and
efficiency of the mechanisms. Examples of the integrative approach are the
distributed operating systems Amoeba [11] and Mach [12].

Reflective Approach Integrates protocol libraries within an object-based pro-
gramming language; the application program is separated from various as-
pects of its implementation and computation contexts – separation of con-
cerns – by describing them in terms of metaprograms, according to the con-
cept of computational reflection, firstly disseminated by [13]. It is oriented
towards both application builders and system builders and, in fact, bridges
the two previous approaches by providing a framework for integrating pro-
tocol libraries within a programming language or system – combination of
flexibility and transparency.

The Virtuosi Project adopts the reflective approach, thus allowing program-
mers to change systems behaviour in two levels: application level and runtime
system level. Such approach conforms to the established project objectives (Sec-
tion 2) because, from a pedagogical perspective, programmers can selectively
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choose what system features should be transparent, so that it is possible to
study each feature individually or combine just some of them. And, from an
experimental perspective, programmers have a large degree of dynamism for de-
veloping software systems as components can be easily replaced and tested. In
fact, the Virtuosi runtime environment can be seen as a reflective middleware,
like the CORBA-based implementations DynamicTAO [14] and Open ORB [15].
The reflective middleware model is a principled and efficient way of dealing with
highly dynamic environments yet supporting development of flexible and adap-
tative systems and applications [16]. Naturally, such flexibility may be difficult to
achieve and should require a consistent model for composing meta-level system
resources, such as the framework proposed in [17].

In Virtuosi, the combination of virtual machine and object orientation
brings a particularly interesting feature for the implementation of computational
reflection: objects and their corresponding code can be explicitly stored and ma-
nipulated at runtime, thus permiting reflection on practically any computation
aspect, easying dynamic modification of system behaviour. The architecture of
a Virtuosi machine is, therefore, oriented towards computational reflection,
besides all aspects related to the pedagogical and experimental perspectives,
discussed so far. In other words, a Virtuosi machine should have access to all
the semantics of an application for providing good support for programmers
for both pedagogical and experimental purposes and for permiting full reflec-
tion. This feature differs Virtuosi from other attempts such as the Guaraná
Project [18], where the Java Virtual Machine was modified to support computa-
tional reflection, but entirely preserving its standard code format – the so-called
bytecode – and programming language compatibility. It differs, as well, from
the PJama Project [19], where the Java Virtual Machine is modified in order to
support orthogonal persistence.

The solution found in Virtuosi for the purpose of having full application
semantics at runtime is to represent and store program code in the form of
a program tree: a graph of objects that represents all elements of a given source
code, including their relationships. Program trees are successfully employed in
the Juice Virtual Machine [20, 21] for transferring code through the network;
when a program tree reaches its destination it is then translated to a specific
machine code for execution. Since there is a direct mapping between a program
tree and a source code, the rules for building a program tree are the same for
writing an object-oriented program. Such rules are established by an object
model formalized by means of a metamodel which are expressed in the Unified
Modeling Language (UML) [22]; the objects of a program tree are instances of
the classes present in the metamodel.

4 Distributed Objects

Objects reside within virtual machines and can reference each other locally and
remotely. When an object has a reference to another, it can invoke methods; the
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invocation is local when the reference is local, otherwise it is remote. An object
A obtains a reference to an object B by one of the following means:

– Object A creates object B.
– Object A receives a method invocation where a reference to an object B is

passed as a parameter.
– Object A invokes a method of some object and receives a reference to an

object B as return value.

Because in Virtuosi objects are always created locally, an object can only
obtain a reference to a remote object either when it is passed as parameter or
when it is returned. A third case may happen when an object migrates: a local
reference may become a remote reference.

As discussed, the management of objects in Virtuosi can be very complex,
thus requiring a proper implementation. The subsequent sections describes the
handle table mechanism adopted and how migration and remote method invo-
cation use it.

4.1 Handle Table

All objects are referenced through a structure called handle table, similarly to
they way it is implemented in DOSA (Distributed Object System Architec-
ture) [23]. Figure 1 illustrates how objects are referenced both within a virtual
machine and between virtual machines. The VM named Alpha stores objects
identified as 12 and 17, while the VM named Beta stores objects identified as
45 and 67. A handle table is an array of entries of two types: entry for local
object and entry for remote object. Thus, for each object there is an entry in the
handle table of the machine where the object resides. For instance, the object 12
is referenced by entry 0 of Alpha. An object cannot directly reference another;
an object can only reference a handle table entry in the same machine. For ex-
ample, object 12 references entry 1 of Alpha, which, in turn, references object 17;
conceptually, object 12 references object 17. An object may also conceptually
reference an object that resides remotely. For example, object 17 – that resides in
Alpha – references object 45 – that resides in Beta. This is implemented through
the entry 2 of Alpha, which references entry 0 of Beta. Therefore, an entry for
local object must contain an object reference, while an entry for remote object
must contain a virtual machine name and a handle table entry index.

4.2 Object Migration

An object can migrate from one virtual machine to another. Typically, object
migrate for efficiency (load balance) and accessibility purposes. From a pedagog-
ical perspective, it may be interesting to migrate objects to observe difference
between local and remote communication. From an experimental perspective,
it may be interesting to migrate objects to simulate applications where mobile
devices carry some software.
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VM Beta

Object

Reference to local object

Entry for local object

Entry for remote object
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Reference to remote entry

12

0 1 2

VM Alpha Key:

Fig. 1. Example of handle table

In Virtuosi, object migration can be programmed by using a set of opera-
tions defined according to [24], as follows.

move Moves a local object to another machine.
fix Fix an object on the machine where it resides, so it cannot migrate anymore.
unfix Undoes a previous fix operation, so that the object can migrate again.
refix Atomically, moves an object to another machine and fixes it there.
locate Returns the name of the virtual machine where a given object resides.

When an object migrates, the handle table of the originating machine and
the handle table of the destination machine must be updated. In the destina-
tion machine, a new entry must be inserted: an entry for local object. In the
originating machine’s table, the existing entry for local object must be replaced
for a entry for remote object that references the newly created entry in the
destination machine.

The migration mechanism brings some constraints to object behaviour:

– An object cannot migrate while it performs any activity.
– An object cannot initiate a new activity while migrating.

Composed objects must migrate all together. As a consequence, the move
operation has no effect for an object that belongs to another. Also, an object
cannot migrate if it contains any object that is fixed.

4.3 Remote Method Invocation

The remote method invocation mechanism is totally transparent in Virtuosi.
Like any Remote Procedure Call (RPC) mechanism [25], there must be parame-
ter marshalling, message exchange and some level of fault tolerance. The handle
table helps identifying whether a method invocation is either local or remote,
thus providing access transparency [26]: a programmer does not need to concern
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about distinguishing local and remote calls. Also, the handle table helps finding
an object when it happens to be remote, thus providing location transparency.
The marshalling process is automatically done by using the information provided
by program trees, which are available at runtime. In other words, there is no need
to prepare stub code in advance. Some typical faults that may happen include:
(i) remote machine disconnection from the network, (ii) message loss and (iii)
target object is under migration. All these faults require proper treatment.

5 Conclusions and Future Work

We have introduced a new toolkit named Virtuosi for building distributed ob-
ject systems with pedagogical and experimental perspectives. It combines virtual
machine, object-oriented programming and computational reflection concepts to
give those perspectives. A previous work [27] has shown that the main design
principles of Virtuosi are feasible. Currently, a full-fledged version of the toolkit
is under development.
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Abstract. Currently there is a vast amount of information available on the
World Wide Web (WWW).  When trying to traverse this space, human reading
speed and comprehension are limiting factors. These factors may be affected
by poor website design and inconsistent presentation of text styles which can
result in screen illegibility and disinterest on the part of the users. Most
computer-based reading tools use book metaphors to display information.  As 
designers continue to rely on mechanical-age paradigms, they are often blinded
to the potential of the computer to do a task in a better, albeit different, way.
The main objective of this research was to investigate the impact of a different
reading technique (Rapid Serial Visual Presentation) on reading speed and
comprehension.

1 Introduction

Currently there is a vast amount of information available on the World Wide Web
(WWW).  People are turning more frequently to this source of information rather than
using traditional library resources. In fact, the abundance of readily available
information via the Internet is often causing information overload.  One of the
bottlenecks experienced by humans when trying to traverse this information space is 
their reading speed and comprehension.  More than ever, interface designers must be
sensitive to users' needs and limitations; however, they continue to rely on
mechanical-age paradigms as evidenced by the current use of book metaphors to
display information. Designers' conventional mindset often prevents them from
seeing the potential of the computer to better address the cognitive and physiological
characteristics of users.

Reading psychology research about brain and eye functioning provides us with
insights that could be used to address the problem of reading speed.  Literature 
indicates that reading is a brain function that is effectuated by the eyes in a specific 
manner.  One reads, not by sweeping one's eyes along a line of print, but by moving
one's viewpoint in a series of little jumps, called saccades.  In order to see, a reader
focuses the image of an object on the retina.  Various tests have revealed that the
reader's visual acuity is sharpest in the center of the visual field, which is called the
fovea. Vision is clearest in this region, and its clarity lessens with the decrease in
density of the receptor cells as one moves away from the fovea. 
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Insup Taylor from University of Toronto and M. Martin Taylor from Defense and 
Civil Institute of Environmental Medicine, Ontario, have conducted research in the 
field of reading psychology that suggests that if the eye movements are bypassed, 
people seem to read faster. Bypassing the eye movements does not impair 
comprehension since the fovea is the most receptive area of the eye. Thus, in their 
opinion, if words from a text are displayed in the center of a display area, one word at 
a time, the individual will save the time required for moving the eye from one word to 
another. Consequently, a reader will increase his or her reading speed and 
comprehension since the reader will only use the foveal region to read that single 
word at a given instant. This technique of reading text one word at a time has been 
referred to as Rapid Serial Visual Presentation (RSVP) [1].  This technique of reading 
text one word at a time is referred to as Rapid Serial Visual Presentation (RSVP) and 
was coined by Forster [2].  Forster's research used 16-mm film and variable speed 
projection to present text in a manner similar to Kolers and Katzman [3].  Later this 
technique was adapted for computer display by Aaronson and Scarborough [4].  The 
RSVP technique has been investigated in the areas of reading psychology and 
information technology [1, 5-14]. At this time, people who retrieve information from 
the web use conventional software applications such as Acrobat Reader or the 
ubiquitous web browser to display web content.  Using these applications, the user 
can easily retrieve web resources; however, there are some inherent problems related 
to their use.  The user has little control on how the information is displayed, and 
therefore, must often adjust to different text styles at each site.   Various foreground 
and background colors, font sizes, and font types create a number of problems like 
illegibility (e.g., chromostereopsis), inaccuracy of reading, and disinterest on the part 
of readers [1]. These factors may have an impact on the reading speed and 
comprehension of the readers. If the style attributes of the text were under the user's 
dynamic control, each user would be able to adjust properties like font type, font 
color, background color, and font size, thus allowing for personalization of the 
reading experience.   

The purpose of this study was to assess the impact of RSVP on the reading speed 
and comprehension of the subjects when reading computer-displayed text.  In order to 
accomplish this assessment, a tool called Monolithic Reading Browser (MRB), which 
implements the RSVP reading technique, was developed and tested.  Using MRB, the 
document is gradually displayed on the screen one word at a time. Essentially, 
saccades are avoided by bringing the words to the subject's eyes instead of his/her 
eyes going to the words.   

The main objective of this research was to investigate the impact of computer-
displayed RSVP on reading speed and comprehension. The following hypotheses 
were generated. 

Ho.  1. There is no significant difference in the reading speed of subjects 
who used RSVP, as implemented for reading computer-displayed 
text, over those who did not. 

Ho.  2. There is no significant difference in the reading comprehension of 
subjects who used RSVP over those who did not. 
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A secondary objective was to document how users personalized their reading 
environment by setting text style attributes such as font size, font color and 
background color. 

1.1 Significance of Research Project   

The research presented in this paper compares the effects of using computer-displayed 
RSVP versus traditional Western style text on users' reading speed and 
comprehension. A contribution of this research is the determination of whether or not 
RSVP can be used as an alternative reading technique to improve reading speed and 
comprehension and, thereby, enable users to be more productive in their acquisition 
of information from the web.  This is of particular importance since most of the new 
wireless Internet appliances have small display units. One of the advantages of 
implementing RSVP in such devices is that there is a minimal requirement for screen 
real estate.

2 Literature Review 

Reviewing the literature relevant to this research has revealed that physiological and 
psychological factors play an important role in the complex process of reading.  Some 
research defines reading as a process and concentrates on the steps involved.  Other 
studies describe reading in terms of who the reader is and adjust the definition for 
different groups or classes of readers.   

Research in the physiology of reading shows that there are two types of eye 
movements: pursuit and saccadic [15]. Pursuit movements are smooth trajectories that 
the eye makes when following a constantly moving object.  For instance, if one holds 
a pencil vertically and moves it in a smooth motion from left to right, at the same time 
fixing his vision on the eraser end of the pencil, the eye movement following the 
pencil is called a pursuit movement. The other type of movement, saccadic 
movement, happens when a person looks around his environment and his eyes hop 
from one object to another. For example, his eyes move from the chair to the 
computer, from the computer to the window, and from the window to something else.  
Thus, the eyes move in saccades. In other words, they jump from one object to 
another. Furthermore, research in reading psychology suggests that the eye 
movements involved in reading are saccadic [1]. 

Gibson and Levin [15] analyze saccadic movement into two basic components: the 
movement itself and the pause, or fixation that precedes and terminates the 
movement.  According to them, “…the viewer voluntarily ‘throws' his eyes to some 
area, at which point he may have to make minor adjustments to bring the desired 
display into maximum clarity.”  

In addition to studying the eye movements, it is essential to study the physiological 
and neurological aspects of reading to understand how the raw data acquired by the 
eyes is sent to the brain for processing and extracting information.   

The retina is the light-sensitive inner surface of the eyeball. It consists of nerve 
cells that produce impulses in the optic nerve. As a whole, the retina covers a visual 
angle of 240 degrees. One section of the retina, the fovea, a tiny area that looks like a 
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small depression in the retina, is of particular interest in the reading process. (See
Figure 1.) The main difference between the fovea and other regions of the retina is
that almost all the receptors at the fovea are slender cones.  The density of the cones
decreases as one moves away from the fovea and the density of the rods increases.
Another difference is that the fovea contains equal numbers of ganglion cells and
receptor cells which accounts for the fovea being the center of greatest visual acuity.
According to 1970 research by Bouma [16], the visual acuity is approximately halved
at a distance of 2.5 degrees from the point of eye fixation.  Given a viewing distance
of 19” from a display screen, the size of the screen area for optimum visual acuity is
1.67” [16].

According to Taylor and Taylor [1], reading eye movements are inefficient;
therefore, when eye movements are bypassed, people seem to read faster without
impairing their comprehension.  RSVP entails presenting words of a sentence in rapid
sequence at the point of fixation. Using this technique, they claim that one can read
two or three times faster than the speed at which people normally read which is 250
words per minute (wpm).  In fact, they found that subjects could read and recall
individual sentences better when presented at a rate as high as 12 words/sec (720
wpm) using the RSVP technique. With traditional reading techniques, the reader has
to move his/her eyes to the text because moving the text (book) to the eyes would be 
much more cumbersome [1].

3 Design & Implementation

The research design phase included the following steps:  Experimental Design,
Research Tool Implementation, and Instrument Selection.

Fig. 1. The human eye. (Credit: National Eye Institute, National Institutes of Health)
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Fig. 2. MRB – RSVP Display Component

3.1 Experimental Design 

An experiment was designed to determine the effects of using computer-displayed
RSVP versus traditional Western style text on users' reading speed and
comprehension. The randomized design experiment with a posttest only used a
convenience sample drawn from students, faculty and staff at a mid-western
university. The subjects were randomly assigned to treatment and control groups.
The treatment group used computer-displayed RSVP to read selected text passages
while the control group used computer-displayed traditional Western style text. For
every subject, demographics, time required to read each text passage, number of
questions correctly answered, and text styles selected were recorded.

The text style attributes that were used as independent variables in the experiments
to investigate the effects of allowing personalization included font type, font size, font
color, and background color. All text style attributes were assigned initial default
values based on information obtained from the literature.

3.2 Research Tool Implementation

In order to assess the impact of the Rapid Serial Visual Presentation (RSVP) reading
technique on reading speed and comprehension, a tool called Monolithic Reading
Browser (MRB), which implements the RSVP reading technique, was developed [17]
(See Figure 2.)

The subject has access to the tool functionality through a menu and a toolbar.  The
display speed slider specifies the reading speed.  The reading speed can be fixed by
the researcher or can be set by the subject (if allowed).  The progress slider control 
depicts the progress of the reader through the passage. The subject can use this control
to traverse the passage in either the forward or backward directions.

To engage the RSVP display component, the user can request a file (text passage).
Once the requested file is available, the user may start reading it.  The tool informs the
reader when the end of the passage has been reached. The user can then proceed to the
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reading comprehension testing component. Once a user has started the examination, 
the reading passage can't be reentered.    

The MRB includes the following four components: 1) survey, 2) display, 3) 
reading comprehension testing, and 4) tracking mechanisms.  

Survey. The purpose of the Survey component is to collect demographic information 
from each subject who participated in this study. Variables collected included age, 
gender, computer literacy, university year and mother-tongue. 

Display. The display component consists of two versions: 1) RSVP display and 2) 
traditional Western style display. 

The RSVP display component converts a text document into a Rapid Serial Visual 
Presentation of text by displaying one word at time.  The RSVP display allows the 
researcher to conduct controlled experiments by presetting the parameters which 
determine the visual display characteristics.  Some of the parameters include word 
speed, font type, font size, foreground color and background color.  Furthermore, the 
RSVP display enables researchers to track user preferences for the same parameters 
when conducting experiments that allow for personalization. 

The traditional Western style display was similar to the ubiquitous web browser. 
Text was displayed left-to-right and top-to-bottom.  The same personalization tools as 
in the RSVP display were available with the exception of the progress status and 
reading speed sliders.  These sliders were irrelevant for this type of display method. 

The default personalization settings that were used for both the RSVP display and 
the Western style display are shown in Table 1.  The default color selection was based 
on an ISO [18] recommendation that suggests white background and black symbols as 
providing high contrast.  Furthermore, most printed material and words processors 
still uses that color combination to present text; thus, it is familiar to users.  In order to 
avoid saccade (eye) movements when reading the text in the RSVP mode a font size 
was selected to ensure that most words being displayed fell in the optimum acuity 
range of 1.67 inches (assuming a 19” distance between screen and user).  For the 
screen resolution of the display units used during the experiment, the font size was set 
to 28. 

Reading Comprehension Testing. The purpose of this component is to gather the 
answers to post-test questions so that reading comprehension could be determined or 
evaluated.  These questions are presented in multiple-choice format.   

Tracking Mechanism. The purpose of this component is to track total time spent by 
the subject to complete the reading assignment.  When reading the text passage, MRB 
allows the subject to move forward, to pause, and to move backwards (regression).   

Table 1. Personalization (Default Settings) 

Attribute Value
Font:  Times New Roman 
Font Size: 28
Font Color: Black (R:0, G:0, B:0) 
Background Color: White: (R:255, G:255, B:255) 
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3.3 Instrument Selection 

A standardized test was the instrument selected for testing reading comprehension in 
the experiments.  It has a basic format that is widely accepted.  The authors of the 
standardized test developed the norms that are widely accepted. It is used for grade 
levels 9-16 and has been carefully designed to avoid racial and gender bias.  The test 
contains several comprehension passages, which are drawn from commonly used high 
school and college texts, and questions are based on those passages. 

4 Experiments

An experiment was designed and conducted to determine if using RSVP had an effect 
on an individual's reading speed or comprehension when reading computer-displayed 
text.

4.1 Pilot Test 

A pilot test using participants that were representative of the intended user population 
was conducted prior to the experiment.  The pilot test was used to refine the protocol 
and validate the MRB tracking mechanism.   

4.2 Controlled Experiment 

Before starting the tests, the subjects were given a brief verbal and visual introduction 
to the application and were apprised of the approved protocol.  After the introduction, 
they were asked to answer a short questionnaire that collected demographic data.  
Both groups were asked to read the same passages from the selected standardized 
reading comprehension test (see section 3.3).  The subjects read a total of seven 
passages from the standardized test and completed a posttest after reading each 
passage.   

Treatment Group. After answering the demographic questionnaire, the participants 
belonging to the treatment group were asked to start using the MRB according to the 
instructions. For the first four passages, the values of the text style attributes (e.g. font 
type, font size, font color, background color) were fixed; therefore, subjects had no 
control over them.  In order to study the subjects' personalization of the user interface, 
the values of the visual variables were under user control for the last three passages.  
For each passage, a tracking mechanism automatically recorded the time required to 
read it, participants' responses to the posttest, and changes made to the text style 
attributes. 

Control Group. The control group used the traditional Western style display.  The 
control group followed the same procedure for reading the passages as the treatment 
group.  For each passage, a tracking mechanism automatically recorded the time 
required to read it, participants' responses to each posttest, and changes made to the 
text style attributes. 
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Table 2. Age Demographics 

Experimental Group 
(N = 28) 

Control Group 
(N=26) 

Age group Number Percent Age group Number Percent 
18-22 12 42.85 18-22 12 46.15 
23-28 12 42.85 23-28 9 34.61 
29-35 3 10.71 29-35 3 11.53 
36-40 1 3.57 36-40 2 7.69 

Over 40 0 0.00 Over 40 0 0.00 

Table 3. Gender Demographics 

Experimental Group 
(N = 28) 

Control Group 
(N=26) 

Gender Number Percent (%) Gender Number Percent (%) 
Male 18 64.28 Male 18 69.23 

Female 10 35.71 Female 8 30.76 

Table 4. Computer Literacy Demographics 

Experimental Group 
(N = 28) 

Control Group 
(N=26) 

Computer 
Literacy No. Percent (%) Computer 

Literacy No. Percent (%) 

Low 0 0 Low 0 0
Medium 5 17.85 Medium 6 23.07 

High 23 82.14 High 20 76.92 

Table 5. University Year Demographics 

Experimental Group 
(N = 28) 

Control Group 
(N=26) 

University Year Number Percent (%) University Year Number Percent (%) 
Freshman 0 0 Freshman 0 0

Sophomore 1 3.57 Sophomore 0 0
Junior 1 3.57 Junior 2 7.69 
Senior 12 42.85 Senior 14 53.84 

Graduate 14 50 Graduate 10 38.46 

5 Data Analysis 

The major purpose of this research was to compare the effects of using computer-
displayed RSVP versus traditional Western style text on users' reading speed and 
comprehension. This section presents the statistical analysis of the data collected 
during the course of the experiments.  Since the study utilized two groups, 
experimental and control, the Independent-Samples t-test and the 2 Proportion z-test
were the tests of significance used. 
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Table 6. Mother Tongue Demographics 

Experimental Group 
(N = 28) 

Control Group 
(N=26) 

University Year Number Percent (%) Mother Tongue Number Percent (%) 
English 14 50 English 16 61.53 
Marathi 1 3.57 Marathi 2 7.69 
Hindi 1 3.57 Hindi 2 7.69 

Spanish 0 0 Spanish 2 7.69 
Gujarati 1 3.57 Gujarati 0 0

Malayalam 1 3.57 Malayalam 1 3.84 
Polish 1 3.57 Polish 0 0
Telugu 3 10.71 Telugu 0 0

Ibo 1 3.57 Ibo 0 0
Konkani 1 3.57 Konkani 1 3.84 

Vietnamese 1 3.57 Vietnamese 0 0
Bengali 1 3.57 Bengali 0 0
Chinese 0 0 Chinese 1 3.84 

Not mentioned 2 7.14 Not mentioned 0 0

5.1 Demographics  

Tables 2 through 6 show the demographical statistics of students belonging to each 
group. These tables show percentages and number among students of differing age, 
gender, computer literacy, university year, and mother tongue between control and 
experimental groups. 

Over 80% of the subjects in both the control and experimental groups were in the 
age groups 18-22 and 23-28.  There were no subjects over 40 years of age.  In both, 
control and experimental groups, males represented about two-thirds and females one-
third of the sample. Over 75% of the population rated themselves as being highly 
computer literate and none represented themselves as having low computer literacy. 
This self-ratings could be attributed to the fact that most subjects were either in 
computer related majors or minors. Over 90% of the subjects in each group were 
seniors or graduate students.  English was the mother tongue of 50% of the subjects in 
the control group and of about 62% in the experimental group. 

5.2 Reading Speed  

The data collected during the experiment pertaining to the reading speed is presented 
and discussed in this section.  Table 7 summarizes the mean (in min:sec), standard 
deviation (in min:sec), and p-value for the experimental and control groups for each 
of the 7 passages.  The analysis shows that there is a significant difference (p<0.05) 
between the experimental and control groups for only passages 1 and 4.  The first five 
passages were short text passages; whereas, passages 6 and 7 were longer text 
passages.  The mean reading time of the first five passages is consistently less for the 
experimental group using the RSVP reading technique than for the control group.  
The mean reading time of passages 6 and 7 was greater for the experimental group 
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than for the control group.  These results are consistent with other study which also 
reports increased reading speed for RSVP when reading short text passages [14].   
Öquist reported that for short text passages RSVP increased reading speed by 33%. 

5.3 Reading Comprehension  

The data collected during the experiment pertaining to the reading comprehension is 
presented and discussed in this section.  As a result of the analysis carried out using 
the z-test, the resulting z-values were found to be not significant (p<0.05) for all 
passages (See Table 8). Thus, there is insufficient evidence to reject the null 
hypothesis (Ho. 2) that there is no significant difference in the reading comprehension 
of subjects who used RSVP over those who did not.  Thus, the results of this research 
show that there is no difference in the reading comprehension performance of subjects 
who used RSVP and those who used the traditional Western style format. 

Table 7. Reading Speed for Passages 1 – 7

Experimental Group 
(N=28) 

Control Group 
(N=26) Reading

Passage Mean
(in min:sec) Std. Dev. Mean

(in min:sec) Std. Dev. 
p - value 

1 1:29 0:12 1:44 0:26 0.0109* 
2 1:30 0:26 1:42 0:37 0.1778 
3 1:17 0:11 1:28 0:35 0.1357 
4 1:22 0:22 1:52 0:50 0.0080* 
5 1:19 0:15 1:36 0:49 0.1003 
6 4:22 1:11 3:55 2.35 0.4220 
7 3:58 1:19 3:24 1:25 0.1340 

(* p<.05) 

Table 8. Reading Comprehension for Passages 1 – 7 

Experimental Group Control Group Reading
Passage N* Mean+ % N* Mean+ % p - value 

1 112 50 44.64 104 45 43.27 0.838 
2 112 61 54.46 104 57 54.80 0.959 
3 112 99 88.39 104 92 88.46 0.987 
4 112 62 55.35 104 65 62.50 0.286 
5 112 64 57.14 104 72 69.23 0.066 
6 224 140 62.50 208 127 61.05 0.757 
7 224 143 63.84 208 137 65.86 0.659 

(* Total number of questions) 
(+ Mean of correct answers) 
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5.4 Personalization  

A secondary objective of this research was to document how users personalized their 
reading environment by setting text style attributes such as font color and background 
color. During the experiment, when subjects were asked to read passages 6 and 7, 
they were allowed to personalize the MRB display. Ninety percent of the subjects 
chose not to change the default settings of the MRB display.   

6 Conclusion

The results of this experiment are consistent with other studies that suggest RSVP as a 
viable reading technique for short text passages.  This is of particular importance 
since most of the new wireless Internet appliances have small display units.  One of 
the advantages of implementing RSVP in such devices is that there is a minimal 
requirement for screen real estate. For example, RSVP could be used for Short 
Message Services (SMS) which allows the transmission of short text messages to and 
from IP addresses, mobile phones and other devices.     
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Abstract. We present an open multiagent architecture for intelligent
collaborative information systems based on the concepts of cognitive agents
and machine learning. We assume a double hypothesis: (i) agents collaborate to
reach their goals; (ii) agents can find and interact with other agents in a 
network. This assumption implies specialized services that have as functions:
(a) relate the needs of user agents with the services of supplier agents;
(b) integrate several answers in order to produce better results; (c) send regular
notification to user agents about changes in the world. The location of such
services depends on the architecture one adopts. We focus on the definition of
architecture able to dynamically integrate new agents into the system. Thus,
agents shall have machine learning capabilities inherited from a generic agent.
An open architecture brings some benefits to the system performance such as
adaptability, availability of services, incremental development and
improvement of lifetime. System proactive capabilities may extend the
knowledge human users have about the process.

1 Introduction

Distributed artificial intelligence studies societies of agents working together to solve
problems that are naturally distributed, too large or too complex to be solved by a 
single program. The efforts to design systems able to adapt themselves to either
structural or environmental changes are leading to the conception of autonomous
unities that can interact. Thus, we are interested in complex agents able to reason
about their tasks, present proactive behavior and learn how to  interact/communicate
with other agents. Our framework is the open systems one – systems containing a
variable number of agents which do not have to be halted when changes occur (i.e.
when some agents join or leave the system). As a consequence of this approach, we 
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hope to simplify the way specific agents are built by offering an off-the-shelf generic 
agent containing some basic mechanisms (including machine-learning). The generic 
agent cloned serves as a starting point for the implementation of a specific agent.  

Section 2 bears the reasons why studying open systems and presents an overview 
about multiagent systems and different kinds of architectures. Section 3 discusses the 
characteristics a generic agent should have. Section 4 presents how some machine- 
learning techniques can help agents learn about their environment. Section 5 presents 
an application scenario and some agents that would allow the system to learn about 
itself. Finally, section 6 presents some considerations regarding the interest in the 
development of multiagent systems. 

2 Towards Open Systems 

This terminology is used in several areas in computer science: (a) interconnection  
between architectures of different machines (OSI model); (b)  dynamic binding
between a client and a server (CORBA model); (c)  dynamic reconfiguration and 
mutual selection (Contract-Net model); and (d) dynamic integration of an agent in a 
working context (agent model). The dynamic integration of an agent implies in its 
capability of learning about the current tasks going on.  

The dynamic and complexity of systems are leading us to a new situation where to 
know how to design efficient, reliable and correct computational systems is no longer 
sufficient. Jacques Ferber [[11]] argues that the new software must easily adapt 
themselves to changes in the context of work: (a) change of operational system; (b) 
change of database management system; (c) change of graphic interfaces; and 
(d) addition of new software. The new computational systems must have capabilities 
to evolve in situations like: (a) inclusion of new functionalities; (b) changing in the 
way the software is used; and (c) integration of new software. In this sense we can 
talk about open systems that are strongly adaptable.  

Multiagent systems are promising candidates to implementing open, distributed, 
heterogeneous and flexible architectures able to offer a great quantity of services in 
collective work environments without imposing a structure a priori. Multiagent 
systems can be classified according to their architecture (overall organization), the 
degree of autonomy of each agent, the type of protocol they use to communicate, or 
their complexity. A major distinction concerns reactive vs. autonomous agents. 
Reactive agents are very simple without any representation of their environment. 
They interact by stimulus-response type behavior [[12]]. Thus, intelligent behaviors 
can emerge from a population of numerous agents [[5]]. Autonomous agents are very 
complex ([[33]], [[2]], [[8]], [[6]], [[38]]). 

Nowadays, several systems can be classified according to their architecture, 
communication capabilities and complexity of the basic agent they have. 

Blackboard systems ([[20]], [[21]]) implement a particular architecture allowing 
several specialists (often called knowledge sources) to interact through shared data 
(posted on the blackboard). Normally, communication occurs only through the shared 
data, which leads to a form of strong coupling, and possibilities of bottlenecks. 
Furthermore, very often there is an overall control, done at a meta-level by a 
specialized control agent, or by a hierarchy of control agents. The architecture has 
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been successfully deployed in many cases. It was extended to distributed blackboard 
systems in a multi-processor environment in MACE [[16]], and was also proposed for 
programming the internal structure of an agent [[37]].  

In structured multi-agent systems [[18]] complex agents called facilitators, 
organize the work among simpler agents. The coordination process is carried out by a 
facilitator; service agents notify the facilitator of the tasks they are able to handle; 
and, when an agent sends a request to the facilitator, the latter finds a competent agent 
to execute the task; then, the facilitator is returned the result to be transmitted to the 
requesting agent. Some examples of such architectures are: the ABSI [[34]]; the 
SHADE matchmaker [[24]] used in the SHADE project, a framework for information 
sharing and decision coordination [[25]]; and the Knowledgeable Community, a 
framework for knowledge sharing and reuse characterized by ontology-oriented agent 
organization and multi-stage mediation mechanisms [[28]]. Facilitator architectures 
rationalize communication resources. However, because a facilitator operates as a 
bridge between agents, its failure may prevent communication between the agents. 

"Democratic" multi-agent systems gather agents which all have the same status 
(i.e., all are first-class agents), like in the ARCHON project, a multi-agent platform 
used to implement industrial applications such as electricity distribution and supply or 
control of an application in robotics [[7]] or in our approach. 

Since agents must perform collective actions ([[3]], [[8]], [[38]]) communication is 
an important issue. The communication process among complex agents is usually 
asynchronous, and is performed by means of various protocols. For example, the 
Knowledge Query and Manipulation Language (KQML) is a language letting agents 
express their beliefs, needs, and preferred modalities of communication [[13]]. 
KQML defines a set of message types describing the sender's attitude towards 
knowledge. The Cooperation Language (CooL) is another language where 
communication between agents is performed via a set of message types, called 
cooperation primitives [[23]]. The principle of cooperation in CooL is the Contract-
Net Protocol [[35]].  

The internal model of an agent is also an important feature [[33]].  
Generally, modeling inside one agent the other agents brings some benefits that 

allows the agent: (a) to plan and to coordinate its actions; (b) to reason about the other 
agents beliefs and intentions (and doing so, choosing what to communicate to them) 
[[17]]; (c) to coordinate its actions without communicating [[19]]; (d) to make local 
decisions (decentralized control); (e) to reduce communication (only useful 
information is communicated, i.e. the subscriptions in KQML [[13]]);  (f) to know 
who does what and to whom is useful to ask for information [[36]]. 

In this work, we focus in how one agent can represent the others. The objective is 
to define specialized channels to address the right information, to the right agent, at 
the right time and in the right measure. Basically it means identifying the profile of 
interest an agent has (artificial or human), processing information and send it in 
accordance with such profile. 

Inside the OSACA system, to build an agent for an application one starts by 
cloning the Generic Agent. 
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3 The OSACA Generic Agent 

A generic agent (GAg) is an entity possessing basic mechanisms, structures and skills,
ensuring a minimal internal and external behavior, and allowing an agent to adapt
itself to a new environment. Actual agents are produced by cloning the generic agent,
and thus inherit the basic structure and mechanisms. Thus, an agent can communicate
with other agents, learn what the others do, and organize itself in order to cooperate
towards a common goal. Our objective is to include a set of minimal learning
mechanisms in the GAg that make it easier to an agent to integrate an unknown
environment and become specialized. Our aim is not to have a universal model, but to
define an agent model that allows the development of multi-agent systems quickly
and economically. GAg is also intended to favor the reuse of already defined
structures and mechanisms.

3.1 Overall Project Organization

OSACA agents are complex. They must be able to function on several tasks at the
same time. Indeed, it would not be economically reasonable to clone an agent each 
time it receives a new request, in the same way an actor is cloned in Hewitt's approach
[[22]]. Thus, our agents are multi-threaded. In order to organize the work of an agent,
one must provide a mechanism for distinguishing among the different tasks in which
the agent is involved. The concept of project is adopted rather than the traditional
concept of task [[32]].

3.2 Agent Architecture

A specificity of the proposed architecture is to let an agent manage projects with
minimal previous knowledge. An agent has several functionalities as Fig.1 illustrates:

Fig. 1. Agent Architecture
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The elements that embed knowledge inside an OSACA agent are:  

− Self-Representation. It has information about: what the agent can do, the agent 
needs from other agents and the agent's identification and functions (name, 
language, ontology, address, communication protocols). 

− External-Representation. It contains the information concerning the other agents: 
what the other agents can do, what the other agents could request, information on 
the requests that could not be satisfied, and concepts manipulated by different 
agents. 

− Project-Representation. A project is represented in two levels: project model, and 
project instance. The model contains the skills (project-skills) required in the 
project and the associated useful information. The model can evolve with agent 
interactions. An instance represents a specific project based on the project-model. 
It can be active, suspended or finished. 

− Communication. It has the communication protocols giving to the agent basic 
capabilities to exchange information and negotiate in a collaborative perspective. 
OSACA agents collaborate in order to reach their objectives. Examples of 
objectives are: reduction of the time to accomplish a task (stimulating parallelism); 
choice among local solutions proposed by other agents; improvement of the result 
quality by sharing and comparing results between agents; attribution of a problem 
to a limited number of agents in order to reduce the possibility of process 
duplication; reduction of the communication overload by exchanging only relevant 
information. These objectives where identified by [[10]]. All objectives suggest 
specific communication protocols (e.g. the choice of a performative set or the 
implementation of different forms of collaboration and control). This means that an 
agent must have a set of protocols and must know when to use them. 

3.3 Messages Routing 

In OSACA, all agents in the same LAN can see and retrieve all the messages passing 
through the network. In each agent messages are filtered and distributed by a 
dedicated process that places them in two waiting queues: W1 and W2. W1 contains 
the messages explicitly addressed to it and W2 contains the messages retrieved by the 
agent but which were not addressed to it. Two different processes treat the messages 
in W1 and W2. W2 allows an agent to learn about other agents and about projects in 
progress. We assume that W2 is an essential condition to have learning agents that 
can be proactive. Proactiveness is a characteristic that qualifies intelligent agents. 

So, OSACA agents can learn from three basic sources of data: 

− the interactions (W1) it can have with other artificial or human agents (e.g., 
producing the user profile and using it to be proactive and rational in the benefit 
of the user); 

− the messages from W2 that can be used to identify new opportunities to act; 
− the data obtained through its sensors.  

The three elements above were defined in order to determine minimal conditions to 
testing and adapting machine learning algorithms in the OSACA agents. 
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4 Learning

The ability of learning by observation and experience seems to be crucial to any
intelligent creature. “Learning is the ability of improving on some determined
question”.

One of the most used resources by the human brain to originate new knowledge is
the induction. The inductive learning is accomplished from reasoning about examples
provided by an external process to the learning system.

Machine learning algorithms use induction as a way of logical inference, which
allows getting generic conclusions about a database. In a database, a case, register or
data are vectors of attribute values. One case describes the object of interest: the 
collection of procedures adopted by a user, the report of clients from a determined
company, etc. An attribute describes an example, characteristic or aspect: gender
(male, female), salary (continuous values), etc. [[27]].

Some learning algorithms represent the discovered knowledge through a classifier,
which must identify, for a new case, which class it belongs to, among a variety of
previously definite classes. Each class corresponds to a unique standard of values of
the attributes. This unique standard can be considered the description of the class. The 
collection of all classes is defined as C, and each C class correspondent to a Di
description of the selected properties. By using this description it is possible to build a 
classifier, which describes an e example from T collection of examples as being an 
example belonging to Ci class when that example fulfills Di.

The main goal of a classifier construction is to discover some type of relation
between the attributes and classes (Freitas, 1998). For example, on Fig. 2 the classifier 
has the objective of identifying the existent relation between the attributes A1 and A2
and the values of classes (“+” e “-”). The procedure of building that classifier is based
on recursive share of data space. The space is divided into sub-areas and each one is 
evaluated if each sub-area must be divided into sub-areas in order to obtain a class
separation.

According to Breiman et. al. [[4]], an extracted classifier from a collection of data is
useful for two purposes: prediction of a value and understanding of the existent relation
among attributes and class. To accomplish the second purpose it is required from the
classifier not only to classify but also make explicit the knowledge taken from the
database in a comprehensive manner.

Fig. 2. Example of Classification [[14]].

In order to contribute to comprehensibility of discovered knowledge (relationship
among attribute and classes), this knowledge is generally represented in form of rules
“if” (conditions)… “so”…(class)..., whose interpretation is: “if” values of attributes
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fulfill the conditions of the rule “so” the example belongs to the class foreseen by the 
rule.

In the next section, machine-learning and its use on personalization search will be 
treated. For example, generated and disseminated information. To exemplify the 
system wanted to be built, an architecture will be presented involving four types of 
agents which will be detailed sequentially as well.  

5 System Architecture

Below, we present a scenario to illustrate the system architecture.  
Let's suppose that a company has three departments: finance, marketing, and 

management. The management department is responsible for the information 
distribution to the other two departments. It allows them to use such information to 
support their decision processes.  Information can be obtained from the company own 
databases or from other internal sources. 

Another task of the management department is to identify the information demand 
profile of the other departments.  In this scenario, the constant interaction between the 
management and finance departments allows the management department to identify 
the finance agent profile. Another way for the management department to spot the 
profile of a department is by observing the communication and chat (information 
exchanging) between a specific department and the other ones inside the company.  
Computationally, a machine-learning algorithm can discover such profile from the 
data that documents the interaction between the agents. These interactions and 
messages exchanged between the system agents can be stored in log files over which, 
machine-learning techniques could be applied later. 

In this context, the proposed architecture for the system consists of a set of 
cognitive agents oriented to the knowledge discovery and to the profiles identification 
in an open collaborative system.  In a first moment, four kinds of agents were defined: 

− Learning Agent: its objective is to extract the knowledge from databases (one or 
more) using the machine-learning techniques; 

− Evaluation Agent: it is responsible for the evaluation of the discovered 
knowledge by using objective and subjective techniques. It also must distribute 
the discovered and evaluated knowledge to the respective assistant agents in 
accordance to their specific profiles; 

− Personalization Agent: it has the objective of identifying the assistant agents 
profile in the system (that means, the different users profiles);

− Assistant Agent: this agent is the interface between the users and the system. It 
is responsible for specific information asking, and evaluation of the pertinence 
of the knowledge discovered by the learning agent (subjectively). 

Such agents must cooperate in the dissemination of the decision taking useful 
information, in an intelligent way.  This objective reveals an interest by the complex 
agents capable of reasoning over their tasks, exhibiting a pro-active behavior in the 
direction of the dynamic integration of an agent in a work context, aiming to increase 
the processing power, including new competencies (or agents), to provide assistance, 
etc.
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Fig. 3. The System Architecture.

Fig. 3 gives a simplified look on the system architecture, as well as on the internal
agents one. The learning capabilities can be identified in the Learning and 
Personalization Agents.  The communication capabilities are present in all the agents
and are implemented by the communication module, through of the communication
language — for example the KQML language [[13]]. The communication module is
responsible for the asynchronous message exchanging between agents, and
implements some basic tasks, like performative recognition, message content
extraction and the passing of such content to the specialized modules. The capability 
of evaluating the discovered knowledge is realized only by the Evaluation Agent.

It is important to note that in this architecture there can be more than one agent of
each type, implementing different learning and evaluation algorithms. In such way,
the architecture allows that a new agent be included in the system at any moment.

Initially, each particular agent is created as a clone of the GAg agent. The created 
agent inherits from the GAg agent a set of machine-learning methods, as well as the
necessary capabilities to articulate the several internal processes oriented to the
discovery and dissemination of knowledge.  Besides, the agents can distribute the
information following each agent profile. The Personalization Agent supplies such
profiles.

The Evaluation Agent, after having executed an objective evaluation (section 5.2), 
asks the profiles from the personalization Agent and makes the discovered knowledge
available according to each profile. As soon as the Assistant Agents receive the 
knowledge, they evaluate them or not, assigning one of the following qualities: too
much abstract, too much specific, irrelevant, excellent, good, satisfactory, regular, etc. 
Such information is returned to the Evaluation Agent and it will be stored in a log file.
This log file will be used by the Evaluation Agent (for measuring the interest on the
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supplied knowledge), and by the Personalization Agent (to find and update the 
profiles of system agents). 

5.1 Learning (apprenticeship) Agent 

The learning of an agent occurs by building a classifier from the algorithm, which 
induces trees of decision C4.5 [[31]], from a database. After the tree has been built 
this agent turns that same tree into a collection of rules. That collection contains the 
same number of rules and leaf-knots, which were on the generated tree. A rule is a 
way to be run between the root node and a specific leaf node. Intermediate nodes 
represent the rule antecedent - each node represents a condition - and the respective 
leaf node its respective consequent, the predictive class. 

Once the collection of rules is generated, it is available to the others agents of the 
system. 

5.2 Evaluation Agent 

Most machine-learning algorithms produce, as a part of results, statistic nature 
information which allow the user to identify how correct and trustful the discovered 
patterns are. However, many times this is not enough for the user. Even though, the 
discovered pattern is highly correct from a statistic point of view, it may not be easy 
to understand. For example, the discovered knowledge (i.e., the collection of 
discovered rules) may be too big to be analyzed, or have redundancies. Besides, this 
knowledge may not be surprising, representing some previously known relationship. 
Few machine-learning algorithms produce, as part of the results, a measure of 
comprehensibility degree and of surprisingness of discovered knowledge. However, 
for algorithms, which do not supply those additional data, those can be computed in 
the phase of post-processing, as a form of additional evaluation of the quality of 
discovered knowledge, complementing (not substituting) statistic measures about the 
degree of correction of that knowledge. The goal of Evaluation Agent is exactly to 
accomplish the task of post-processing discovered patterns. 

There is a large number of proposals in the literature to post-process the discovered 
knowledge. In general, proposals fit into two basic categories: subjective or objective 
methods. In subjective methods it is necessary that the user establishes previously the 
knowledge or beliefs, from which the system will mine the original collection of 
patterns discovered by the algorithm, searching for those patterns which are surprising 
for the user. Or, that evaluation can occur in process, meaning that, when it is 
available to the user, he/she provides it with a fulfillment degree. 

On the other hand, the objective methods do not need this previous knowledge to 
be established. It is possible to say that the objective method is data-driven and the 
subjective one is user-driven [[15]]. 

The selected methods to be appropriated by the evaluation agent are distinguished 
by those two natures; the objective and the subjective. In the case of the subjective 
method it was adopted the evaluation in process, which is stored in a log file. The 
reason of this criterion is due to the fact of difficulties, which are inherent to the task 
of a previous establishment of expectation related to knowledge.  
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The evaluation agent also implements a metric of objective evaluation proposed by
Freitas [[14]] who introduces a measure to evaluate the surprisingness of the rule,
called AttSurp (Attribute Surprisingness). This paper proposes that AttSurp be
defined parting from acquirement of information (measure of the theory of
information) [[26]]. The rules, which are composed by attribute(s) with a low
acquirement of information, tend to be more surprisingness. Those attributes can be
considered irrelevant if taken individually. However, combined to other attributes it
can become relevant.

The evaluation agent takes into account the obtained metrics, not only subjectively
but also objectively to measure the interest degree of the discovered knowledge.

Mathematically, the calculation of AttSurp is expressed by:
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where InfomationGain (Ai) is the acquirement from the i-th attribute which occurs in 
the antecedent of the rule and k is the number of attributes in this antecedent.

However, the original formula was later normalized to return values in the range
0..1 [[29]], as follows:
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This measure has the advantage of being generic enough to allow its application in a 
pretty large number of data bases of distinct dominions; for example, it does not
depend on the existence of small disjuncture or exception rules, etc. Another
advantage that can be accentuated is the fact of being computationally “cheaper”, for 
example.

5.3 Personalization Agent

As it has been said before, the personalization agent discovers the profile of an agent
taking into account the interactions, the messages and any internal/external stimulus
to the system.

Two metrics, which may be used to profile identification, are the objective and
subjective measure obtained by means of the evaluation agent.

By analyzing a user, relating with the mean in which he/she interacts, it is possible
to identify if there is any pattern on his/her behavior. For example, parting from a 
simple sequence of operations or even the type of achieved demands when interacting
with a computational tool, it is possible to verify whether there is or not a pattern.
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Once that identification is done, it is possible to foresee what kind of solicitation that 
same user could make in the future [[30]]. 

5.4 Assistant Agent 

The assistant agents are the responsible for the interface and the interaction between 
the system agents and the users, using the services of the other agents.  It is based on 
the model of an assistant that helps and supports an intellectual worker in his/her 
every day computer tasks [[1]]. Its main function is to manipulate the received 
knowledge and support the user on his/her subjective evaluation. 

Each assistant agent, when receiving new information, should consider the degree 
of the user satisfaction over such information.  This evaluation is made by the user by 
giving degrees of quality: too much abstract, too much specific, irrelevant, excellent, 
good, satisfactory, regular, etc.  Such behavior allows the personalization agent to 
improve its actions, for example: avoiding overcharging a specific user with 
uninteresting information. 
The justification to reduce the processing capabilities for the assistant agents is based 
on the distributed architecture. So it is possible for an assistant agent be operated on a 
computer without a heavy hardware configuration, even to run on other pieces of 
equipment like mobile phone and notepads. 

6 Conclusions

It is a difficult task to assemble, in a unique intelligent system, all necessary 
knowledge (or expertise) to perform complex tasks (normally done by humans). 
Distributed or decentralized architectures seem to be more appropriate to handle with 
the intelligence existing in complex systems. In this sense, societies of agents are a 
promising approach because it may consider, in several cases, the natural 
characteristics of an application domain (e.g., physical and functional distribution of a 
problem or heterogeneity) and also some characteristics pushed by technological and 
social trends  (e.g., network development pushes to distributed systems, the increase 
of complexity requires local vision, systems have to adapt themselves to structural 
and environmental changes, software engineering seems to go toward approaches that 
consider autonomous interacting unities). 

Even if the distribution and decentralization of an application increase the 
complexity of both coordination and control mechanisms (and by doing so, the 
development environments used to create such application also increase in 
complexity); the use of distribution and decentralization can decrease the complexity 
of: (a) the information a human being or a machine can process in a period of time; 
(b)  the necessary actions to accomplish one task; and (c) the necessary coordination 
to execute decomposed tasks. We argue that the distribution of processes must be 
done according to the physical location of knowledge in the system, as well as the 
system design/implementation team location and the level of knowledge about the 
relations between the system modules.  

The text presented an open architecture to facilitate the development of open 
multiagent systems. The aim of the proposal is a generic agent (GAg) that has basic 
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capabilities of: communication, coordination, reasoning about itself, reasoning about 
the others (acquaintances), reasoning about its tasks, and learning about its 
environment. One can create specific agents by cloning the generic agent and giving 
them domain competencies.  

The system learning capabilities are implemented in specific agents that discover, 
personalize, and validate knowledge about the process through the use of different 
machine-learning mechanisms. 
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Abstract. One of the main obstacles of achieving a good performance when 
teaching or studying a MAS / DAI course in the undergraduate level is the lack
of good development tools that allow the teacher and the students to focus on 
the main subject concepts rather than dealing with GUI and network problems. 
With this paper, we present such a development tool, which is intended to be as
generic as possible, enabling the definition and use of several agent behaviors
,different agent communication and negotiation protocols. We begin by
discussing the motivation of the project and its main goals to continue with
some design and development issues and finally current results with future
work that is presented.

1 Background

For several years, there has been a course in Multi-Agent Systems in the curricula for
the Bachelor's degree in Computer System Engineering at ITESO University in 
Guadalajara; Mexico. Since the beginning, the teachers had to deal with several
problems; that the students had to achieve the course objectives. These obstacles
varied from conceptual gaps in logic and programming, the lack of adequate
textbooks, to the lack of development tools or test beds for multi-agent systems.

Most of the problems could be solved, but the problem of obtaining an adequate
platform to build experimental MAS remained unsolved. Indeed, there were many
attempts at solving this problem by using the tools available on the internet
([ORBacus], [JAFMAS], [JADE]).

Those tools proved to be useless for our purpose mostly because they were built 
with a particular problem in mind and therefore they were useful in that problem
context only or because they were such a general purpose tool that were difficult to 
understand and use. In the meantime, students continued to spend most of their
project time dealing with GUI, network communication and synchronization
problems, rather than focusing on MAS issues such as defining and monitoring agent
behaviors, comparing and choosing between several agent communication and
negotiation protocols.

Given those problems and the specific needs of the courses, we launched a project
to build a fully customizable MAS Test bed, which would have at least the following
features:

F. F. Ramos, H. Unger, V. Larios (Eds.): ISSADS 2004, LNCS 3061, pp. 67-77, 2004.
© Springer-Verlag Berlin Heidelberg 2004 



68   Juan Salvador Gómez Álvarez et al.

1. A reliable Agent Communication Platform, based on TCP/IP and IPX protocols 
where messages could be sent and received. 

2. A 3D Visualization Engine that would provide a graphic representation of agents 
and their behaviors (using OpenGL, for instance). 

3. An Agent Communication GUI that provides a comprehensive real-time 
interface of communication, where it is easy to know which agent is the sender 
and who is the receiver of the message content. The protocol will be user 
specified.  A final log will be saved for further analysis. 

4. The Test Bed would be programmed in a language that ensures its future 
enhancement and portability (C++, for instance). 

At the end of our project we will accomplish two main goals: 1) Provide a fully 
customizable Test Bed for Multi-Agent Systems (MAS). 2) Provide a complete 
implemented example of MAS project documentation using AUML modeling 
standard. 

Using this MAS Test Bed, the MAS projects will start designing behavior 
algorithms, protocols ACLs(Agent Communication Languages), instead of wasting 
time with GUI, OS conflicts, and secondary problems, which are certainly important, 
but are not the focus of MAS projects. Therefore, we will provide a Test Bed capable 
of graphically representing agents, their environment, their communication, and it will 
be an easy-to-use tool for MAS designers. 

2 Project Design Considerations 

In this section, we will describe different Test Bed modules. The development status 
of each module varies. Therefore, some modules are almost finished while others are 
still on design stages, not yet implemented. 

2.1 Test Bed Architecture – Overview 

The Test Bed provides a 3D environment that could be adapted to different user 
needs, it could be a soccer field, a landscape terrain, a maze, etc. There are 
applications such as web searchers, travel agents, etc that only need web connection 
and a communication platform, but the Test Bed will also provide necessary tools to 
analyze and design agents. 

2.2 Test Bed Control System 

This is a core module. It contains all the blackboards, agent information (current 
connections, positions, etc). It controls the data flow between agents and the GUI. It is 
also responsible for controlling concurrency and avoiding agents to modify data at the 
same time. 
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Fig. 1. Test bed architecture general diagram

2.2.1 Engine Parameters

Inside of the Control System, this module is used to define the kind of application we 
are coding, for instance this module is used to set up what kind of environment we are 
using, what protocols are allowed, it calls a GUI window if needed, etc. The GUI
module uses this information to know what is going to be displayed on the screen.

2.2.2 Engine Data System

This module includes customizable global variables that are available to other
modules. For instance, each agent position is stored in this module and can be used by
the GUI module, while the Agent Communication Module stores in this module the
whole conversation log that the Agent Communication GUI  needs for displaying on
screen.

Synchronization is required when many agents update common variables. This
module uses semaphores and monitors in order to avoid data corruption.

2.3 Environment Simulation Module 

The Engine Data System has the general information, which is shared between all the 
agents and modules, but more specific tasks for the simulation of the environment are 
done in this module. This module can provide the GUI module with the behavior of
the environment, it could change the terrain parameters, provide rain, fog and so forth,
changing environment conditions and agent perception.
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The GUI module only reads and displays what it reads on the Control System and 
extra parameters provided in the Environment Simulation module.

Visual and communication noise could be added in this module to provide  agents
a more complex environment. We are considering adding controlled noise to  the data
reading by the agents. This could be useful when simulating sonar lectures which are
noisy and mobile robots that could be more accurately simulated.

2.4 GUI Module 

2.4.1 3D Engine

The engine is programmed using OpenGL and GLUT Libraries. These tools were
chosen because of their portability and performance. In order to optimize the CPU 
time these libraries send the graphical rendering job to the video card.

Java was another option, but since Java is an interpreted language, it becomes slow
when simulating complex graphic environments.
The 3D Engine allows the programmer to make different agents. In later versions, it
will be possible to load 3d models, instead of simple colored sphere representations.

While the system is running, the user can choose the camera view point from a
menu. This allows the designer to follow specific agents and analyze the agent's
behavior.

Fig. 2. Test bed prototype screenshot
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Fig. 3. Test bed screenshot

2.4.2 Agent Communication GUI

Once the 3D Engine has been briefly described, communication activities need to be
displayed as well. The Communication Platform provides a full log of the
communication of the system, where all sent messages,  time and contents are saved.
There are some different ways to access and watch this communication:

1. Access the log file generated by the communication module of the engine.
2. Sniff on the communication module, such as it works on Ethernet networks,

this is  useful  when the communication module has been used as a Hub
device (broadcasting messages).

3. Using programmed functions on the communication module to read all
communication, or specific messages. 

The Agent Communication GUI is another way to monitor the communication
activities. This GUI sub-module adds a window inside the main GUI window. As
shown in Fig. 3. Communication Sub-window. This sub-window display the
messages that have been sent in real-time. The full message history will be logged for
a deeper analysis.

2.5 Agent Communication Platform

Communication between agents is necessary for MAS. The system will allow 
communities of different kind of agents to share messages among themselves. We
provide at this moment communication via TCP/IP sockets and IPX messages.  The
messages can be sent directly by Agent-Agent or by using a routing system, which
could be conFig.d to work as a network hub, switch or router.

This switching/routing processes include protocol understanding, not just control
on network sockets, the routing device is capable to redirect messages by
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understanding their contents in different protocols (such as KQML, FIPA's ACL or
specifying a different protocol). Lexical and Syntactic analyzers will process the
messages and could prevent network flood by eliminating (and Logging) erroneous
messages.

There are some instructions programmed on the Engine that allows the
programmer to provide agents with a fully bi-directional communication.
Communication could be local (Same computer, same Lan) or remotely using TCP/IP
protocol.

2.5.1 Protocol Analyzer

This module includes Lexical and Syntactic analyzers, which support different MAS
protocols. These analyzers can stop broadcasting erroneous messages.

2.5.2 Routing Device

This device is capable of sending messages directly to the proper receiver. It is useful
specially when the system starts or in contract-net services. After all agents know
each other, they can establish direct connections. But they can still listen to broadcast
messages. Broadcast messages are specially useful when the Test Bed Control System
wants to send information or instructions to all agents (Agent Halt for instance).

The Routing Device also allows the creation of agent groups, each group could
start a communication with one or more groups. Agent groups can be isolated as well.

At the time this document is written, the platform is fully operational, but the
analyzers are still in development in order to provide a customizable protocol support.

Fig. 4. Communication platform general diagram
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2.6 Agents: Script Engine Module 

Agents will be able to execute tasks specified in scripts. This will be useful to design 
complex behaviors. This means that a complex task will be separated in small simple 
tasks and the programmer will be able to write a script for each behavior and it will be 
much easier to update the behavior each time the agent fails. 

There will be an agent “template”, which by default, will perform the basic 
operations on the Test Bed, such as: GUI Updating (Position, state), Communication 
capability (establishing communication with other agents). Any particular needed 
behavior would be easily programmed in the agent's Script.  

3 Current Status 
While some modules are almost finished, some of them are not. We are still 
improving their performance and capabilities. Resuming for each component of the 
Test Bed have been obtained so far. 

3.1 Test Bed Control System 

The general aspect of this architecture is already discussed and defined, but there are 
still some details to define in order to provide the Control System with more 
robustness. Also, the documentation of the project is in process of being completely 
modeled under UML standards. 

3.2 GUI MODULE 

3.2.1 3D Engine  

The 3D Engine is currently working. It can display agents in the environment. Camera 
views can be changed. Communication messages are shown as well, sent messages 
can be clearly identified  (Agent Communication GUI). The environment at this time 
is defined to display mazes(2D Rectangular Grids), which are easily made and could 
be changed each time the engine is loaded. At this point, agents are just colored 
spheres. Each agent color indicates the type of agents. 

3.2.2 Agent Communication GUI  

The current prototype displays all the communication between agents. The messages 
are displayed in different colors according to their origin, destiny and type (Agent-
agent, System, Agent-broadcast). For each message it is possible to read the basic 
information: Sender, Receiver, Protocol and Message content. 

3.3 Communication Module 

The Engine is capable of connecting agents and broadcasting messages. Agents also 
are capable of doing these two tasks(connecting to other agents and broadcasting). At 
this time, the agent communication module is embedded on the agent code. We are 
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updating this module in order to provide more available protocols (BlueTooth for 
instance).

3.4 Script Engine Module 

We are now in the design phase, specifying script requirements and defining 
everything the scripts need to cover. The agents will be updated to use this script 
module. This Engine is now being implemented. 

4 Testing the Engine 

We needed an application that was complex enough to test the engine's integrity and 
able to measure somehow the performance of the test bed, but also it was not intended 
to take much time of the project. We decided to design a game involving intelligent 
agents, using the 3D engine and using the communication platform, all together. 

The game idea is a simple a 20 x 20 grid maze where different agents are 
interacting in two separated teams: Guards vs. prisoner. The goal of each group is 
simple as well, the Guards must capture the prisoner and the prisoner must find an 
exit before he is captured. The Test Bed simulates the environment (Maze/Jail) and 
provides the programmer with a 3D view of what is happening with the agents. 

The following table shows more information about the behavior of the agents 
involved in this application: 

Table 1. Test bed testing application: agents PAGE description 

Agent Type Perceptions Actions Goals Environment 
Guard Agent Visual: 

other agents,  
maze walls. 
Communication: 
other agents 
messages. 
Other:  
prisoner generated 
noise. 

Patrol,
Pursuit, 
Chase
prisoner, 
communicate 
with other 
agents. Hold 
prisoner.  

Find and 
Hold 
prisoner. 

One maze exit, 
other agents, 
prisoner. 

Prisoner Agent Visual: 
other agents,  
maze walls. 
Other: 
guards generated 
noise. 

Walk inside 
maze,
evasive / 
hiding 
maneuvers. 
Exit search. 

Reach
maze exit 

One maze exit, 
other agents. 

Dog Agent 
(Guard) 

Environment: 
prisoner noise. 
Communication: 
messages to/from 
guard agents. 

Search 
prison. 
Inform 
guards about 
perceptions. 

Detect
Prisoner 
position. 

One maze exit, 
other agents. 
Maze noise, 
other agent's 
noise. 
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Agents are programmed to use the communication platform and to update the GUI in 
real-time. The programmer can also see the “agent view” of 4 different agents any 
time while he can also watch the flying camera on the screen. Also, communication is 
being shown on the screen, so the programmer can see how agents are reacting with 
their environment and how they are reacting to their communication. 

We are currently working on this project; so, the agents are in development, while 
they are functional. They are sending and receiving correct messages, they change 
their current position updating the GUI. They also perform simple path planning at 
this point, which is useful for GUI testing purposes. We are now working on them to 
make more complex cooperation and distributed planning, which is easier to 
implement now since we have the GUI and Communication solved with the current 
Test Bed version. 

5 Future Work 

It is clear that there are many areas to improve. The most important task includes the 
development of more standardized communication tools to provide new functionality 
and use them in real applications. Also, it would be useful to provide more modules to 
agents in order to make them more like mobile robots, adding libraries for agents to 
simulate sensors, and the simulation of sensors errors, including odometry errors, 
radar noise, and so for. 

We are capable of providing agent's view at this time, which is now for illustrative 
purposes, but the agent's view could be fixed to simulate real camera lenses 
parameters and be used for testing image recognition tasks, and it would be safer (and 
cheaper ) to test agents on software environments than testing robots with the risk of 
collision and damage. 

The current prototype has been made by using the MS Visual C++ v 6 Compiler 
provided by the university, but we are not using the MFC libraries that could make 
the engine dependent of the Compiler or Operative System. Therefore, the next stage 
is to make the Engine completely portable to Linux for instance, and the project will 
be an open source in order to make it portable to other  OS such as Solaris, Mac OS, 
Irix, etc. 

5.1 Architecture 

At this moment, we are detailing the final diagram of the Engine, which will describe 
all the functions of each module, how they are connected, I/O's and all the 
documentation required to implement a MAS project. All this documentation 
includes: module functions, variables, and constants. Engine structure modeled on 
UML, which shows all modules and the relations among them. 

5.2 GUI Module  

The GUI module has two main tasks, which are now functional, but they are in the 
improvement process. Both parts are working correctly, but expanding possibilities is 
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important too. The 3D Engine is becoming more detailed and the environment looks 
and works in a more realistic way each time.  

5.2.1 3D Engine  

Environments are becoming more complex than just simple boxes and mazes. Agents, 
eventually, will be 3D models instead of spheres. The environment design will be 
easier providing some design tools and libraries. Simulating information of GIS 
(Geographic Information Systems) systems is also considered in the future. 
5.2.2 Agent Communication GUI Incorrect constructed messages will be marked up 
in order to locate the errors easily. Different protocols will display different useful 
information.  

5.3 Agent Communication Platform 

The Communication module will be used as a library, which the agent will use, 
instead of being part of agent's code. The library allows the use of IPX and TCP/IP 
protocols, but we are working on bringing up more communication technologies like 
BlueTooth that will allow testing many devices that will work like agents. The 
Communication module will be more than a broadcast/multicast tool, it will also 
perform routing and message analyzing functions. These analyzing operations need 
other modules such as the Scripting interpreter and protocol analyzers (KQML, FIPA 
ACL, etc). 

5.4 Script Engine Module 

This module defines the complete script specification. The implementation of the 
interpreter and debugger is our current work. After the script is completely defined we 
will design and implement the library, which allow agents to understand and execute 
the scripts. We are working to provide the Engine with the capability of executing 
different Script languages and the possibility of modifying the existing ones.  

6 Conclusions

We have obtained very satisfactory results so far, the original goal is to be an aid in 
MAS courses. This project could be useful for different applications and simulations. 
We have analyzed common projects used in MAS courses and this test bed seems to 
reduce implementation time considerably, making possible to spend more time of the 
course designing MAS applications, completing course subjects, while spending less 
time coding GUI and the Communication platform. 

A next version of the project will be a complete set of libraries, for GUI, 
Communication and analysis for MAS. Including the 3D Engine, and a set of 
supported ACL (initially KQML and FIPA's ACL).   

It has been very useful to code modules separately and to be able to update each 
module independently, without having major problems of making it to work together. 
The most important thing about this modularity is its capability of expansion, the 
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capability of adding more functionality, adding new protocols, and components that 
could make the Test Bed capable of being very customizable and implement new 
features. 
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Abstract. This paper explores some ideas about the implementation of
state controlled execution for a language centered on agent interaction
protocols. Such an approach could be useful because there an increasingly
strong interest on the notion of role in the multiagent system domain.
The strong recurrence role and the almos spontaneous appearance of
interactio protocols in most practical applications of MAS, and the strong
similarities this situation has with the pre-existing notion of class on the
object oriented sense, suggest the high relevance of roles and the need
of having adequate notational and programming artifacts to represent
them.

1 Introduction

Nowadays agent-oriented systems are attracting increasingly more attention
from the industry of software development. Such growing interest stems from
many reasons among which is the multiagent systems’ capacity to almost nat-
urally represent complex systems made of “intelligent” interacting entities. As
growing complexity is more of a concern as time passes, this capacity to represent
complex systems is a most welcome help.

Systems grow complex for many reasons: first the demand for extended fea-
tures, or greater usability/intuitiveness increase the size of the source code and
therefore, the work necessary to develop it. Next, there is the increasing demand
for network aware systems and utilities.

This demand for network aware applications leads to a proliferation of appli-
cation level protocols at development time, resulting in still another complexity
layer added to those traditionally found in software engineering.

As protocols are usually a very complex piece of software, needing a careful
analysis and design by themselves, it could be useful to have methodological
frameworks proposing more straightforward processes for protocol engineering
than those proposed nowadays, both via non formal development methodologies
as UML and also by formal techniques (lotos [1], Promela/Spin [2], etc.).

These development processes could be either notational improvements over
preexisting notations, methodological or even reflected in the very syntax and
semantics of programming languages.
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2 Application Protocols

As the network capacities of final user applications grow steadily but surely,
there is also a growing need to use development tools fit for such tasks, i.e., we
need tools capable to model, validate and develop communication protocols.

Communication protocols are not a new concept at all, for they exist from
almost the very beginning of computer technology. But unfortunately they are
largely absent from most current development approaches.

In a strict sense, protocols are algorithms that define a communication pro-
cess between entities, and as most algorithms, they are specified, analyzed and
developed using a set of specific purpose methodologies and notations, most of
them grounded strongly on finite state automata theory.

Unfortunately, the methodological approaches for protocol engineering are
out of the usual domain of software developers who are more concerned with the
problem of system understanding/subdividing and implementation than with
network related details. Most protocols are really complex and with very recur-
rent functionality (to take data packet X from A to B, by instance).

So, the usual approach is (1) to leave protocol development to protocol’s
specialists and once these protocols have been adequately specified and imple-
mented, (2) to use them in a traditional approach of high level encapsulation of
system services. Thus, most of the time, protocols become operating systems’ low
level services and are used correspondingly, through a high-level interface which
hides the internal functionality and embarrassing details behind most protocol’s
complex behavior.

However, this approach reveals itself non satisfactory, as the number of ap-
plication level protocols increases. The concept of application level protocols
comes in a straightforward way from the once practical, now theoretical, OSI
multi-layered model for networked systems [3].

It is out of the scope of this paper to discuss the OSI multi-layered approach
for protocol development. It is enough to say that we call application level pro-
tocols those who make always use of other protocols to fulfill their task and that
exist in a conventionally named high level (e.g. they are user applications, they
are not OS services).

These application level protocols become increasingly common as developers
face the migration from monolithic-centered systems to distributed network-
aware ones.

It is a fact that current development techniques and methodologies are object
oriented, and so they are strongly focused on a top-down problem subdivision,
by creating a set of modules with specific capabilities and competencies; each
object is intended to be specialized and solves only a subset of the final problem,
delegating the solution as a whole to a concerted cooperation among objects via
message calling.

When we take this approach to a networked scenario, software developers
continue indeed to see the whole system as made of objects or modules. It is
easy to see why. Problem subdivision comes more naturally in a distributed
system than in a monolithic one, because there always are independent modules
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in a distributed system. This subdivision is inherent to the problem and gives
a stronger hint to problem modularization than a somewhat artificial subdivision
of competencies within a single monolithic system.

3 Distributed Objects

Object oriented systems are intended to be centered applications. This restriction
comes from the fact that objects are basically abstract data types. Every class
is created in order to establish an abstract link between data and the functions
that modify it.

This modularization is helpful in more than one way, because we could relate
better to events where personified entities (even abstract ones) interact than to
mere sequences of instructions and control statements.

So, most object oriented languages and methodologies assume that every
object is directly accessible via a simple function calling (method invocation is
an instance of local function calling).

Continuous advancement have led to a increased awareness of the similarities
between the object method invocation and communication protocols. ¿From the
beginning of the object oriented approach it was clear that the pre-existing
remote procedure call (RPC) infrastructures [4] could be perfectly well used to
represent a method invocation. There are many examples of distributed object
platforms with their own RPC schemes, some of them widely used so far [5, 6],
where objects executed in different systems can execute methods on remote
objects.

However, a remote procedure call infrastructure imposes severe restrictions
to the system to be developed with it. Any remote procedure call scheme is
a virtualization of a whole communication protocol enabling the invocation,
parameter and result exchanges between the interacting network hosts.

This yields the problem of platform incompatibility, every RPC scheme de-
fines its own protocol and functionality, and at the same time, isolates almost
completely the objects from the actual communication mechanism they use to
interact. It is true that the motivation of any RPC mechanism is actually to iso-
late the object from all those excruciatingly repetitive communication details,
but the shielding is so efficient that any interaction among distributed objects
via RPC mechanisms could hardly be named a protocol.

Obviously, any RPC scheme could be tricked using the appropriate message
passing scheme with the right fine-grained protocol definition.

4 Agent Oriented Programming

The object oriented approach has shown to be satisfactory enough for most
modern software development. However, there are some kinds of applications
that even when using an object migration approach from centered to distributed
infrastructures, have many properties that are either impossible to address using
an object oriented approach, or very complex to do.
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Industry shows a steadily but surely increase of interest on agent oriented
systems which are commonly believed to be the next programming framework
for computer science, right after the current object oriented approach. Whether
they really are the heirs of objects is (still) debatable, it’s certain that they
have many interesting properties as a conceptual framework for programming,
even in the case that they are mere object oriented and parallel programming
extensions.

When we talk about an “agent” we are using the definition given by Odell et
al [7]. An agent is a independent communicating entity (equivalent to a system
process) with the capacity to answer “no” to a petition based on its own internal
functionality or rules (non observable behavior) , and also able to say “go” using
internal mechanisms in a way that would look “spontaneous” for an external
observer of the entity.

This definition is wide enough to cover most multiagent systems, but restric-
tive enough to get rid of many object-oriented and structured systems. However,
there is an abstract intersection between categories.

There are many examples of systems having the capacity of request denial
and pro-activity, and these systems were not designed with any kind of agent-
orientation in mind (e.g., network daemons like sendmail).

4.1 AUML

Agent-UML (AUML) [8] is an agent extension for UML designed to represent
the specific requirements of an agent-oriented analysis and design process that
UML as it is cannot adequately represent. It is not really surprising to find that
AUML strongly focuses on interaction protocols.

The AUML proposal divides interaction protocol specifications on three
closely related phases or layers (in fact, they call their proposition a layered
approach to protocols) [9]:

Overall protocol representation Everything related to the creation of a gen-
eral view of the protocol. The package notation is used and extended to rep-
resent the existence of interactions among related agents (roles) instead of
simple class conglomerates semantically linked, as in UML. The UML tem-
plate notation is quite useful here, as interactions are very often patterns of
behavior repeated more than once in the final system behavior (e.g., session
opening and closing), thus enabling an explicit representation of reusable
protocol blocks.

Interaction among agents representation UML sequence diagrams are ex-
tended to be more expressive, thus allowing a richer notation for object
lifeline branching and communication. In order to do this, a counterpart of
execution operators found on some process algebra based languages are cre-
ated, but they are separated into two kinds: those that affect the agent’s
lifelines and those that affect the communication acts. To a lesser extent,
collaboration diagrams, activity diagrams and statecharts are also extended.
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Agent’s internal processing representation UML activity diagram and
statecharts are used to enable a further understanding of the agents’ internal
behavior. However, such notation is not extended.

5 Roles and Scenarios

As mentioned before, we propose a programming approach linking object ori-
ented programming with the agent oriented approach, focusing on interaction.

In order to enable this migration, we need to define a set of artifacts that
could be useful for our purposes. First, let us define the concept of role. As far
as we are concerned, a role R is a stereotypical behavior expressing the temporal
ordering of the message exchange between an agent and others, in an analogous
way to the concept of role in a theater piece where every actor has a well defined
and ordered dialog. In fact, we consider the role to be an attribute assigned to
a single agent.

There is another interesting analogy, if each agent has a role to perform, we
could say that a set of interacting roles make a Scenario.

Let S = (E, I, C) be a scenario where E = {A1, A2, ..., An} is the set of agents
participating within S. I = {i1, i2, ..., in} is the scenario’s set of interactions
messages and C = {c1, c2, ..., cn} is the set of communication channels existing
between entities within the scenario.

Each role A ∈ E could be defined in different ways, but for comfort sake’s,
we are going to make use of the most common formal notation used to represent
communicating systems: the extended finite state machine, or EFSM [10]. Let
A = {Q, AI , AO, T, U} be a role , where Q = {q1, q2, ..., qn} is the role’s finite
state set, AI ⊆ (I × C) and AO ⊆ (I × C) are two subsets of the Cartesian
product of the input symbol set I and the scenario’s communication channel
set C, T : AI �−→ S is a function mapping from AI to S and U : S �−→ AO is a
function taking from S to AO.

Each role R is defined from the participant agent’s point of view, but is
independent from the actor or agent finally taking the role (i.e., it could be
assigned to any agent).

Let us exemplify our definitions on the FIPA definition of the Contract Net
protocol as it is represented by means of the Agent-UML notation proposed by
Odell et al [8]. Figure 1 shows the aforementioned Contract Net protocol.

This scenario holds two roles: the Initiator and the Participant. The
interactions set is I = {cfp,not undestood , refuse, propose , reject proposal ,
accept proposal , failure, inform done, inform ref }. The communication channel
set C is not showed explicitly, but could be assumed from the moment an interac-
tion takes place between two roles, so we could say that there is a communication
channel c1 linking the Initiator and the Participant, so C = {c1}.

If we continue with the same Contract Net protocol, we could express the
behavior of both Initiator and Participants roles as two distinct EFSM. Fig-
ure 2 shows a possible modeling for the Initiator ’s role. As this automata is an
extended one, there are input and output symbols. The notation we use here to
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Fig. 1. AUML representation of the FIPA Contract Net protocol
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Fig. 2. The initiator’s role automata

represent both kinds of symbols is <input symbol>/<output symbol>, if there is
no output or input symbol in a transition, we use a score before (input) or after
(output) the dividing slash.

Figure 3 is the corresponding automata model for the Participant role. As in
figure 2 the input/output symbols are written separated by a slash and located
side by side with their corresponding transitions. The translation from a graphic
representation to a formal one, using our definition of Role as an extended FSM,
is trivial and left out for space reasons.
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6 Roles and Scenarios as Programming Artifacts

The reason for defining roles as extended finite state machines, and scenarios as
tuples containing roles, interactions and communication channels, is to propose
a way to include them within the context of a generic agent-oriented program-
ming language, centered on the interaction aspect of agency.

Most formal specification techniques used for protocol specification, like lo-
tos [1] and Promela/Spin [2], use algorithms provided by the theory of finite
state machines to perform their tasks, even if there is not any explicit program-
ming structure for that purpose.

However, there are previous examples of languages that explicitly enable
a state controlled execution of autonomous entities, like for instance, the ISO
standard FDT estelle [11].

In estelle, a specification is a text file describing the observable behavior
of black-box entities linked by communication channels, estelle’s syntax is
Pascal-like allowing a straightforward understanding of the function of every
grammatical element.

body descrSwitch for Switch;
state OFF, ON; {Records ON/OFF state}
initialize to OFF

begin
end;
trans
{*** Activate/deactivate switch ***}

when P.TurnOn
from OFF to ON

begin
output P.TurnedOn
end;

when P.TurnOff
from ON to OFF

begin
output P.TurnedOff
end;

end; {SwitchBody}

This is the “body” specification (internal behavior) for a sample switch object
in estelle. The first statement declares the set of states of the entity (ON,OFF),
the next one specifies which one is the initial state (OFF). The following part
specifies the transitions and the input symbols that triggers them. There are
only two transitions, from ON to OFF with a symbol P.TurnOn and from ON to
OFF with an input symbol P.TurnOff. The begin-end pairs allow to insert code
to be executed right after the preceding event expressed has been triggered.

estelle is neither an object-oriented technique (there is no inheritance,
polymorphism or method invocation) nor a pragmatic programming language
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Fig. 3. The participant’s role automata

(it lacks many usual programming facilities like I/O features, dynamic memory
allocation and so on). However, it does have some interesting similarities to some
well known and widely used OO languages, with a strong emphasis on data
encapsulation and interface design, while at the same time it proposes a clear
syntax for state-controlled execution. It was designed to be a formal specification
language capable to verify a set of properties on the modeled system through
the use of specialized software tools.

Having programming artifacts that enable to represent state-controlled exe-
cution paths, does not provide with any significant advantage. There are already
some well known and used techniques to translate a finite state machine onto
machine-compilable source code, most of them are used to implement compiler-
compilers [12] or produce executable versions of formally specified systems, like
for instance, estelle to C translators [13].

However, if we could represent a communicating automata inside a class,
nothing forbids to extend this same concept toward internal automata inheri-
tance.

Now, state inheritance among agents is an interesting problem in itself, be-
cause if one accepts the notion of multiple parents for a single entity, it arises
a number of internal state inconsistencies that are difficult to trace and eliminate.
How does one “join” two automata in a purposeful way?

In order to answer this question, we could analyze the semantical meaning of
state inheritance, and look for some formal equivalent in the finite state machine
theory. For instance, one could take three basic operations and use them: union,
concatenation and cross product of finite state machines.

The union of n languages is represented by L(D1)∪L(D2)∪ · · · ∪L(Dn), and
generates an automata that accepts any string s recognized by any of the
automata D1, D2, . . . , Dn. The union of languages could be used to represent
any case where one wishes an entity to behave in different ways depending
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on the first input it receives. The automata resulting from a union should
recognize all the strings in the original languages, but only one at a time.
So, any entity inheriting the behavioral automata of a third one using the
union operator, would choose to behave as its ancestor or as its eventual new
definition, depending on the first symbol it receives (i.e., the first symbol of
any string s ∈ L(Di) where i = 1, 2, . . . , n).

The concatenation of n languages is represented by L(D1)L(D2) · · ·L(Dn),
and generates an automata that accepts any string resulting from the con-
catenation of any string s1 ∈ L(D1), with any other string s2 ∈ L(D2)
and so on. This operator could be useful for creating sequenced scenarios,
sub-protocols or something one could call sequenced roles. The behavioral
automata of a role R1 could be concatenated to that of a role R2 to produce
the combined behavior L(R1)L(R2) that accepts the inputs and generates
the outputs of both roles.

The cross product has the property of representing the parallel behavior of
two or more FSM D1, D2, ..., Dn, thus allowing us to create an automata
which recognizes the languages L(D1) ∪ L(D2) ∪ · · · ∪ L(Dn) in a pseudo-
parallel fashion, interleaving the symbols that form any string s ∈ L(Di)
where i = 1, 2, . . . , n. But the cross product could be inconvenient in many
cases, first because two or more of the ancestors could react to one single
stimulus, thus being unable to decide which behavior should the joint au-
tomata take. Second, even in the case that there is no non-determinism on
the input, the semantics associated to a multi-parented agent could dictate
that reacting to a stimulus is incorrect in certain states, likely rendering
the behavior of the agent formally correct but semantically senseless. And
last but not least, one faces the unavoidable exponential growth of the state
space.

Our definition of a scenario as a set of roles, and of a role as an extended
finite state machine is completely arbitrary. Its principal advantage is that it
enables to propose a formal language, to express which kind of programming
artifacts could be implemented, once the concept of scenario and role are viewed
as programming artifacts, and overall, how they could be actually implemented.

A role, in general, represents a set of stereotypical behaviors that any given
agent takes through time within a multiagent system containing it, it has been
hinted by some experts that the notion of role could be used as a reutilization
mechanism[14, 15], if there eventually are mechanisms enabling its use as formal
declarative language constructions. However, it has been also pointed out that
roles are not a perfect equivalent of a class. For instance, they are strongly
interdependent one each other, and they could be time or context dependent.

7 Proposal for a Hybrid Agent-Object Language

Having defined the concept of role as an extended finite state machine, a sce-
nario as a set of roles and the role inheritance operator as a product between the
ancestor role’s automata and the descendant’s ones, we can see that these three
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language
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Object oriented language

Agent oriented language

Fig. 4. General structure of an agent-oriented language

elements could create a programming artifact equivalent to the Interface (in-
stanceless/virtual class) notion present in Sun Microsystem’s Java language [16].

Figure 4 shows the structure of a hybrid agent-object oriented programming
language, built adding new agent-specific elements to its syntax and semantics.

It is worth noting that our interests are centered on the interaction aspects of
agency. We propose the notion of scenario, role, role Inheritance and implicitly,
that of role instantiation, because those notions could be useful to represent sub-
protocols and to solve a problem of particular interest for us: that of protocol
reuse. However, there are many aspects of agency overridden by this partial view
of the problem.

In [17] the concept of sub-protocol is proposed, sub-protocols are partial,
reusable sequences of communication acts defining the temporal ordering of mes-
sages, within a specific communication process between roles. Roles, as said be-
fore, represent the behavior that any specific agent has through an interaction
process.

While all the agents take on certain roles inside any given interaction process,
the roles are not restricted to any entity, e.g., a function taking from roles to
agents is not bijective. Entity A of type B could take on a role C, while entity D
of type E could take on a same role C and still being two different agents.

Figure 5 shows a simple AUML package expressing the registering sub-
protocol of an agent on a resource broker, this sub-protocol has two roles: broker
and client, both represented with labeled boxes. Communication acts (individ-
ual messages) are represented using labeled arrows, where the label expresses
the exchanged message and its parameters. The temporal ordering notation is
conventional to UML and AUML sequence diagrams. The roles of client and bro-
ker in this sub-protocol are specific, but at the same time, applicable to many
different entities (named A, B, C, D and E), represented in the figure as round
boxes “containing” inside them the role. The dashed boxes around the roles
and the arrow notation linking these roles to the agents the implement them
is not AUML at all, but shows the presence of an abstract linking between the
sub-protocol generated roles and the agents who take them on.

Odell’s AUML notation [9] gives explicit support for template protocols and
role specification, but not for specifying role-to-agent links and protocol reuse. It
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Fig. 5. Sample sub-protocol with two roles

could be useful to have such a notation, in order to extend the expressiveness of
AUML. After all, the mapping of roles to agents is done in some way or another,
but implicitly.

Figure 6 shows the same client registration sub-protocol, but using now our
suggested notation based on the UML generalization graphical artifact. Other
UML artifacts could be used, but we think they do not express adequately the
intrinsic behavior modification an agent undergoes when implementing a role. It
is likely a good idea to slightly change the notation in order to avoid confusion
with the actual UML class generalization artifact, but context should get rid of
this confusion.

Some authors note that well-designed template protocols and the roles they
create could perfectly be used as a reuse mechanism. AUML is expressive enough
to represent template protocols and roles, but lacks specific notation to link these
roles to the agents that use them.

However, to hide the module’s internal behavior as much as possible, and to
base the system’s functionality representation on weakly-coupled interfaces is not
enough to fully model or implement a communicating modular system, either
object- or agent-oriented. Even in object-oriented systems, internal variables
have a very relevant part upon the system’s behavior. Due to the usual presence
of complex communication protocols between agents, the need for the agents to
have an execution control mechanism increases.

There is always some internal processing involved in order for an agent to
know how to react when faced with a specific stimulus and when to take the
initiative and begin an interaction without any explicit input.
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Broker role
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register_conf()
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Fig. 6. Proposal for role generalization

As roles are indeed partial protocol specifications (they specify only one
agent’s perspective inside the communication process), we need some internal
mechanism to control a role’s state whenever we use that role inside an agent.
For that purpose we could perfectly use the approach presented on section 5 to
model and implement the final Agent, but how to do this is outside the scope
of this paper.
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Abstract. This work is part of the Multicheck1 Project that defines architecture 
of cognitive and independent agents for the automatic treatment of Brazilian 
handwritten bank checks. The concept of autonomous agents allows us to 
organize the application knowledge and brings several benefits to the approach. 
A triple hypothesis supports this approach. First, the nature of the problem in 
question allows decomposition in well-defined tasks, and each of them can be 
encapsulated in an independent agent. Second, the natural capability of 
interaction of the agents makes the check treatment process more robust, 
solving situations apparently difficult. Third, the natural parallelism between 
the agents can contribute to implement an application with high performance.

Keywords: Artificial Intelligence, Autonomous Agent, Paraconsistent Logic, 
Task Distribution. 

1 Introduction

In a bank environment, the manual verification of checks done by employees, in spite
of being a trivial task, can cause some problems such as: technical incapability,
person in charge's ability, delay in accomplishing tasks, etc. Automation allows a 
faster and more reliable processing of the task, offering reduction on costs as well as 
on check-compensation time. However, the automatic treatment of handwritten
checks is a complex problem. As described by Scalabrin et al. [12] there is a great
amount of diverse and complex knowledge involved, the need to dynamically
reconfigure a treatment process, and the interaction between experts. The automation
process requires the implementation of the operations as follows:

− image acquisition; 
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− suppression of irrelevant information given on the check; 
− relevant information location and extraction; 
− obtaining the logical structure of the document; 
− discrimination between the pre-printed and the handwritten information; 
− segmentation of each logical field; 
− logical data interpretation (date, numerical and literal data and signature); 
− check analysis for acceptance or rejection. 

It is a problem where tasks are well defined. However, the implementation of each 
task requires large computer resources, and the sharing of some partial results can be 
decisive to obtain a correct interpretation of information on checks.  

Therefore, we decided to automate the bank check-compensation process by using 
the concept of autonomous agent. This concept allows us to organize the application 
knowledge and brings several benefits to the approach. Such approach was chosen 
due to the following motivations: 

− the nature of the problem in question allows a decomposition in well-defined tasks, 
and each of them can be encapsulated in an independent agent; 

− the natural interaction capability of agents makes the check treatment process more 
robust, particularly as their exchanges leads to solving situations which are 
apparently difficult; 

− the possibility  of introducing learning and reasoning mechanisms in the agents, 
allows us to endow them with pro-active and adaptable behaviors; 

− the modular aspect of the agents allows an effective fight against the complexity of 
the domain, as well as the development of a system in an incremental way, which 
means, an open system of agents [14]. 

Therefore, in a DAI (Distributed Artificial Intelligence) system, because of its 
distributed and non-synchronized nature, agents can easily obtain inconsistent 
information by working separately on the same problem. Thus, some of these agents 
must be complex enough to decide how, when and with whom to interact and behave 
correctly when facing contradictory information. The mechanism developed for this 
purpose uses some of the concepts and operators of paraconsistent logic, which 
integrates a natural inconsistent information treatment which cannot be treated 
through the classical logic [3], [5], and [15]. 

Empirically, the manual check treatment goes through the interpretation of the 
numerical and literal values in an interactive and approximated way, and then through 
the date and signature verifications. In this way and intuitively, the image treatment 
of the bank check requires specific knowledge to treat each relevant logical field of 
the document.  

Section 2 presents the architecture of autonomous agents that takes into account 
this interaction in a very natural way. The next sections describe the system 
operation, enhancing the mechanisms of combination and interpretation (or 
validation) of the information given by the image segment classifiers of a check 
logical field. It is important to understand that the communication and validation 
processes work together, allowing the agents to exchange beliefs and to reason about 
them. To conclude, we present the conclusion of our work. 
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2 Architecture

The architecture of the Multicheck System consists of a group of relatively complex
agents meant to perform the analysis and treatment of handwritten Brazilian bank
checks images [13]. In this architecture, three types of agents are defined:

− The segmentation agent identifies, extracts and creates a logical model of a check 
(date, signature, numerical and literal values).

− The recognition agent recognizes the different logical fields extracted from a 
check.

− The analysis agent either accepts or rejects a check. The task consists of verifying 
whether all recognition agents have or have not given a positive interpretation of
the same check. The information is kept in the accepted or rejected check database.

− The manager agent is responsible for monitoring the net and deciding whether an
agent should be inserted or removed from the system.

Fig. 1. shows a simple view of the Multicheck System Architecture, as well as the
architecture of each of its agents. The ability to recognize patterns – over image
segments – is present only in the agents: date, signature, numerical and literal. The
expertise to interpret and validate the patterns appears in all agents, except in the
segmentation agent. The check acceptance or rejection is done by the analysis agent, 
which validates the information given by every recognition agent. The 
communication ability is present in all agents and is implemented by the
communication module. This module is responsible for the exchange of non-
synchronized messages between agents, and for the implementation of some basic
tasks, such as: the recognition of a performance, the extraction of the message
contents and its communication to specialized modules.

It is important to remember that in the implementation of this architecture, there
can be several agents with the same competence. This redundancy allows us to aim
for several parallel treatments and ensures the balance of the system load [14].
However, to interpret a check, the architecture has to have at least seven agents (one 
of each type). 
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In order to manage the balance of the system load it was introduced a manager agent
which monitors the agents of the net. The main tasks of this agent consist of inserting
or removing agents from the system when necessary. This decision is made over the
average time spent by one agent to end its calculus over a certain task. The ordered
pair < i, t > corresponds to information used by the manager for its making of
decisions, where i is any agent and t is the average time spent by the agent to end its 
recognition task, as shown in Fig.2. E.g.:

< i, t > = {< signature, 32s >, < date, 30s >, < numeric, 80s >, < literal, 90s >} 

The decision of whether inserting or removing a recognition agent is made by the
manager agent considering the value βI, obtained as follows:

A = {32s, 30s, 80s, 90s}
for each element of A do:

1
)(

−=
AMin

Ni

i

iβ

A

apply rule 01 

where Ni is the agents' number of the same type, Ai is the average time spent by the
agent to end its task and Min (A) is the lower time spent by the agent to end its task.

The manager agent makes its decisions by evaluating the following rules:
Rule 01: insert a new recognition agent in the system 
If (βi > 0)
then insert βi agents of the type Ai in the system 

Rule 02:  insert a new analysis or segmentation agent in the 
sytem
if (numbers of checks in the queue > 50)
then insert a new agent in the system 
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Rule 03: remove an agent in the system 

If (

)(AMin
N
A

i

i <
)

then remove the agent that spends more time to end its 
recognition task

The main advantage of the Multicheck Architecture resides on the autonomous and 
cognitive agents. These entities are able to communicate and reason about beliefs, 
therefore making the interpretation process of a check more robust, besides allowing
the repetition of treatment stages (if necessary). On the other hand, its biggest
inconvenient lies in the complexity of the agents' implementation, especially the
management and the treatment of its communication. E.g.: when and how an agent
must communicate a piece of information? When and how an agent must ask for a 
piece of information? When and how the agents must organize themselves to
accomplish the same goal? How must an agent treat a belief?

3 Scenario

The numerical and literal agents represent the most interesting aspect of this work,
because the interpretation of the numerical and literal logical fields can be done in an 
interactive and approximate way, enabling these agents to exchange beliefs and 
reason about them. The Fig 3 shows summarily the working process of these agents.
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Fig. 3. Segmentation, recognition and validation of logic fields of numerical and literal values 
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Each recognition process corresponds to the range of classification algorithms applied 
on a certain logical field. The input of these processes are images and the output are 
pairs <n,[μν]>, where μ represents the favorable piece of evidence and ν the opposite 
piece of evidence2 on which n must be a digit in case of a numerical agent or a word 
in case of a literal agent. Each set of patterns obtained in a recognition process, is the 
input for an interpretation process.  

The interpretation process of each pattern sets is accomplished in an interactive 
way, where, for example, the numerical and literal agents exchange information to 
solve certain internal conflicts and reach an agreement on the value of the check. 
These agents communicate their conclusions to the analysis agent, which accepts or 
rejects the conclusions or interpretations. The decision is based only on favorable and 
opposite evidential values about information given by recognition agents of the 
logical fields. The result is obtained through the application of some operators of 
paraconsistent logic on these values, as well as by using some domain heuristics. 

It is important to remember that this work focuses on the validation or 
interpretation of patterns obtained in recognition processes; thereby it only concerns 
the implementation of the interpretation modules. The evidential values associated to 
the literal and numerical values were obtained by using an automatic data generator. 
The various modules of recognition are part of the following works: signature [6], 
date [10], numerical value [4], literal value [9], and segmentation [11]. 

3.1 Pattern Interpretation or Validation 

The interpretation of information checking is an interactive, approximated and 
distributed task; therefore it is not limited to a mere local process. Each agent 
implements this task supported by a high-level communication protocol. This 
protocol activates responding to the state of each agent and its local knowledge. This 
knowledge is encapsulated in the decision process of each agent. 

During the checking of a logical field process, concepts of evidential logic 
reasoning were used. In this type of reasoning, described by Subrahmanian [15], two 
values are associated to a proposition: one of them represents the favorable piece of 
evidence to the proposition and the other one the opposite piece of evidence [2], [12]. 
No restriction is set to these values, except that they belong to interval [0, 1]. In 
evidential logic favorable and opposite evidences; factors aren't directly related as in 
the Probability Theory [6]. 

In summary, the logical field process of a checking follows a determined flow: the 
recognition module of a certain agent receives an image segment σi – which 
corresponds to a certain logical field of a check, and decomposes σi in various parts 
σij. These parts are classified through highly specialized classifiers. Its output format 
is < σij ∈ Νk : [μj ; νj ] >, where μj, νj ∈ [0, 1], and represents coefficients of favorable 
and opposite evidence in relation to the class that contains a determined σij. Νk are the 
possible classes. 

                                                          
2 As Subrahmanian [15] says, the use of two evidences associated to a same p proposition, can 

reinforce its expressive capacity.
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Given σ1 the numerical value logical field, σ1j the values of favorable and opposite 
evidence of each digit, and χ1j the degrees of certainty, as shows Fig.4. 

For example, σ11 can be read as follows: there is favorable evidence, up to 96%, 
that the first digit is “1”, and opposite evidence, up to 1%, that this first digit is not 
“1”.

The evidential values interpretation is done through operators and paraconsistent 
logic concepts, where the evidence is mapped in certainty degrees through the 
following function [2], [12]: 
c([μj, νj]) = μj - νj  = χij (1)
A certainty degree χij associated to each classified σi segment. χij shall be used in 
various situations, as to define when an agent must communicate with the others. The 
main valid rules for numeric, literal and analysis agents are: 

Rule 04: If χij ∈ (50, 90]
then asks for information to the literal or numeric agent to 
increase χij

Rule 05: If min (χij) ∈ (90, 100] then sends the result to the 
analysis agent and other interested agents

Rule 06: If χij ∈ [0,50]then asks for segmentation σi+1

Rule 07: If the request for a new segmentation is rejected then 
concludes that the numerical value cannot be recognized and sends 
the result to every other agent

Rule 08: If one of the logical fields cannot be interpreted 
correctly then rejects check else accepts check

Rule 09: If I/S ∈ [0,50] then accept check else reject check 
[...]

The thresholds presented on the rules above are suppositions. In particular, an agent 
searches an interaction when he cannot recognize the logical field of its competence, 
it can decide to: 

− ask a segmentation agent to take a new extraction of the logical field;
− ask a recognition agent to validate a belief;
− warn all system agents that the logical field of its competence could not be 

recognized.  

The exchange of information between agents can result in new evidential coefficients, 
especially through successive combinations which occur at two different moments: 

− during a local segmentation of a given  logical field;  
− during the interpretation of two or more logical fields that interact with each other. 
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Fig. 4. Image segment, degrees of favorable and contrary evidence, and certainty degrees
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Fig. 5. Image segment, degrees of favorable and opposite evidences, and certainty degrees
Phase 1: Combination of Different Segmentations and Classifications 
on the same Logical Field 

The segmentation agent identifies, extracts and creates the logical structure of a check 
(date, signature, literal and numerical value). In the first place the check global 
segmentation is accomplished and immediately followed by a local segmentation.
This procedure allows any agent to ask the segmentation agent for a new extraction of 
a determined logical field. The recognition algorithms are applied to this new 
extraction, obtaining new evidential values and certainty degrees, which are
consequently combined.

On Fig.4, the third, fourth and fifth components of σ1 were recognized with
certainty degrees lower than 50%. Applying Rule 06, a new segmentation is
requested.

Given σ2 a new segmentation for the numerical value of the logical field, σ2j the
values of favorable and opposite evidence for each digit, and χ2j the certainty degrees,
as shows Fig.5.

Each σ1j value of the first segmentation (Fig.4) is compared to each σ2j value of the
second segmentation (Fig.5). If, for example, σ11 and σ21 belong to the same class,
apply the supreme operator (sup) over χ11 e χ21. The σij that owns the highest
certainty degree is selected. In this way, for σ11 and σ21 select <1: [0.99 0.02], 97%>. 
The supreme operator is used because it returns the highest degree of certainty in the 
selective process. However, if σ11 and σ21 do not belong to the same class, it is
necessary to begin the process of information exchange between numerical and literal 
agents to discover which classification is correct. It is important to remember that
even if the certainty degree of σ22 is higher than the certainty degree of σ12, σ12 I , it
will be selected. This occurs because the literal value is more decisive than the 
numerical3 value. In this case, the combination of the results to σ1 and σ2 will be
shown in Fig.6.

3 In the Brazilian legislation, for bank checks, the valid value is the written one.
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σ2 σ2j χ2j
< 1 : [0.99 ; 0.02]>
< 1 : [0.98 ; 0.01]>
< , : [0.90 ; 0.11]>
< 3 : [0.80 ; 0.23]>
< 1 : [0.99 ; 0.40]>

0.97
0.97
0.79
0.57
0.59

Fig. 6. Second segmentation of the numerical amount, degrees of favorable and contrary
evidence, and certainty degrees

These data will be object of validation, rejection, or combination according to the 
results obtained, for example, by the literal agent.

Phase 2: Sharing of Partial Results from Different Logical Fields 

The sharing of partial results is fundamental between literal and numerical agents,
especially because they must obtain exactly the same information from different
logical fields (codified in different formats). They can also obtain conflicting results
and be led to interact with each other, obtain a consistent interpretation and increase 
its certainty degree.

Assuming that the literal and numerical agents have already concluded the Phase 1
independently and have recognized the same information, the consequent of Rule 04, 
of both agents, can be evaluated. The mechanisms used in this work to evaluate the
quality of the information of an agent are: disjunction, conjunction, certainty degree
and inconsistency/sub-determination degree [2], [5], [12] and [15].

− the disjunction allows values combinations to increase a certainty degree.
− the conjunction allows the evaluation of a set of values over a certain logical field 

as a whole.
− the certainty degree allows the individual study of each segmented part (χij).
− the inconsistency/sub-determination degree allows the mapping of the

inconsistency or sub-determination of the analyzed information in a unique value.

Disjunction

The disjunction operator (∨) below, defined in [12], is applied when an agent needs to
confirm a hypothesis or reinforces its beliefs about a certain component.
 [μ1, ν1] ∨ [μ2, ν2] = [max (μ1, μ2), min (ν1, ν2)] (2)

Where the evidential factors are: [μ1, μ2], [ν1, ν2] ∈ [0,1].
In the example of Fig.6, the certainty degrees of the numerical field three last Fig.s

need to be increased, because they are smaller than the certainty degrees obtained by 
the corresponding literal field. Therefore, the numerical agent applies the disjunction 
operator on the information calculated locally and the information received from the 
literal agent, obtaining the following expressions:



100      Elaini Simoni Angelotti and Edson Emílio Scalabrin 

Information obtained after the
application of the disjunction
operator over the local
information of the numerical
value and the information
received from the literal agents.

c([μ , ν])
Information obtained by the
literal agent by the

segmentation: σ1 , σ2 e σ3

c([μ , ν])

χ4j (σ1j, σ2j, σ3j) χ4j
< 1 : [0.99 ; 0.02]>
< 1 : [0.86 ; 0.01]>
< , : [0.90 ; 0.02]>
< 0 : [0.89 ; 0.02]>
< 0 : [0.99 ; 0.02]>

0.97
0.85
0.88
0.87
0.97

< eleven  : [0.89 ; 0.02]>
< “ reais “ : [0.88 ; 0.03]>

0.87
0.85

Fig. 7. Degrees of favorable and opposite evidence and certainty degrees after the application 
of disjunction operator 

[0.90, 0.11] ∨ [0.89, 0.04] ∨ [0.90, 0.04] ∨ [0.93, 0.06] ∨ [0.91, 0.04] ∨ [0.88, 0.06] = [0.93, 0.04]
[0.80, 0.23] ∨ [0.89, 0.04] ∨ [0.90, 0.04] ∨ [0.93, 0.06] ∨ [0.91, 0.04] ∨ [0.88, 0.06] = [0.93, 0.04]
[0.99, 0.40] ∨ [0.89, 0.04] ∨ [0.90, 0.04] ∨ [0.93, 0.06] ∨ [0.91, 0.04] ∨ [0.88, 0.06] = [0.99, 0.04]

The Fig.7 shows the information obtained after the application of the operator (∨).

Conjunction

The conjunction operator (∧) below, defined in [12], is applied when an agent needs 
to obtain a closure value of each amount.
 [μ1, ν1] ∧ [μ2, ν2] = [min (μ1, μ2), max (ν1, ν2)] (3)

Where the evidential factors are: [μ1, μ2], [ν1, ν2] ∈ [0,1].
The conjunction operator permits to generate a unique value for σi and χi from

various values σij and χij. In other words, a unique favorable and opposite evidential
value can be obtained, as well as a unique certainty degree for a given field.

For example, in the application of the operator (∧) on the numerical and literal 
agents' local information, it is obtained:

Numerical Agent: 
[0.99  0.02] ∧ [0.86  0.01] ∧ [0.90  0.03] ∧ [0.89  0.03] ∧ [0.99  0.03] = [0.86  0.03]

Literal Agent:
[0.89  0.02] ∧ [0.88  0.03] = [0.88  0.03]

This information will be sent to the analysis agent in order to interpret the evidential
factors obtained for each value. 

Inconsistency/Sub-determination (I/S) Degree 

The calculation of the degree of I/S, defined in [3], [6], [15] allows to map in a single
value the inconsistency or sub-determination of the analyzed information.
I/S = | μ1 + ν  – 1| * 100 (4)

Fig. 8. Connection between segmentation  and analysis agents
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The calculatio

ormation received by the 
 [0.88  0.03] = [0.86  0.03] 

9 above, defining a 5% limit 

e
me

ined information;  

multi-agent system is fundamental. It requires a common 
communication language, especially to codify the intentions during a dialog. For this 

te these tasks [1]. For 
ex

alyzing
th

unication to an analysis agent. This 
ag

n agent does this calculation in two stages: 

− application of the conjunction operator on the inf
recognition agents, obtaining in this case: [0.86  0.03] ∧

− the calculation for I/S is: |0.86 + 0.03 – 1| * 100 = 11%

n check – has 11% of I/S. The This means that the obtained information – from a give
acceptation or not of the check is submitted to Rule 0
established according to statistic calculation on a test base of Brazilian check banks. 

The calculations above are done locally, inside each agent. This implies that the 
agents should be endowed with communication mechanisms. In summary, thes

chanisms include three distinctive phases:  

− the settlement of a connection between agents;  
− the solicitation and communication of determ
− the end of connection.  

4 Communication

The communication in a 

purpose, the KQML language [7], [8], has been adopted: each message represents, 
intuitively, a part of the dialog between two or more agents. 

In this implementation, the cooperation begins by the settlement of connections 
between task holder agents and the agents able to execu

ample, the segmentation agent receives a check, segments it and sends it to the 
analysis agent (aa1), which owns the required competence (check analyzing). 

Effectively, the recruit-one performative (Fig.8) makes the connection between 
these agents. The agent aa1, sender of tell, assumes the responsibility for an

e check. This analyzing task will be shared with the other agents of the system. For 
this, a process of competence recruitment – signature verification, date verification, 
literal and numerical value recognition – is done by the agent aa1 (Fig.9). This 
process creates other connections between aa1 and the other agents. Each sender of a  
tell assumes the responsibility for treating the logic field of its own competence. In 
this process, the agents start working in an individual way and as some partial results 
start to be obtained, they begin to share them.   

The closure of these connections is done only after the ending of the calculations 
done by the recognition agents and their comm

ent decides (based on the received results) whether the check is going to be rejected 
or not. It is important to remember that the analysis agents are mono-task.  
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Fig. 9. Connections for logic field distribution to be treated 

5 Results

The tests done to prove the robustness of the system were achieved on three different
versions of the system:

− The v1 test corresponds to check analysis without any interaction between the
agents;

− In the v2 test the recognition agents interact with a segmentation agent during the
check analysis, for example, to request a new segmentation; and 

− The v3 test represents the case where all agents are able to interact.

This graphic shows (Fig. 10) that the interaction between these agents results in a
highly robust treatment process, as the exchanges among the agents can resolve
situations which are apparently difficult or impossible to be resolved with a unique
expert. Finally, it is important to notice, that in the case of this experiment, it did not
have no false-positive classification.

6 Other Works 

In this application domain, Montoliu [10] proposes a solution for the treatment of
French bank checks, using the concept of reactive agent. In this proposal, three types
of agent are defined:

− base agents, that are the classifiers (e.g. RN, PPV and HMM); 
− macro agents, that are entities composed by base agents which are regrouped by

specialties (e.g. words global treatment, number treatment);
− meta agents, are agents that combine the results produced by the base agents.

The main advantage of this method is the velocity in which a result can be produced,
due to the use of classifiers in cascade. On the other hand, the main inconvenience is
the lack of interaction between agents and the absence of intelligence at each agent 
level. Besides, there are no interactions between stages of treatment, which makes the 
check interpretation process sequential, direct and potentially little robust. 
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7 Conclusions
The treatment of handwritten Brazilian bank checks is a very complex problem and it 
requires large computing resources to automate them. However, it is a domain in
which tasks are very well defined and the tasks encapsulation – signature verification,
date verification, numerical and literal values recognition – in independent agents 
allows a progressive development of the system, as well as the reuse of these agents 
in other applications. The interaction between these agents makes the process of 
checks treatment robust, because the agents have abilities to learn, reason and resolve 
conflicts. The presence of inconsistent information is frequent in the interaction
between literal and numerical agents, because they have to recognize the same
information codified in different formats. Thus, to treat the inconsistency
appropriately, some concepts and operators of paraconsistent logic were used. 
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Abstract. The aim of this paper is to present an application of multi-
agent systems (MAS) to communication management in wireless sensor
networks (WSN). We propose an adaptive infrastructure of autonomous
agents to route the information in the best way, in consideration to strong
constraints on energy resources, dynamical topology, asymetric commu-
nication links etc. We design a multiagent system’s architecture accord-
ing to the AEIO method. We also introduce the ASTRO hybrid agent
model. We apply our approach to the monitoring of an underground
hydrographic network. Interesting simulation results are discussed.

1 Introduction

Recent developments in wireless technology and mobile computing foreshadow
a promising future for wireless networking. The design of efficient routing tech-
niques is a more complicated thing that it can appear. In such networks, the
routing process is distributed to all the hosts and an efficient packets rout-
ing is difficult to obtain because links can be asymetric, topology is dynamic,
bandwidth is limited. We can note that this type of network is called ”ad-hoc
network”.

The cooperative, collaborative and negotiating capabilities allow the agents
which evolve in an open system to increase the overall efficiency of this system.
The multiagent systems are so well suited for analyzing and designing complex
systems such as networks of distributed autonomous entities behaving in an open
environment.

In this paper we intend to evaluate the contribution of a multiagent approach
to communication management in a physical open system of interacting entities
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i.e. a wireless network of intelligent sensors. In our case, we consider that the
energy constraints are very strong.

We introduce in a first part multiagent systems and their use in the con-
text of wireless sensor networks. We present the ad-hoc traditional approaches
based on protocols. We then propose our multiagent approach based on self-
organization in the context of communication management to wireless networks
of autonomous sensors. Finaly, we present our application in the context of the
instrumentation of an underground river system that involves an open network
of intelligent sensors whose cooperation must be monitored in order to insure the
best organization. Our simulation platform will be described and we conclude
with some comments of the results obtained whith our approach.

2 Multiagent and Wireless Sensor Networks

2.1 AEIO Multiagent Method

A multiagent system is a set of agents situated in a common environment, which
interact and attempt to reach a set of goals. Through these interactions a global
behavior can emerge. The emergence process is a way to obtain, from cooper-
ation, dynamic results that cannot be predicted in a deterministic way. It is
important to note that the multiagent system intelligence is more than the sum
of the agent local intelligence.
The power of an agent decomposition is the decentralization of the intelligence,
i.e. the decision capabilities, and of entities’ knowledge.

The multiagent methods aim at decreasing the complexity of system design
by a decentralized analysis.
There are several multiagent system methods [11] among which most are centered
on the analysis of agents’tasks as the methods Gaia [20] and MaSE [19], others on
the roles or on the organization as the method AALAADIN [5]. We are thereafter
going to be interested in the AEIO decomposition [4]. We will follow the method
of multiagent design discussed in [16], associated to this MAS decomposition. It
proposes a decomposition according to four axes collectively accepted today :

– The agent axis (A) gathers all elements for defining and constructing these
entities.

– The environment axis (E). This part of the analysis deals with elements
necessary for the multiagent system realization such as the perception of
this environment and the actions one can do on it.

– The interaction axis (I) includes all elements which are in use for structuring
the external interactions among the agents (agent communication language,
interaction protocols)

– The organization axis (O) allows to order agent groups in organization de-
termined according to their roles.

We chose to apply this multiagent method for our problem because it privileges
an explicit description of the interactions and the environment. In our case, this
method will be more adapted than the approaches previously mentioned.
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2.2 Wireless Sensor Network Routing Protocol

Generalities. Networks of wireless autonomous sensors for monitoring physical
environments are a recent but very active application and research area. These
networks, where the routing process is distributed among all the hosts, are called
ad-hoc networks. If the hosts are mobile they can be called MANET networks
for Mobile Ad-hoc NETwork. The associated routing protocols are centered on
the flooding techniques. Flooding techniques consists in sending messages all the
members of the network to be sure the receiver gets the message. A node is both
receiver and sender of broadcasted messages. The associated power cost is very
high.

There are three differents ad-hoc routing protocols families :

– The reactive protocols using no routing table,
– The proactive protocols using routing tables, periodically updated, and for

those it is necessary to exchange control packets,
– The hybrid protocols adopting the reactive protocol behavior and, if neces-

sary, using routing tables for increasing efficiency.

In the case of reactive protocols, when a host wants to transmit data it never
knows the way to reach the receiver. The main idea of this family is to reduce the
flows by creating clusters for example. The Dynamic Source Routing protocol
(DSR [13]), that we will see aftewards, is one of the simplest protocols.

The proactive protocols use adaptive routing tables for creating a ”network
model”. Generally, the adaptive feature of these tables comes from periodical
exchanges between the different nodes. The Destination Sequence Distance Vec-
tor protocol (DSDV [17]) for example is one of the first protocols of this family
specified by the MANET work group and it takes the RIP functionning principe.
The Clusterhead Gateway Switch Routing protocol (CGSR [2]) agregates the
different hosts in clusters.

The clustering idea seems to bring a real benefit from an efficiency point of
view, but we can create a better and more complex self-organization feature with
a multiagent approach.

Difficulties of Communication Management for WSN. There are a lot of
problems in the management of a wireless sensors network. An overview of these
difficulties, collectively accepted today, is given in [21]. Some of them concern
the sensors and other the whole system.

In such networks, the sensors are numerous. For cost reasons, the embedded
chips have to be as cheap as possible : the CPU speeds are not very fast and
memory capacities are low. Generally these devices have autonomous energy
sources. These constraints must be taken into account in order to optimize the
communication management (the energy devoted to communication constitutes
an important part of the sensor energetic cost). The energetic parameter is im-
portant in the sense that it can create internal fault or that it can influence other
parameters like the emission range. Furthermore the environment can be hostile
(temperature, pressure, water flood environment...) and can cause internal fault.
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The sensor collection system, the wireless sensor network, must be very adap-
tive, fault tolerant and self-stabilized : a sensor failure must not have an impor-
tant impact on the system. This system must provide reliable communication
(it is not always possible) and, sometimes, adapt to ”real-time” constraints.
Furthermore, in the case of mobile devices the infrastructure of sytems are not
persistant.

2.3 Wireless Sensor Networks Management and MAS

This intelligence in communication networks usually comes from distributed ar-
tificial intelligence. We can use intelligent components in configuration manage-
ment, security management, fault management, performance management and
accounting management.

The distributed and open nature of sensor networks means that the multia-
gent system approach is an adapted answer. Another advantage of this approach
is the external representation of the interactions and of the organization. Ex-
ternal representations offer multiple possibilities such as the monitoring by an
external observer.

A few works reaching the same objectives show that the approach is interest-
ing. We can quote the ActComm [8] project which is a military project for which
the routing of information is essential: it aims at studying the communication
management between a soldier team and a military camp via a satellite. We can
also mention the work of Petriu and al [18] on wireless networks of mobile au-
tonomous intelligent sensors where agents are used to achieve flexible and open
cell assembly.

Another example is the Unmanned Ground Vehicle Program ARPA’s
project [3] which approaches the information management resulting from a group
of autonomous observation military vehicles. The problem described in [21] is
very similar to our problem but the approach is very different since the used
technique is based on distributed stochastic algorithms.

Multiagent systems are used in very active way for service descriptions and
service discovery in ad-hoc networks [9, 1]. For this, FIPA [6] is the most com-
monly used standard. Some work on this standard have been proved to be effi-
cient in environments where slow wireless networks are involved [10].

3 Our Multiagent Approach for Communication in
Wireless Sensor Networks

We have selected the cluster idea to decrease the number of exchanges resulting
of the flooding process.

3.1 AEIO Analysis of this Problem

As previously examined, this approach is articulated around four axes.
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Fig. 1. Group organisation for communication management

The Environment Axis. The environment will be made of information the
measurable by every agent. Agents are situated but don’t know their position.
This environment is deterministic, non episodic, dynamic and continuous.

The Organization Axis. The main property of this organization is that it
will be dynamic. In this type of application no one can control the organization
a priori. Relations between agents are going to emerge from the evolution of the
agents’states and from their interactions. We are going to be content with fixing
the organization parameters, i.e. agents’tasks, agents’roles.
The organizational basic structures (see fig 1) are composed of :

– one group representative agent managing the communication in his group,
– some connection agents : they know different representative agents and they

can belong to several groups,
– some ordinary members : active in the communication process only for their

own tasks (They don’t ensure information relay).

The ideal representative agent is the one having the most important number
of neighbors and the most important level of energy. The level of energy is an
important parameter in the sense that the representative agent is the more sol-
licited agent in the group from a communication point of view. We use a role
allocation based self-organization mechanism involving the election of a repre-
sentative agent . Our election function integrates some data on neigbors and
energy levels. This function estimates the adequation between it desire to be the
representative agent and its capacity to be. The organization is modified only
when a problem occurs. We don’t try to maintain it if we have no communication.

The Interaction Axis. The agents will interact only with the agents in ac-
quaintance (an agent is in acquaintance with another if it is aware of its exis-
tence). Agents interact by exchange of messages. We can distinguish two methods
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for these communications: a synchronous and an asynchronous version. In the
former, agents must be in rendez-vous. On the latter, the asynchronous version,
messages are memorized. It is not necessary for the receiver and the sender to
be synchronized. Our application having no particular constraint from a com-
munication point of view, we opt for an asynchronous communication mode by
messages sending, which is the most flexible method. Among the different pro-
tocols that we use, the choice of an introduction protocol is essential. Indeed,
this protocol allows to the agents to be known, i.e. to bring their knowledge and
their know-how to the agents’ society.
We defined thirteen different types of small messages.

The Agent Axis. In our multiagent system, sensors are modeled by agents.
These agents have hybrid architectures, i.e. a composition of some pure types of
architectures. Indeed, the agents will be of a cognitive type in case of a configura-
tion alteration, it will be necessary for them to communicate and to manipulate
their knowledge in order to have an efficient collaboration. On the other hand,
in normal use it will be necessary for them to be reactive (a reactive agent reacts
to stimuli by a response) to be most efficient.
The agents have then to achieve several functions.

– A measuring function : It is the main work of a sensor, it consists in inter-
acting with the environment to acquire information about one of the envi-
ronment parameters.

– A communication task : giving (if necessary) the information to other devices
or relaying neighbor’s messages. All the agents have the same communication
capabilities but the communicated data depend of their roles.

Using a hybrid architecture for the agents enables to combine the strong fea-
tures of each of reactive and cognitive capabilities seen before. The ASTRO hy-
brid architecture [14, 15] have we chosen is especially adapted to a real time con-
text. The integration of deliberative and reactive capabilities is possible through
the use of parallelism in the structure of the agent.

4 Our Practical Case: The EnvSys Project

The purpose of the ENVironment SYStem project is to monitor an underground
river network. Let us present the origin of this project and the problems occurring
in such an application [12].

4.1 Origin of the Project

The ENVSYS project finds its origin in a statement: the measure of the various
parameters in an underground river system is a complex task. In fact, the access
to this type of underground galleries is difficult : it requires help from spele-
ologists. Besides, the installation of wire communications networks is difficult,



A Multiagent Infrastructure for Self-organized Physical Embodied Systems 111

especially because the structure of an hydrographic system is very often chaotic.
Finally, in the case of a radio communication network, the underground aspect
complicates wave propagation and for the moment the techniques which are used
are not totally mastered.

For some years, systems of radio communication have been introduced. They
are generally used by the speleological rescue specialists. These systems are ana-
logic, work with low frequencies and are used mostly for voice transmission.
The general idea of the project is to study the feasibility of a sensor network
from the existing physical layer. This will allow wireless instrumentation of a sub-
terranean river system. Such a network would present an important interest in
many domains: the study of underground flows, the monitoring of deep collect-
ing, flooding risk management, river system detection of pollution risks, etc.

4.2 The Issue

In a subterranean river system, the interesting parameters to measure are nu-
merous: temperature of air and water, air pressure and if possible water pressure
for the flooded galleries, pollution rate by classical pollutants, water flow, draft
speed, etc. All this information will be collected at the immediate hydrographic
network exit by a work station like a PC. These data will be processed to acti-
vate alarms, study the progress of a certain pollution according to miscellaneous
measuring parameters, determine a predictive model of the whole network by re-
lating the subterranean parameters measures of our system with the overground
parameters measures more classically on the catchment basin.

We do not wish to carry out this instrumentation with a wire network for
obvious reasons of convenience. We shall use electromagnetic waves with low
frequencies as a carrier. These waves have an interesting property: they are able
to go through rock blocks.

Every sensor has a limited transmission range. This limitation results from
three points: the technological solutions which are used to achieve the sensor
transmission module (frequency, power, antenna), the implementation of these
solutions and, finally, the environment. In this environment we can say that
propagation is hardly anisotropic. Indeed, according to the obstacles it will have
to go through, the electromagnetic waves will not be usable at the same distance
for each direction. The transmission zone will not be modeled by a sphere. In
fact, as we can se on the next figure (fig 2), the distance d1 which separates the
sensors i1 and i2 is shorter than the distance d2 which separates the sensors i1
and i3. However, the rock separating the couple of sensors (i1 , i2) will degenerate
the signal and will prevent sensor i2 from receiving the message correctly unlike
i3. Links are so really assymetric.

Having defined the role of sensors, we can represent the structure of our
communication network. It consists of a set of sensors and a listening station as
illustrated on the following figure (see fig 3):

Here is a non-exhaustive list of problems which one needs to address:

– How to realize the physical layer?
– What level of protocol connection to choose above such physical layer?
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Fig. 2. Anisotropic signal propagation

Fig. 3. Result MAS of our approach

– How to route the information in the best way? Each of the sensors cannot
physically communicate with the workstation which collects the information.
Which sensor should thus make the decision to repeat the information?

– How to monitor such a complex environment?
– What kind of intelligence giving to the network?

Our work deals with the analysis of the problem using a multiagent system
approach. The main contribution of the work presented in this paper is situated
at a logical level, concerning especially the last three points of the problems
listed before.

4.3 Application of our Approach

The application of our approach on this case is very natural. We can see the
resulting MAS on the figure 3.
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5 The Experimentation

We can consider that we use agents as decisional structures for the intelligent
sensors. In order to evaluate and improve such agents’ software architectures and
the cooperation techniques that they involve, we introduce a simulation stage in
our development process. In this section, we describe this simulation step, the
comparison against other ad-hoc routing protocols, and then give an insight to
the operational embedded architecture.

5.1 The Simulation Step

The simulation first allowed us to experiment our approach and the software
solutions that we provide for the various problems. We can also quantify the
emergence inferred by the MAS approach in this case.

The simulation software structure is very basic. In fact, we have two types
of components: SimSensor and SimNetwork (fig 4). A SimSensor component
simulates the sensor behavior. It possesses its own model and architecture. All
the sensors have the same communication capabilities. They transmit their re-
quests to the SimNetwork component sends this information to all sensors which
can receive them, in the environment. SimNetwork can appear as the inference
mechanism for the simulation.

5.2 Simulation Results

We have compared our multiagent system to three other ad-hoc protocols. The
DSDV protocol and the natural DSR protocol do not appear in this comparaison
because its efficiency were lower than the ehanced version of DSR which use
a route maintenance (memorization of main route).

We thereafter call efficiency the ratio between the theoretical useful volume
(useful volume of the optimal path) and the real configuration volume added to
the extra of the real useful volume. The extra of the real useful volume equals the
real useful volume minus the theoric useful volume. Thus, a nonoptimal way will
be suitably penalized. We can notice that DSR and DSR-ROUTAGE use optimal
path to transmit messages contrary to our routing multiagent approach. Indeed,
in our case the way is a succession of groups: it is this succession of groups which
is optimal in our case.

Fig. 4. Simulation plateform architecture
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Fig. 5. DSR and self-organized MAS comparison for unidirectionnal use case

Use Case 1. At first, let us present some performances in the ENVSYS context.
All sensors communicate only with the workstation situated at the end of the
undergound river system : it is a unidirectionnal protocol. In this case, messages
are small (five bytes : one for data type and four for the measure). For this
example, three messages are send by five second. The same scenario is applied for
the different protocols. In the real ENVSYS use case a sensor take one measure
by hour.

We can see that the benefit (fig 5) of our approach is important. Quickly our
routing method can deliver all messages with a good efficiency. Higher is the
number of sensors better is the reactivity of our approach. We must note that if
the system knows no pertubation or mobility variation, DSR will be better from
an efficiency point of view. It is normal because in this case DSR learns all the
routes (succession of sensors) allowing to communicate with the workstation. It
is not really the case with our approach which reason from the group and not
from the sensors. One consequence is that the route used by the messages with
our approach are not optimal.

Use Case 2. In this case, we are in the ENVSYS context where the sensors
communicate together for elaborating more complex measures. We choose to
give to messages a size of thirty bytes.

In this case the behavior of our approach is much better than DSR because
its route management is more complicated.

If we add some perturbations on these scenarios (one perturbation by three
minutes) the efficiency is nearly the same (it is not the case for the DSDV
protocol).

5.3 The Operational Embedded Architecture

Therefore, we will demonstrate the feasibility of our approach. For the sensors
we have chosen a classical three-layers architecture of the following type:
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Fig. 6. DSR and self-organized MAS comparison for the multidirectionnal use case

We use the physical layer which is employed by NICOLA system, a voice
transmission system used by the French speleological rescue teams [7]. This layer
is implemented in a digital signal processor rather than a full analogic system.
Thereby we can keep good flexibility and we are able to apply further a signal
processing algorithm to improve the data transmission.
The link layer used is a CAN (Controller Area Network) protocol stemming from
the motorcar industry and chosen for its good reliability. The applicative layer
is constituted by the agents’ system. The agents are embedded on autonomous
processor cards. These cards are equipped with communication modules and
with measuring modules to carry out agent tasks relative to the instrumenta-
tion. These cards supply a real time kernel. The KR-51(the kernel’s name) allows
multi-task software engineering for C515C microcontroller. We can produce one
task for one capability. We can then quite easily implement the parallelism in-
herent to agents and satisfy the real-time constraints.

6 Conclusion

Our Multiagent System. This software agent architecture is embedded on au-
tonomous processor cards. The multiagent system, which we are creating, has
two important features. First of all it is an open system: adding a sensor does
not require a manual reconfiguration. Most of sensors’dysfunctions should not
threaten the functional integrity of the whole system which should be fault tol-
erant. Besides, our multiagent system is homogeneous. Indeed, all the sensors
have a hybrid decisionnal architecture based on the ASTRO model. Through the
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simulation step , we can already notice what the MAS approach provides versus
a classic approach. We summarize these contributions in three points:

– The emergent feature, which is inferred by the MAS approach, makes the
system flexible and robust. Indeed, the system is fault tolerant to changes of
the environment in which it evolves.

– Agents present interesting features of software engineering such as genericity
allowing an easy evolution of the applications.

– Generic aspects of agents allows us to envisage differents applications for this
network type such as diagnosis, risk management, data fusion, predictive
model elaboration...

Future Work. In a near future, we want to analyse the effect of a recursive
mechanism on this application. By this way, we hope to increase its efficiency in
the case of a very pertubated context.
We project to apply our approach to other applications such as health monitoring
and movement tracking. For these new applications, eavesdrop can introduce new
problems on messages security.
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[12] J.-P. Jamont, M. Occello, and A. Lagrèze. A multiagent system for the instrumen-
tation of an underground hydrographic system. In Proceedings of IEEE Interna-
tional Symposium on Virtual and Intelligent Measurement Systems - VIMS’2002,
Mt Alyeska Resort, AK, USA, May 2002. 110

[13] D.B. Johnson and D.A. Maltz. Dynamic source routing in ad hoc wireless net-
works. In T. Imielinski and H. Korth, editors, Mobile Computing, pages 153–181.
Kluwer Academic Publishers, 1996. 107

[14] M. Occello and Y. Demazeau. Modelling decision making systems using agents
for cooperation in a real time constraints. In 3rd IFAC Symposium on Intelligent
Autonomous Vehicles, volume 1, pages 51–56, Madrid, Spain, March 1998. 110

[15] M. Occello, Y. Demazeau, and C. Baeijs. Designing organized agents for coopera-
tion in a real time context. In A. Drogoul, M. Tambe, and J. Singh, editors, Col-
lective Robotics, volume LNCS 1456, pages 25–73. Springer-Verlag, March 1998.
110

[16] M. Occello and J.L. Koning. Multi-agent based software engineering: an approach
based on model and software reuse. In From Agent Theory to Agent Implementa-
tion II - EMCSR 2000 Symposium, pages 645–657, Vienna, April 2000. 106

[17] C.E. Perkins, E.M. Royer, and S. Das. Highly dynamic destination-sequenced
distance-vector (dsdv) routing for mobile computers. In Proceedings of ACM
SIGCOMM’94, August 1994. 107

[18] E.M. Petriu, G.G. Patry, T.E. Whalen, A. Al-Dhaher, and Z. Groza. Intelligent
robotic sensor agents for enviroment monitoring. In International Symposium on
Virtual and Intelligent Measurement Systems - VIMS 2002, pages 19–20, May
2002. 108

[19] M.F. Wood and S.A. DeLoach. An overview of the multiagent systems engineering
methodology. In The First International Workshop on Agent-Oriented Software
Engineering, 2000. 106

[20] M.J. Wooldridge, N.R. Jennings, and D. Kinny. The gaia methodology for agent-
oriented analysis and design. In Autonomous Agents and Multi-Agent Systems,
volume 3, pages 285–312. Kluwer Academic Publishers, 2000. 106

[21] W. Zhang, Z. Deng, G. Wang, L. Wittenburg, and Z. Xing. Distributed problem
solving in sensor networks. In AAMAS’02, pages 15–19, July 2002. 107, 108



Tlachtli∗: A Framework for Soccer Agents
Based on GeDa-3D 

Francisco Ocegueda, Roberto Sánchez, and Félix Ramos

CINVESTAV-IPN Unidad Guadalajara 
Prol. López Mateos Sur 590, 45090 Guadalajara, Jal. Mexico
{focegued,rsanchez,famos}@gdl.cinvestav.mx

Abstract. Tlachtli is a framework for Soccer Agents based on the platform
GeDa-3D. It proposes a system for the simulation of the soccer game based on 
cognitive intelligent agents. Tlachtli using GeDA-3D facilities offers a three-
dimensional graphic environment where the game is simulated. This work is
different from RoboCup platform because it includes a 3D interface and also 
offers the facility to add personality to the players. Personality can affect or
modify the agents' responses to the environment. In a future work the emotions 
of the players will be included in the agent architecture.

1 Introduction

Nowadays there exists much research developed for Soccer Agents simulators [1,2]
based on the RoboCup competition[2]. Our interest is the development of a platform
for the soccer game, where intelligent software agents are contemplated as key part
and to be able to develop some characteristics that have been few contemplated in the
platforms oriented to RoboCup. These characteristics include concepts such as:
Personality and Emotions. The present work outlines our platform: Tlachtli. This
platform was developed in a three-dimensional graphic environment GeDa-3D [3],
which allows carrying out simulations of the game in a three-dimensional
environment. Tlachtli also proposes an architecture of agents, which adds as
characteristic its personality and in near future it will include the emotions.

The remainder of this paper is organized as follows: Section 2 describes the
Tlachtli architecture. Section 3 describes the agent architecture used in this work. 
Section 4 overviews the environment of Tlachtli. Section 5 presents an application
using Tlachtli

2 Tlachtli Architecture 

This section presents the architectural design of Tlachtli, and describes how it is 
customized to perform a simulation using soccer agents.

∗ Tlachtli was a game ball played by the Aztecs and some individuals have claimed that it is
over 3000 years old. The game involved passing the ball from side to side without it 
touching the ground.

F. F. Ramos, H. Unger, V. Larios (Eds.): ISSADS 2004, LNCS 3061, pp. 118-124, 2004.
© Springer-Verlag Berlin Heidelberg 2004 
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Fig. 1. Model of Tlachtli 

The Figure 1 shows the model of Tlachtli. It is formed by the following
components: The agents, the environment, the GUI and the blackboard. The
environment includes the field, and represents the place where the agents interact. It 
has its representation in the GUI. The state of the environment is saved in the
blackboard [4, 5], from where the agents obtain information about it. The agents
perform actions and modify the state of the environment. The GUI is created using the
GeDA 3D Editor [3]. Each element of the game has its own representation in the GUI,
which is updated every time the element's state changes. The GUI's elements
includes: the field, player and ball. The field is a 3D graphical representation of the
field of indoor soccer game. Consequently it has four bounds which are like walls.
The player is the name of the avatar representing the player agent; the ball is the
graphical representation of the ball agent. 

With respect to elements movements: The player has a set of possible movements
(to walk, run, pass, kick, tackle) which was defined in the source object created in
GeDA 3D; the ball moves in response to actions from player such as passing and
shooting, also the ball obeys the physics laws that govern the parameters as velocity,
angles, momentum, etc; and the field is static.

The architecture of Tlachtli is shown by means of an AUML class diagram
(Figure 2) containing fundamental components in the Tlachtli. These components are
the basic building blocks.

3 Agents

The kinds of agents implemented are usually known as cognitive agents [4, 5]. The
actions performed by the agent as response to a signal from the environment are ruled 
by the behavior of each agent [4, 5]. Our approach includes, as novelty, the
personality as characteristic of the agent. Personality is used to modify agent's
behavior throughout the game. In order to implement the previous characteristic the
agent contains two learning modules. The first one classifies the personalities of the
others agents in the game. The second one allows the agent to select the action to
perform taking into account the others agent personalities and his own.
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Fig. 2. The architecture of Tlachtli

3.1 Agent Personality

Every soccer player's personality is identified through his behavior in the field; 
personality determines the way he plays. It is possible to know player's personality
observing his behaviors. For this reason, we include personality as a key part of the
agent.

3.2 Soccer Agents Architecture

The Figure 3 shows the Architecture of soccer agents that Tlachtli drives.

Fig. 3. Architecture of Soccer Agent
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Fig. 4. Environment of Tlachtli

The agent contains an Input Sensor; this one receives signals from the environment
such as: agent's position, ball's position, teammate's position, etc. Moreover the agent
has two learning modules: Personalities Detector which detects the personalities of
the others agents using the vector of the actions performed by them. And Action
Selector that allows him to choose an action to be performed according to his
personality, state of environment and the personalities detected by the Personalities
Detector. Also the last one is the mechanism by means of which the agent learns how 
to play soccer. Finally the agent performs the action and it modifies the environment.

3.3 Personality Detection 

The detection of the personality of a player is made by a learning module. It receives
a vector where is stored the frequency of each action performed by the agent and then
classifies the pattern and gives as answer the personality of the agent.

4 Environment

The environment is the place where the agents reside. We considered a centralized
environment 1[4]. The Figure 4 shows the Tlachtli environment. The centralized
environment has a representation which is saved in the blackboard. When the
environment is modified by the actions of the agents, it is necessary to update the
representation of the environment in the blackboard.

5 Example

This section shows an application developed using our framework. It is a soccer game
where each team has two players. The objective is to score at the opponent's goal.
This is a simulation of the game, the rules are next, but can be modified easily.

1 The agents are not centralized, but they are distributed.
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5.1 Rules of the Game 

The rules of the game are the following:

• The match ends when someone scores: When one player scores, the match
finish, and can be restarted.

• The game is based on indoor soccer: The field has walls surrounding it, so the
ball can not leave the field. 

• The game is played at the level of the floor. Currently, the ball has only
movements in two dimensions.

• The kickoff is made by a team selected randomly in every match.

5.2 Personalities

We have defined four personalities, which are: 

• Selfish: He hardly passes the ball, always wants to dribble and shoot.
• Aggressive: He plays in a rude way, hitting his opponents (accidentally or

intentionally).
• Cooperative: He runs for the ball, passes it, dribbles. He plays for the team.
• Passive: He is not interested in running for the ball, neither in helping his

teammates.

The user assigns to each player a personality (see Figure 5), which determines his
behavior in the field.

5.3 Learning Modules 

As previously described, each player has two learning modules: The first one is
responsible of detecting the opponents' personality, and the second one for selection
of action to be performed. In short: learning how to play. The learning modules are 
based on neural networks [6].

Fig. 5. Initial Screen
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Fig. 6. Complete view of the game

The networks used in this example are feed forward back propagation neural
networks, with one hidden layer of neurons [6].

Supervised learning is used to train both neural networks. The first is trained using
the patterns of a simple behavior from each personality. The second is trained
considering as input the most important situations of the game. The second neural
network receives information from the first, to decide the action to be taken on the
game. To determine the personality of an opponent, we take into account the actions
he has performed during the game (behavior).

The Figure 5 shows the initial screen, where the user assigns each player a 
personality, and places the players in the field.

The game in action is shown in Figure 6. A player of the dark team has the
possession of the ball. This player has a selfish personality, so he tries to shoot when
he has the opportunity although his teammate has a better position.

5.4 Simulation

This application was executed several times using at each episode a different
combination of personalities, and then we observed the behavior of the players. We
noted in general that different personalities in the agents cause they performed
different actions over similar situations.

6 Conclusion

This paper proposes Tlachtli as a framework for soccer agents based on GeDA 3D. 
Tlachtli allows simulating the soccer game in a three-dimensional graphic
environment. Players are modeled as intelligent software agents. They are a key part
of this work and they include some characteristics that have been few contemplated in 
the platforms oriented to RoboCup. The proposed architecture for soccer agents
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allows assign personality to soccer agents. Personality is used to modify agent's 
behaviors throughout the game. 

To prove our approach we also present an application using Tlachtli. The execution 
of this application showed results according to our expectations: The behavior of the 
agent was modified by his personality and the personalities of the others agents. 

Finally, Tlachtli is an extendable framework, because it can take advantage of each 
new characteristic of GeDa 3D, which is in constant evolution. Moreover, it could 
incorporate new features, according to needs. 

7 Future Work 

Future work contemplate incorporate emotions over Tlachtli, in order the soccer 
players can modify their behaviors according to the emotions that they feel 
throughout the game because the behaviors of other players. Until now, the game is 
played at the level of floor. We are investigating how to implement the ball 
movements in three dimensions. This is useful to be close to real match. 

Even if Tlachtli is open, we are thinking to add other personalities, and we are 
studying different learning algorithms. 
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Abstract. The recent emergence of handheld devices and wireless networks
implies an exponential increase in the numbers of terminals users. Given this
increase, today's service providers have to propose new applications adapted to
mobile environments. In this article, we focus on distributed proximity M-
services, in which several handheld devices, situated in close physical
proximity to one another, can communicate and exchange data. Proximity M-
services exploit a combination of mobile devices and heterogeneous mobile 
and/or fixed networks, and require a high degree of flexibility in order to permit
easy and rapid application development. Because these applications are based
on the Hybrid Peer-To-Peer (P2P) software architecture, such problems as
scalability, deployment, security, reliability and information retrieval in M-
services, can be more easily resolved than in other architectures. Within the
framework of this software architecture, we focus on the localization
problematic. Existing localization solutions are not well adapted to the mobility,
dynamicity and heterogeneity of the Proximity M-service environment. Our 
solution to this lack of adaptation is ISLANDS, a service designed to aid the
user in identifying and locating information and/or services within a
communication area. ISLANDS is a decentralized service derived from the 
directory service model and adapted to the management of numerous 
distributed resources. In addition, ISLANDS provides querying facilities and a 
query evaluation model adapted to distributed directory management. Since 
most ISLANDS users are mobile, location dependent queries are also
supported, thus enabling users to track down the closest theater or, more 
importantly in an emergency, the closest general practitioner's office. Doing so
obviously requires pinpointing the location of the query issuer, and one of the
original aspects of our approach is the adaptability of the localization process : 
given that few handheld devices today are equipped with geo-localization
features, ISLANDS is able to return approximate solutions by estimating the
position of the client terminal, although ISLANDS can also use GPS-like 
techniques if available.

Keywords : Localization Service, Location Dependent Queries, Evaluation 

1 Introduction

The emergence of both handheld devices and wireless networks [19] implies an
exponential increase in the numbers of terminals users. Given this increase, today's
service providers have to offer new proximity services adapted to mobile
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environments [1, 3]. Among these services, proximity applications [16] deployed in 
highly distributed environments permit new possibilities for users of these handheld 
devices. These proximity applications exploit communication areas formed 
dynamically by juxtaposing several wireless and mobile networks. For example, a 
communication area can result from the association of a wireless LAN (Local Area 
Network) and a wireless PAN (Personal Area Network). Wireless communication 
areas are also highly dynamic since they evolve in relation to user mobility. These 
areas allow communications between different users who are physically close to one 
another. Indeed, depending on the location of these users, a certain set of services is 
proposed. For example, using a proximity service, users could buy goods, exchange 
data or communicate with other users. In addition, the set of services can evolve as 
the user moves from one area to another. A proximity service is created 
spontaneously when several users form a communication area and want to share 
information. This service then evolves dynamically in relation to the movements of 
the participants and terminates when there are no longer any participants.  

Due to the dynamicity and the heterogeneity of both networks and devices, a high 
degree of flexibility is required to exploit proximity services. In an earlier article [16], 
we demonstrated the importance of the hybrid Peer-To-Peer (P2P) architecture model 
[24] in basic proximity applications. Clearly, the partial centralization and the 
flexibility of the P2P model make proximity applications developed using this model 
much more adaptable to changing environments. 

In such environments, the information is distributed through different devices. Due 
to user mobility, the information available in the communication area evolves rapidly, 
and localization services are needed to provide correct and up-to-date information to 
users. Without such mechanisms, users cannot exploit the proximity services since 
they are unable to access the available information. For example, in a proximity 
electronic commerce application, the potential client has to be able to retrieve the 
different vendors and their propositions in order to benefit from the offers. Because 
existing localization solutions (naming services, trading services, discovery 
services, …) do not deal well with the constraints imposed by proximity applications, 
in terms of distribution, dynamicity and heterogeneity of both terminals and networks, 
we propose ISLANDS1 [18], a new distributed localization service, exploiting 
directory services technology and dedicated to mobile environments.  

In a proximity applications, due to the users mobility, we have also to be able to 
evaluate queries in function of users locations. Thus, based on ISLANDS, we focus 
on the evaluation of location dependent queries such as “Where are the music stores 
closest to me ?”. Location dependent queries are evaluated according to the user's 
physical location, and responses are designed to help the user localize the resources 
needed easily and precisely. The process for locating the user proposed in the paper 
and required for the evaluation of location dependent queries does not rely only on 
existing localization techniques, such as GPS, since they are only available on few 
handheld terminals today. Indeed, using ISLANDS, user location can also be 
estimated using the localization data usually stored in directory services for 
computing approximate query results.  

                                                          
1 Information and Services LocalizAtioN and Discovery Service
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The rest of this paper is organized as follows : Section 2 gives an overview of the 
localization service ISLANDS and present existing solutions in location queries 
evaluation and their limitations. Our proposition to evaluate location dependent 
queries is explained in section 3, with special attention given to the procedure for 
estimating the location of a mobile user. And finally, in section 4, in conclusion, we 
present our prototype and present the perspectives for future research. 

2 ISLANDS

2.1 An Overview 

A participant in a proximity service has to be able to locate the data available in 
his/her communication area, not only the information stored on the participant's 
device but also the information managed by the system's remote peers. Since existing 
localization solutions present severe drawbacks, we have proposed a dedicated 
solution: ISLANDS, an Information and Services LocalizAtioN and Discovery 
Service [18]. ISLANDS is based on the directory services technology because, 
compared to both naming and trading services, this technology provides very 
interesting features such as scalability, querying facilities, authentication and so on.  
However, the current directory services present also severe limitations in our 
environment. Thus, in ISLANDS, we have extended the directory services technology 
to be adapted to the constraints imposed by mobile, heterogeneous and dynamic 
environments. In order to support these constraints and to exploit the benefits of the 
underlying hybrid P2P architecture, our solution does not rely on a centralized server 
but rather on the deployment of ISLANDS for each peer able to interact in the 
communication area. As shown in Fig. 1, based on the hybrid P2P Model, two types 
of peers are distinguished : the light peers and the central peers. Peer type essentially 
depends on the underlying hardware configuration. Central peers generally 
correspond to robust servers, whereas light peers correspond to handheld devices. 
Central peers, as their name implies, centralize information to share it with the other 
peers. The most of time, every central peers are selected  at the application 
deployment. Light peers correspond to thin clients exploited by users to submit their 
queries and consult the results. We choose to deploy ISLANDS on every peers 
(central or light) in order to stand up to the inherent mobility and dynamicity of the 
system. Naturally, ISLANDS can be customized in terms of the peer's resources (CPU 
power, memory space …). For example, a powerful peer (as is generally the case for 
central peers) can easily store and share information about the other peers. On the 
other hand, the localization service as deployed for a light peer may only be able to 
store a small amount of information locally in addition to providing users with a 
means for retrieving the information stored on remote peers. Thus, the distribution 
between the instances of ISLANDS services is completely transparent for users. 
Indeed, in proximity applications, the data and services set is distributed over the 
different peers present in the communication area. ISLANDS queries are evaluated 
throughout the entire communication area and thus, if necessary, are forwarded 
automatically to remote directory services.   
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Central peers Light peers Permanent Connections
Possible Connections

Communication Area

ISLANDS

ISLANDS References

ISLANDS

ISLANDS References

Fig. 1. ISLANDS Distribution 

2.2 Location Queries 

In the mobile context considered in this article, the different participants have to be
able to query information in relation to their location. For example, a participant may
want to identify and retrieve the location of the closest general practitioner.
Traditionally, directory services propose very simple query languages. However, this
is very restrictive. With ISLANDS, in order to select information in terms of location
or proximity, several simple and user-friendly operators are used to verify proximity
constraints : inside, closest and close [17].  First, the inside operator is used to retrieve 
elements within one area. For example, it can be used to retrieve every vendors at the
ground floor of a shopping mall. Then, the closest operator is used to access a 
particular element located the shortest distance from the query issuer or from a
specified location parameter. It can be used, for example, to retrieve the fast food
closest to me or closest to Virgin. And finally, the close operator is an evolution of the
closest operator. This operator is used to retrieve several elements close to the issuer
or close to a specified location parameter. It may also be used with a distance
parameter. This optional parameter is an integer representing the number of meters,
which defines the maximal distance between the specified target and the issuer (or a
specified location).

Since the presentation of the concept in 1992 [10], querying location dependent
information in mobile environments has become an important field of research. A lot
of studies concern questions of data management in mobile devices and the
information about devices' location  [4, 12]. Of those, several are worth mentioning.
Sisla et al. [14, 15] have proposed the Moving Object Spatio-Temporal (MOST) data
model to manage the locations of moving objects and to predict their future locations.
The DOMINO project [20, 21, 22, 23], which complements our work quite nicely,
proposes a model that represents moving objects in a database and tracks them
efficiently. These same authors also propose Future Temporal Logic (FTL) as a query
language for such a model. Several other interesting works deal with processing
continuous location-dependent queries in mobile environments [5, 7, 8, 11]. These
studies concentrate on query processing on mobile terminals. Such processing relies
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on a centralized environment and the use of handheld devices equipped with 
localization techniques, such as GPS. In this article, we have focused on evaluating 
issuer location in order to improve the quality of location-dependent query results. 
Similar studies have also been completed using URLs in a web context [2], but to the 
best of our knowledge, the problems of mobility and dynamicity have not yet been 
dealt with prior to the work described in this article. 

3 Evaluating Location Dependent Queries 

One of the main difficulties of the query engine concerns the evaluation of location-
based queries. First, the evaluator has to define whether the query is location-aware or 
location-dependent [13]. A location-aware query, such as “retrieve the fast foods 
close to Virgin”, does not depend on the issuer's location. On the other hand, a 
location-dependent query, such as “retrieve the TV set vendor closest to me”, requires 
that the user's position be known. In this section, we firstly focus on the evaluation of 
the client location. Then, we present the evaluation of the location queries. 

3.1 Evaluation of the Location 

One of the original aspects of our approach is the adaptability of its localization 
process, which can be adapted to the resources of the underlying peer. The process 
can be based on geographic localization technologies like GPS; however, given that 
today's handheld devices often do not have GPS-like features, localization will 
generally be based on the location data stored in the Directory Information Tree 
(DIT), particularly the referenced directory services. Using stored data means that 
localization can be approximated. Some studies [9, 25] have proposed broadcasting 
geographic information to wireless device users so that they can evaluate their 
position. However, such solutions make it difficult for a particular user to estimate the 
correctness and the precision of the broadcast information. To increase the precision 
of the location information broadcast to users, one solution is to increase the number 
of servers used to broadcast location information. Unfortunately, seeing as the 
information may come in from several different servers, this solution complicates 
matters by making it very difficult for the handheld devices to choose which location 
information should be used. Our solution, which exploits the P2P environment, relies 
on information-sharing between neighboring peers, as explained below. 

If the query issuer is using a stationary computer, its location is well known, and 
the location evaluation is negligible. Indeed, stationary computers always have the 
same location, which is specified only once. On the other hand, defining the location 
of mobile peers is a major difficulty because issuer location can change at any 
moment and potentially must be re-evaluated for each evaluated query.  For those 
cases when location cannot be provided by geo-localization techniques like GPS, we 
propose to compute approximate and relative locations that are nonetheless sufficient 
for evaluating location dependent queries. Specifically, the approximate location of 
one peer is determined using location information from the peers connected to it.  
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<locationDescription>
  <symbolicLocation> 
    <building name = « Building 1 »> 
      <floor name = « first »> 
         <section name = « North »> 
            <room name = « Virgin »> 
            </room> 
         </section> 
      </floor> 
    </building> 
 </symbolicLocation> 
 <physicalPosition> 
      <lat> 27.7 </lat> 
      <long> -15.1 </long> 
      <alt> 197.4 </alt> 
 </physicalPosition> 
</locationDescription>

Fig. 2. Example of a locationDescription attribute file

Indeed, the location evaluation is based on remote peers data. This information can 
be stored locally on the peer. Indeed, for each remote neighbored peer, several 
attributes are retrieved and can be stored on the local peer. To estimate the issuer 
location, we use four of these attributes for each remote peer : 

- The locationDescription attribute describes the geographic location of the 
referenced directory service. As shown in Fig. 2, the symbolic location 
(building, room …) and/or the physical location (using GPS for example) [6] 
can be represented in XML because it allows a trace of the location data 
semantic to be preserved and also facilitates location data management. 

- The locationLastUpdate attribute represents the date of the last update of the 
locationDescription attribute file.  

- The connectionRange attribute provides a range which allows to estimate the 
distance between the peer and the remote peer. 

- The connectionState attribute allows to know if the peer is connected to the 
remote peer.  

The algorithm (the evaluation function) described in Fig. 3, used to evaluate the 
location of a light peer employs an approximation degree, calculated from the 
locationLastUpdate and the connectionRange attributes, to estimate the quality of the 
computed location. The smaller the degree, the better location. This algorithm 
provides a list of couples (location, approximation degree), sorted by approximation 
degree. In this algorithm, the Nb variable is defined in terms of environmental 
constraints and indicates the maximal number of locations to be computed. The 
smaller the Nb variable is, the shorter the execution time of the evaluation will be.  

First, if the light peer is connected to other peers, the di and ri variables for each 
connected referenced peers are defined. The d variable corresponds to the difference 
between the current date and the LocationLastUpdate attribute. Thus, the larger d is, 
the more out-of-date the location data is. The r variable defines a proximity index 
corresponding to the connectionRange attribute (which defines an approximate value 
of the distance separating the light peer from their connected peers in function of the 
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network rate quality) in order to select the closest peers. The di and ri variables are 
stored in two tables : respectively tables d and r. In the case of central peers, the di
variable is null because their location is always updated. Then, for each connected 
peer, we calculate their approximation degree. This degree is a*ri for a central peer or 
b*di + c*ri for a light peer. The a, b and c coefficients allow the priorities used to 
compute the “best” locations to be balanced. Then, a location list of Nb couples is 
sorted in function of this approximation degree. Nb corresponds either to the Nb
variable defined in the evaluation function or to the number of connected peers 
(nbConnectedPeers) if Nb>nbConnectedPeers.

Example 

In this example, a peer p has express a location dependent query, thus, to evaluate this 
query, his/her location has to be evaluated. The following illustration of the location 
evaluation is based on a configuration in which the peer p has 6 neighbored peers : 3 
central peers and 3 light peers. The different attributes of the neighbored peers are 
stored on the peer p, these attributes are described in the table 1.  

Function Evaluation return LocationList 
{
Nb := LocationListNb() ; //returns the number of desired 
elements in the LocationList 
RefPeerList := RefPeerList() ; //retrieves the set of 
referenced peers 
ConnectedPeerList := Connected(RefPeerList); //the attribute 
connectionState > 0 
nbConnectedPeers := nbPeer(connectedPeerList) ; 
LocationList := null ; 
If ConnectedPeerList is not null then 
    {
     Int d[nbConnectedPeers] ; 
     Int r[nbConnectedPeers] ; 
     For i=1 to nbConnectedPeers loop 
 { 
      d[i] := coeff_d(connectedPeerList, i) ; //defines the d 
coefficient : the difference between the current date and the 
locationLastUpdate attribute
      r[i] := coeff_r(connectedPeerList, i) ; //defines the r 
coefficient in function of the connectionRange attribute
   approxDegree := approxDegree(d[i], r[i]) ; //returns a*r[i] 
if the peer i is a central peer or b*d[i] + c*r[i] if the peer 
i is a light peer 
   locationList := concat(locationList, (location(i), 
approxDegree(i))) ; 
 } 
If Nb > nbConnectedPeers then Nb := nbConnectedPeers ; 
LocationList := Sort(LocationList, Nb); //returns a list of Nb
couples sorted in function of the approximation degree 
Return LocationList ; 
}

Fig. 3. Evaluation Function 
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Table 1. Example of referenced directory services entries

Referenced Light Peers Referenced Central Peers 
LP = LP1 
locationDescription  = «LP1.xml » 
locationLastUpdate = Oct-14th-2003 1:00 pm 
connectionRange = 2
connectionState = 0 
…

CP = CP1 
locationDescription  = «CP1.xml » 
locationLastUpdate = sysdate 
connectionRange = 60 
connectionState = 30 
  … 

LP = LP2 
locationDescription  = «LP2.xml » 
locationLastUpdate = Oct-14th-2003 2:33 pm 
connectionRange = 3 
connectionState = 30 
  …

CP = CP2 
locationDescription  = «CP2.xml » 
locationLastUpdate = sysdate 
connectionRange = 90 
connectionState = 0 
  …

LP = LP3 
locationDescription  = «LP3.xml » 
locationLastUpdate = Oct-14th-2003 2:16 pm 
connectionRange = 30 
connectionState = 40 
  …

CP = CP3 
locationDescription  = «CP3.xml » 
locationLastUpdate = sysdate 
connectionRange = 30 
connectionState = 60 
  …

The current date in the example is Oct-14th-2003 at 2:43 pm. a, b and c are 
respectively set to 1, 10 and 1. Nb is set to 3. Then, the Evaluation function (Fig. 3) is 
executed.  

Function Evaluation : 

Nb := 3
The RefPeerList is {LP1, LP2, LP3, CP1, CP2, CP3}. 
The ConnectedPeerList is {LP2, LP3, CP1, CP3}. 
nbConnectedPeers := 4

The set of variables is defined : d = [10,27,0,0], r = [3,30,60,30]
For each connected peer, an approximation degree is calculated (a*r[i] 
for a central peer or b*d[i] + c*r[i] for a light peer) 
Thus, the locationList is : 
 {(LP2.xml, 103), (LP3.xml, 300), (CP1.xml, 60),(CP3.xml, 30)} 

Then, the list is sorted in function of approximation degrees. 
Thus the final result is the LocationList = {(CP1.xml, 30), (CP3.xml, 
60), (LP2.xml, 103)} 

This location evaluation returns a list of locations sorted in terms of their 
approximation coefficients. The approximation coefficient is very important and will 
facilitate the location query evaluation described in the next section. In rare cases, the 
light peer location cannot be evaluated because the evaluation function returns a 
null/empty list. In this case, an interactive system can be proposed which will allow 
the user of the light peer to describe his/her location. 

3.2 Evaluation of Location Queries 

The previous section explained how the issuer location is determined when the query 
is location-dependent.  Then, let us call QL the location resulting from the query and 
PL, the parameter location, which can be explicitly specified in the location operator 
or computed. For example, to retrieve the fast food closest to me, the QLs will be 
every fast food locations and the PL is my location (one XML file if my location is 
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exact or several XML files if my location is computed using the location evaluation 
solution described in the precedent section). For each location operator, the evaluator 
must compare each PL of the locationList with each QL. If the query is location 
aware or if the peer location is fixed and known, there is only one element in the 
locationList and the approximation degree is null. For example, for the location-aware 
query : “Retrieve the fast foods close to Virgin ?”, each QL corresponds to each 
location of one fast food in the shopping mall and PL corresponds to the list 
containing the unique couple {(VirginLocation.xml, 0)}.  

We choose to base the location description on the same fixed DTD to facilitate the 
comparison between XML files. Therefore, for each proximity application, a DTD 
could be defined. Based on fixed DTD, the comparison of the different location files 
is more easily computed. In a XML location file, the location can be represented in 
different ways : for example, such as the location described in Fig. 9,  the location is 
described in symbolic data and in physical data. Indeed, some central peers can be 
provided with a GPS module. 

Firstly, we consider the inside operator, which has a LocationType parameter. The 
comparison of two locations is possible only if the two location XML files contain a 
symbolic description. The LocationType parameter represents a XML element, for 
example the “stage” element to retrieve the fast foods of my stage. Then, each PL is 
compared with each QL  : when there is a match to the LocationType element, the QL 
is selected. And finally, for each selected location, a correctness degree is computed : 
Correctness_Degree = 1/(Approximation_Degree + 1).   

Table 2. Comparisons in function of XML files contents

QL's XML file content 
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Table 3. An example of correspondence table for the similarity coefficient between two 
locations

Physical comparison 
(distance in meters) 

Symbolic comparison 
(similarities in %) Similarity Coefficient 

<100 m >0% 10%
<80 m >20% 30%
<60 m >40% 50%
<40 m >60% 70%
<20 m >80% 90%
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Secondly, let us consider the close and closest operators. As shown in table 2, the 
comparison between two locations is computed in different ways according to the 
XML files contents. For example, if the PL corresponds to symbolic data, the 
comparison is possible if the QL is represented in symbolic data or in both symbolic 
and physical data. 

When there is a match between two locations, a similarity coefficient is computed. 
This coefficient is based on the percentage of values similarities in the case of 
symbolic representation comparison. In the case of physical representation, this 
similarity coefficient is based on the distance between the two physical locations : the 
larger the  distance, the smaller the similarity coefficient. This distance is [(lat1-
lat2)²+(long1-long2)²+M*(alt1-alt2)²]. The M constant is used to penalize the altitude. 
Then, a correspondence table is established in function of the application 
environment, this table allows to obtain a same similarity coefficient for the different 
representations. An example of this table is shown in the Table 3. 

Thus, for each comparison between a PL and a QL, we obtain a similarity 
coefficient.

If the location operator is close, when the distance parameter is specified, the query 
manager selects the QL solutions for which the similarity coefficient corresponds to a 
distance lower than the distance parameter. When the distance parameter is not 
specified, the query manager computes a correctness degree for each couple (PL,QL). 
The correctness degree is based on both the similarity coefficient and the 
approximation degree : Correctness_Degree = Similarity_Coefficient / 
(Approximation_Degree +1). Then, QL is sorted in function of a correctness degree. 
And the query manager selects a set of QLs, which have a correctness degree superior 
with a degree specified by the user. If the location operator is closest, the query 
manager selects the best QL solution in terms of the correctness degree. 

4 Conclusion & Perspectives 

In this paper, we have presented the evaluation of location dependent queries in 
ISLANDS. Indeed, ISLANDS is a localization service,  designed to support mobility 
and thus, it offers a query evaluator that provides distribution transparency and 
supports location dependent queries. Indeed, to evaluate location-dependent queries, 
the originality of our approach resides in the possibility of using not only localization 
techniques like GPS but also the data description localization that is usually stored in 
directory services. A prototype of ISLANDS, as presented in this paper, has been 
implemented. The Proximity Electronic Commerce application is selected to validate 
the prototype. In this prototype, the different peers are connected with Bluetooth or 
Wifi technologies. Pocket PCs Compaq Ipaq H5450 are used as light peers and 
represent the potential clients. Their data are stored in XML files. The central peers 
represent the vendors and their data are stored in the OpenLDAP directory server. The 
content of these directories is exported in DSML files in order to evaluate location 
dependent queries. To optimize the performances at the time of the updates, the 
different attributes of the neighbored peers are stored in indexes files. 

In the near future, we will have to consider query distribution optimization. Indeed, 
for the moment, the query is forwarded to every connected peers; however, this may 
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prove to penalize light peers (query execution time, resource consumption).
Consequently, distribution strategies are needed for optimizing the query evaluation. 
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Abstract. A regular and demanding task in legal offices is the search
for documents upon an arbitrary subject. The point lies in the fact that
each new process is analysed according to similar ocurrent ones which
have already — occurred the past analyses support the current one. Nev-
ertheless, this search is time-consuming since the number of documents is
generally large. Classical IR tools usually retrieve a significative amount
of irrelevant documents — where the terms of the query do not express
the meaning intended — and may miss relevant ones —- where the mean-
ing intended is represented by different terms. In this paper, a search
engine based on Conceptual Analysis is presented. The search engine en-
ables the retrieval of documents based on the meaning expressed by the
terms of a query rather than on their lexical representation. Therefore,
it attains a more effective analysis of past processes in legal offices.

1 Introduction

In legal offices, the analysis of processes upon past ones is a task performed
on a regular basis.. Past cases provide knowledge and support for the analysis
itself. However, that task is usually demanding, once there is often an abundant
number of documents available for search.

The legal domain requires accuracy and the retrieval of irrelevant documents
can make a search engine uninteresting for it. As classical IR tools are based on
term-oriented approaches, they usually retrieve a significant number of irrelevant
documents — because the terms of the query might not express the intended
meaning in the documents — and, moreover, miss some relevant ones where the
meaning desired might be conveyed by different terms.

In this paper, we present a knowledge-based IR tool. It uses Conceptual De-
pendecy (CD) to represent knowledge of the domain and a Conceptual Analyser
(CA) to translate a sentence in natural language into a sentence in CD. The
engine searches documents where terms express the meaning intended with the
terms of the query, rather than documents containing those terms. The result
set is more accurate and may contain even documents where none of the terms
provided in the query appear.

In Section 2, the formalism for knowledge representation is presented. Next,
Section 3 presents some sentences from the Legal Domain and their respective
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representations. The search engine and its architecture are described in Section 4.
Last, Section 5 shows a compilation of the ideas discussed in the paper.

2 Knowledge Representation

As in this work knowledge was associated with natural language, the formalism
should be able to take into account natural language. Conceptual Dependency
(CD) [5, 7] allows the handling of natural language through the use of a memory
manually developed. Some of its advantages are:

– Two different sentences in natural language which share the same meaning
have both a unique representation in CD;

– The availability of Conceptual Analysers (CAs) in the literature [2] which
can be expeditiously developed1.

The structure of a unit of memory is exposed in (1):

predicate([role1(filler1), . . . , rolen(fillern)]) (1)

where:

– predicate identifies a type of structure, which packages a list of Slots ;
– A slot has the form role(filler) and expresses a perceptible item in a struc-

ture along with its value;
– rolei identifies the perceptible item i in a structure;
– filleri is the value of the perceptible item i — which can itself be another

structure — in a structure.

Since the value of a perceptible item i in a structure s1 can be another
structure s2, some structures will obviously be aggregating others; therefore,
structures can link to each other. Thus, basic structures can be packaged by
top-level ones. Moreover, fillers can contain patterns, what allows the use of
matching constraints: if a filler contains a pattern, only instances which match
that pattern can fill the respective slot; if a filler is unbound, no constraint is
applied.

The hierarchy for generalization/specialization is not explicit in the formal-
ism presented. They were expressed as pairs (s, [a1, . . . , an), n > 1, where s
is either a specialization or an abstraction and ai is an abstraction. The use of
abstractions can be better understood in Subsection 4.1, where some slots are
filled only with objects which respect constraints.
1 CAs are programs which translate sentences expressed in natural language into sen-

tences expressed in CDs.
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3 From Documents to Memory

Case-based Reasoning is the default strategy used by the staff of a legal offices
in the analysis of documents. This work concentraded on the development of an
IR tool based on Conceptual Analysis and Conceptual Dependence [4, 6, 3, 7].
In addition, a memory was created with terms of the domain as a knowledge
source. The following examples demonstrate how a memory can be modeled —
only a significant part of the legal document was chosen to represent the whole
document:

1. Sentence: “Hypothesis in which the faltering accord does not suffer from
the referred omission.” — Figure 1 for graphical modeling. The concept
hypothesis aggregates the content “the faltering accord does not suffer from
the referred omission”. The concept hypothesis has an object accord in the
state faltering. In this case, the state is just a form under which the object
presents itself. The concept suffer was represented by a state upon which
the operator does not acts. Whereas, this state is acting upon a concept
representing an act of omission. In this example, the following concepts were
used:
– hypothesis: a concept which has an object as the content of the hy-

pothesis;
– not: an operator which produces the negation of a concept;
– state: an observation of an object or another state in a certain moment

in time, providing the notion of a static behaviour;
– omission: a concept which represents the notion of an act of omission;
– accord: a concept which represents a type of legal document;
– faltering: this concept represents and describes the state faltering.

2. Sentence: “Embargos of declaration against decision which does not contain
obscurity, contradiction or omission are inconsistent.” — Figure 2.
– implication: this concept represents a relation between two other con-

cepts where one is the cause for the ocurrence of the other;
– embargo of declaration: a concept which represents a special type of

embargo;
– critic: represents the notion of criticism, where an argument criticises

a theory;
– or: operator of disjunction;
– obscurity, omission, contradiction: represent their respective no-

tions;
– inconsistent: a concept which describes the state of the concept

declaration embargo.

The graphical models facilitate the creation of the respective entries in the
memory. The models also help define what kind of request2 will be necessary,
what the request will do when the term is read and how the term will eventually
be represented. The following example demonstrates a piece of the memory coded
in Prolog:
2 A request is a sort of trigger in Conceptual Analysis [2].
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not

hypothesis

state

state omission

accord faltering

content

object action

descriptionobject

Fig. 1. First sentence’s conceptual model

word(declaration,
[request(1,
[before(mental_object, O)],
[set_slot(O, typo(declaration([]))),
set_mode(normal)])]).

word(hypothesis,
[request(1,
[],
[add_cd(hypothesis([]), CD),
set_mode(noun_group)]),
request(1,
[after(lexical_item, which)],
[activate([request(1,
[after_destructive(mental_object, C)],
[set_slot(CD, object(C))])])])]).

4 The IR System

The search engine of the system is based on CD similarity, rather than math-
ematical approaches adopted in most of the current search engines. Next, the
system itself and its architecture are described.
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Fig. 2. Second sentence’s conceptual model

4.1 Parsing Sentences

The Conceptual Analyzer (CA) is the parser that maps sentences in natural
language into conceptual representations [2] — each term is read from left to
right. Expectations perform an important role in CA: they are used to fill in the
slots in the CD representing the meaning of the input sentence. Expectations
or requests are triggers which may be activated whenever a term is read. Using
the concepts available in the short-term memory, the triggers perform actions
on CD structures. Each concept, after recognized, is stored in the short-term
memory. If a request is not satisfied, it is placed in a queue to be satisfied later.
The following example ilustrates the use of requests in Conceptual Analysis:

– Input sentence: “Jack read a book”.
– Term “Jack”: indicates a reference to a male human being named Jack. This

reference is stored in the short-term memory under the token jack ;
– Term “read”: instance of the concept reading, which, in CD, is represented

by the concept mtrans([ actor( ), object( )]) and supplies some expectations
which will help to fill in the empty slots in the CD frame;
• requests for the slot actor : if there is some animated being before this

concept in short-term memory, fill in the slot actor with it — this expec-
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tation (request) is satisfied and the resultant CD is mtrans([actor(jack),
object( )]);

• requests for the slot object : if there is some physical object after this
concept, fill in the slot object with it — this request is not satisfied at
this moment.

– Term “a”: indicates that an instance of a concept should come next;
• requests of the term “a”: if a concept is found after this position in short-

term memory, it is marked with ref(indef) (indefinite reference) — this
request is not satisfied at this moment either.

– Term “book”: indicates an instance of a concept which is known to be a phys-
ical object and a source of information. Now the request belonging to the
term “a” is satisfied and the current concept is marked as book([ref(indef)]).
Furthermore, the request of the concept “read” that was waiting to be satis-
fied too is indeed satisfied and the slot object is filled with book([ref(indef)]);

– Output: the CD structure mtrans([actor(jack), book([ref(indef)])]).

In the legal domain, the output of the parser upon an input would be similar
to the following examples:

– Sentence: “Hypothesis in which the faltering accord does not suffer from the
referred omission.”

hypothesis([object(not([object(state([object(state([object(accord([])),
description(faltering)])),

description(omission([]))]))]))])

– Sentence: “Declaration embargos against decision which does not contain
obscurity, contradiction or omission are inconsistent.”

implication([cause(state([object(embargo([type(declaration([]))])),
action(critic([argument(embargo([type(declaration([]))])),

theory(not([object(state([object(decision([actor(_),
object(_)])),

description(or([object1(or([object1(omission([])),
object2(obscurity([]))])),

object2(contradiction([]))]))]))]))]))])),
consequence(transition([before(embargo([type(declaration([]))])),

after(state([object(embargo([type(declaration([]))])),
description(inconsistent)]))]))])

4.2 Case-Based Information Retrieval

Classical IR techniques use, as theoretical basis, statistical and mathematical
methods [1]. Some problems may arise in classical IR tools, such as retrieval of
documents which contain the terms of the query in different meanings. Also, some
documents which do present the intended meaning are not retrieved because the
terms of the query are different from the terms used in the documents. These
problems can be reduced if semantic is properly handled.

The search engine of the proposed system uses CD similarity to determine
how similar the user query is to the sentences in documents. This similarity is
recursive — a CD slot could be filled with another CD structure. The similarity
function takes two elements of a CD for comparison:
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Fig. 3. System Architecture

– predicate: has higher weight in the similarity; if two CD’s have both the same
predicate, then their similarity is already relevant;

– slots : has lower weight in the similarity; both roles and fillers are compared.

4.3 System Architecture

The system modules are depicted in Figure 3. An “ontology of use” is created
by expanding the terms in the “user ontology” into a suitable representation for
the Conceptual Analyzer (CA)3. Next, the module XML2CD is responsible for

3 The “user ontology” utilizes a simple notation to facilitate its creation, however that
is not the format used by the CA.
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the conversion of the relevant part of a XML document into a CD representa-
tion4. A CD document base is then obtained5. These two processes are executed
separately as well as the searching process — although the creation of the “on-
tology of use” is fast, the generation of CD documents may require a substantial
amount of processing time depending on the size of XML base.

When the user enters a query in natural language, that sentence is mapped
into a CD structure — as seen in Section 4. Next, the search engine retrieves
each CD document and compares each of them to the CD format of the query. In
the module similarity, the similarity between the document and the user query
is returned6. Finally, the resultant documents are returned ranked by similarity.

5 Conclusions

The construction of a memory model which properly represents a domain facil-
itates and clarifies the development of memory-based systems.

The effectiveness of the CA is determined by the ontology — or memory. If
the ontology is well defined, the results will be satisfactory. The use of knowledge
instead of statistical or mathematical methods in the search engine attains more
precise results.

Thus, memory-based IR systems could improve the current accuracy of infor-
mation retrieval. As meaning is manually defined, a search engine can rely upon
a much more accurate method when deciding whether a document is relevant or
not according to an ordinary query.
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Abstract. Typical electronic business applications need to make queries
about products and services made available by sellers and service
providers through the Web. Unfortunately, it can be a very time con-
suming task to discover information as simple as those, since every site
has its own metaphore. The so-called search engines can facilitate such
task because a client provides some keywords and obtain a list of Uni-
form Resource Locators (URL) that point to the target sites, but it does
not prevent from interacting with each site. We propose and define a
novel kind of service for the Web: the semantic search engine. Differently
from traditional search engines, a semantic search engine stores semantic
information about Web resources and is able to solve complex queries,
considering as well the context where the Web resource is targeted. We
show, through examples, how a semantic search engine may be employed
in order to permit clients obtain information about commercial products
and services, as well as about sellers and service providers which can
be hierarchically organized. Semantic search engines may seriously con-
tribute to the development of electronic business applications since it is
based on strong theory and widely accepted standards.

1 Introduction

A common requirement in electronic business applications is the ability to
make queries about products and services made available by sellers and ser-
vice providers through the World-Wide Web (WWW), or just Web, for short.
For example, clients may wish to discover the lowest price of a certain product
or may wish to know all shops in town that sell that product. Since normally
each seller or service provider maintains its Web site organized in a particular
way, clients need to interact with each target site, one by one, by using specific
metaphores. As a consequence, it can be a very time consuming task to discover
information as simple as those. Such a task is facilitated by the so-called search
engines, where a client provides some keywords and obtain a list of Uniform
Resource Locators (URL) that point to the target sites, but it does not prevent
from interacting with each site.

Obviously, a client would benefit from a service that could understand its
queries and give the proper answers. Such a service should know the precise
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semantics of products and services, besides keeping information about organiza-
tions that sell their products and services. For that reason, we call this type of
service a semantic search engine.

Typically, in a electronic business environment, information objects – which
represent commercial products or services – are categorized according to a cer-
tain taxonomy. Therefore, a straightforward means of representing semantic in-
formation about products and services is to devise a standard taxonomy and
a standard language to make queries by using terms of the taxonomy. Also the
organizations that sell products and services can be hierarchicaly organized, thus
permitting a query to be issued not only considering the products taxonomy but
also the hierarchy of organizations.

The remaining of this article is organized as follows. Section 2 presents other
works that also attempt to provide some kind of semantic information. Section 3
presents a conceptual model for semantic search engines based on the General
Theory of Signs. Section 4 presents a framework to express metadata, the data
stored and managed by semantic search engines. Section 5 presents a protocol
for clients to query semantic search engines. Section 6 discusses some imple-
mentation issues for a semantic search engine. Finally, Sect. 7 presents some
conclusions and proposes some future work.

2 Related Work

The literature reports several efforts to the development of platforms to support
metadata representation and corresponding applications. In this section, we dis-
cuss some documented research projects that influenced our model and design
of a semantic search engine.

2.1 Metadata for Scientific Bibliography

– Content Standards for Digital Geospatial Metadata (CSDGM): This stan-
dard, also known as FGDC (US Federal Geographic Data Committee) [1],
aims at providing a set of terminologies and definitions which are common for
describing digital spatial data. Its main purpose is to help getting availability,
precision and access means to geographical data. The groups of metadata ele-
ments are the following: identification information, data quality information,
spatial data organization information, spatial reference information, entity
and attribute information, distribution information and metadata reference
information.

– Umwelt-DatenKatalog (UDK): This standard, also known as Environmental
Data Catalog [2], is a meta-information system and a tool for navigating
documents and retrieves collections of data related to environment which are
produced by government agencies and other institutions. Developed with the
support from the German and Austrian governments, it is the official tool
in Austria for manipulating environmental data. Its data model contains
three kinds of objects: environmental objects, environmental data objects
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and UDK objects, which correspond to the metadata itself. There are seven
classes that represent collections of environmental data objects: project data,
empirical data, installation data, map and geographical information, studies
and reports, product data and model data.

2.2 Metadata for Interoperability

– Open Information Model (OIM): This standard emerged from a partnership
between several companies with the purpose of providing support to inter-
operability between development tools [3]. It permits to verify all phases of
a software development process. The OIM standard is a specialization of the
UML submodels and concepts. The following data are managed within this
standard: analysis and design model, object and component model, busi-
ness engineering model, knowledge management model, database and data
warehousing model.

– Common Warehouse Metamodel (CWM): This standard permits integra-
tion of data warehouse systems, e-business systems and intelligent business
systems, in heterogeneous and distributed systems [4]. Metadata is orga-
nized according to the following subjects: Warehouse Deployment, Rela-
tional, Record-Oriented, Multidimentisonal Database, XML, Transforma-
tion, OLAP, Warehouse Process and Warehouse Operation.

– XML Metadata Interchange (XMI): This standard provides interoperability
between CASE tools in the context of object-oriented software development,
through XML documents [5].

– Rigi Standard Format (RSF): This is a reverse engineering tool to extract
graphs that represent the architecture of a system [6].

– eXtensible Interchange Format (XIF): This standard permits the exchange
of models developed by Microsoft [7].

2.3 Generic Metadata Architectures

– Meta Content Framework (MCF): This open architecture can be used for
describing Web sites structures [8]. Its main elements are: Node Set, Label
Set, Arc Set.

– Platform for Internet Content Selection (PICS): This platform is promoted
by the W3C Consortium and, initially, aimed at helping parents to con-
trol what their children would access on the Internet[9]. Its main metadata
components are rating service and contents label.

– Resource Description Framework (RDF): The RDF standard, amongst other
related technologies, is developed by the W3C Consortium, especifically by
its Semantic Web group [10]. It defines a set of concepts which can be em-
ployed to model the semantics of Web resources.

3 Conceptual Model

The conceptual model of semantic search engines presented in this work is based
on the General Theory of Signs. Firstly, in this section, we summarize the main
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concepts of that theory for the sake of completeness; a rich discussion on this
subject can be found in [11]. Secondly, we show how the General Theory of Signs
is used for defining the conceptual model of semantic search engines.

3.1 General Theory of Signs

Semiotics is the name used mainly by North American authors – fellows of
Charles Sanders Pierce (1839-1914) – to refer to the science that studies the
Theory of Signs; others, fellows of Ferdinand de Saussure (1857-1913), prefer
the term Semiology. According to Peirce, the act of meaning involves three in-
separable terms: sign, object and interpretant. A sign is something that takes
the place of something else, it exists as a stimulus in the act of meaning because
it can be perceived for interpretation by a sense – a visual stimulus, a sound
stimulus, etc. The term used to refer to the act of meaning is semiosis. In a for-
mal language, each sign is mapped unambiguously and univocally to a single
object, while this is not necessarily true in natural languages. An object, on the
other hand, is something physical or abstract that may be evoked. An object
may have several signs. An interpretant is a representation – another represen-
tation for the object –, that is, it has a cognitive state of the object internally.
An interpretant has such a state because it is placed in a specific environment –
called ground – where it can find references to realize semiosis.

3.2 The Core Model

Our model is based on the relationship of tree elements: URL, semantics and
context. A URL is a sign that refers to an information object, which can represent
a commercial product or a service. A semantics is the meaning of that informa-
tion object, according to a taxonomy that categorizes products and services. A
context is the domain where such information object has the corresponding se-
mantics, such as an organization or a country. Domains are normally organized
hierachicaly, and so are contexts in our model. For example, the context that
represent all supermarkets, say Supermarket, may contain specific sub-contexts,
such as Carrefour and WalMart. By observing how Web resources are stored
and referred to, we can come to the following conclusions:

1. Every Web resource has a semantics.
2. The semantics of a Web resource depends on the context where it is inserted.
3. The semantics of a Web resource is unique within a given context.
4. A Web resource may have the same semantics in distinct contexts.
5. Distinct Web resources may have the same semantics, independently of con-

text.

To summarize, in our model, there is a set of URL (references to information
objects that represent products and services), a tree of contexts (Web domains)
and a tree of semantics (the taxonomy of products and services). By applying
the General Theory of Signs, we can say that a URL is a sign that refers to an
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Fig. 1. Semiotic model for semantic search engines

information object. The ground, where an interpretant should be able to say the
semantics of a given URL, must store a set of tuples < context, semantics >
for each known URL, that is, the interpretant needs to know the context where
a URL is used in order to say its semantics. Fig. 1 illustrates a semiosis done
by an interpretant where the resulting object for a sign defined by a tuple <
URL, context > is the semantics of that URL within that context, according to
the information stored by the ground where the interpretant is inserted. In the
next sections, we will refer to the information stored by the ground as metadata,
the data managed by a semantic search engine, while the interpretant is the
algorithm implemented by a semantic search engine in order to solve queries.

4 Metadata Representation

In this work, metadata is the information maintained by a semantic search engine
about Web resources. Such a metadata includes a set of context trees, a set of
semantics trees, a set of URL and their corresponding relationships, that is, all
tuples < URL, context, semantics > that exist. A semantic search engine must
store its metadata in a proper data structure in order to solve queries efficiently.
Thus, there must exist a means to load metadata into a semantic search engine.
Moreover, the metadata maintained by a certain semantic search engine must be
serializable in order to store it in a persistent form and to transfer it through the
network to another semantic search engine. The persistent form of a metadata is
useful to ensure the reliability of a semantic search engine; if a semantic search
engine stops intentionally or crashes due to some failure, its metadata will be
reloaded when it is restarted. Transfer of metadata from a semantic search engine
to another permits them to cooperate as a group in order to answer queries; it
makes it possible to replicate the metadata (fully or partially) and distribute
those replicas strategically to improve system performance and response time.

Several techniques for metadata serialization can be envisaged, varying from
a highly compressed binary format to a well structured and documented textual
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format and, orthogonally to that, varying from a private format to a open stan-
dard format. Traditionally in Web environments, the preference is for open stan-
dards and textual representation, since they easy information exchange between
people, applications and distinct platforms. Currently, the eXtensible Markup
Language (XML) is the standard most widely used for that purpose. However,
XML alone does not solve the whole problem of metadata serialization; roughly
speaking, XML is just a language that permits to express typed records com-
posed of fields (attributes and tags) and associated values. Metadata has a com-
plex structure, thus requiring a means to model it properly before expressing
it. Again, several modelling techniques can be envisaged to model metadata
maintained by a semantic search engine. However, such metadata is basically in-
formation about Web resources and, fortunatelly, there is a standard modelling
technique specific for such type of information objects: the Resource Description
Framework (RDF) standard. Another advantage of RDF is that the instantia-
tion of a RDF model is well realized through XML documents: one document
expresses the model itself, while other documents express instances of the model,
which correspond to metadata in this work. Therefore, a good technique for
metadata serialization is one that employes RDF and XML.

We have created a RDF model and corresponding XML definition named
Web Resource Semantics (WRS) for expressing metadata. So, a WRS document
expresses a set of context trees, a set of semantics trees, a set of URL and
their relationships. The RDF model for WRS is shown in Fig. 2. For each URL
there is an Extension, which is a set of occurrences in different contexts with
different semantics; each occurrence is denoted as an Instance and they are
organized as a Bag. So, for each instance there is a Context and a Semantics,
each one implemented by a tree of nodes which are occurrences of TreeNode.
Both trees – the context tree and the semantics tree – are composed by a root
node, intermediate nodes and leaf nodes: any TreeNode must have another as
its Father, except the root node; any TreeNode may have another as its Child,
except the leaf nodes. The Value associated with each TreeNode as its Subject is
a simple name within a certain taxonomy.

Let us consider, for example, the metadata represented in Fig. 3, where the
tree with root node labeled Supermarket corresponds to a context tree, while
the tree with root node labeled Goods corresponds to a semantics tree. The
metadata is completed by a set of URL corresponding to products which are
associated with at least one context tree node such that, for each association
between a given product and a given context tree node, there is a corresponding
semantics represented by a semantics tree node. For the sake of clarity, Fig. 3
shows only one such URL: the ficticious URL http://a.b.c, which belongs to two
distinct tuples < URL, context, semantics > – one denoted by a dashed line
polygon and another by a dotted line polygon – that is, the same product has
distinct semantics within each context (for the context Supermarket.Carrefour,
its semantics is Goods.Electronics.Computers, and, for the context Supermar-
ket.WalMart, its semantics is Goods.Toys.Games).
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Fig. 3. Example of semantic search engine metadata
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According to WRS model, the metadata represented in Fig. 3 contains seven
occurrences of TreeNode that define a semantics tree root at the one whose
Subject is Goods, tree occurrences of TreeNode that define a context tree root at
the one whose Subject is Supermarket, one occurrnce of URL named http://a.b.c
whose Extension is the Bag containing two occurrnces of Instance (one for each
tuple < URL, context, semantics > described above). For that URL and pair of
instances, the corresponding XML code compliant with WRS (without heading
information) can be expressed as follows.

<WRS

xmlns:rdf=’’http://www.w3.org/rdf-syntax-ns#’’

xmlns:wrs=’’http://www.pucpr.br/wrs-rdf-schema#’’>

<rdf:Description about=’’http://a.b.c’’>

<wrs:Extension>

<rdf:Bag>

<wrs:Instance>

<wrs:Context>

Supermarket.Carrefour

</wrs:Context>

<wrs:Semantics>

Goods.Electronics.Computers

</wrs:Semantics>

</wrs:Instance>

<wrs:Instance>

<wrs:Context>

Supermarket.WalMart

</wrs:Context>

<wrs:Semantics>

Goods.Toys.Games

</wrs:Semantics>

</wrs:Instance>

</rdf:Bag>

</wrs:Extension>

</rdf:Description>

</WRS>

As shown, a semantic search engine metadata can be easily expressed in XML
by following the WRS definition, so that a XML/WRS document contains the
serialized form of metadata.

5 Query Protocol

Once a semantic search engine is loaded with its metadata, it is ready to answer
queries triggered by clients. A query, however, must be structured according
to specific rules, transferred through the network from a client to the engine,
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Fig. 4. Semantic search engine metadata additional to the metadata shown in Fig. 3

and the corresponding answer must be sent back to the client. Thus, a proper
conversation between a client and a semantic search engine requires a formal
protocol.

We have created a protocol named Context&Semantics Transfer Protocol
(CSTP) that permits clients to query a semantic search engine and also permits
two semantic search engines exchange metadata as well as solve a certain query
in a cooperative way. CSTP permits a client to obtain information about context,
semantics and URL, in a combined way. The forms of query are explained as
follows and exemplified by using the metadata shown in Fig. 3 with the additional
metadata shown in Fig. 4.

1. Return a collection of context trees: A client application may whish to learn
what context trees are stored by a certain semantic search engine in order to
formulate future queries. A semantic search engine, on the other hand, may
whish to capture part of or the whole collection of context trees stored by
another semantic search engine in order to enlarge its domain of knowledge
and, therefore, be able to answer to a broader range of queries. In our example
of metadata, such query returns the only context tree that exists: the tree
rooted at the node Supermarket.

2. Return a collection of semantics trees: Analogously to the previous case,
a client application may whish to learn what semantics trees are stored
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by a certain semantics search engine in order to formulate future queries.
A semantic search engine, on the other hand, may whish to capture part of
or the whole collection of semantics trees stored by another semantic search
engine in order to enlarge its domain of knowledge and, therefore, be able
to answer to a broader range of queries. In our example of metadata, such
query returns the only semantics tree that exists: the tree rooted at the node
Goods.

3. Return the set of URL that matches a given tuple < context, semantics >:
A client application or a semantic search engine may whish to learn what
information objects (represented by their URL) have a certain semantics
within a certain context. Example:

query:<
Supermarket.Carrefour, Goods.Electronics.Computers
>
return: {http://a.b.c, http://x.y.z}

4. Return the set of contexts that matches a given tuple < URL, semantics >:
A client appplication or a semantic search engine may whish to learn the
contexts where a certain information object has a certain semantics. Exam-
ple:

query: <http://x.y.z, Goods.Electronics.Computers>
return: {
Supermarket.Carrefour, Supermarket.WalMart
}

5. Return a semantics given a tuple < URL, context >: A client application or
a semantic search engine may whish to learn the semantics a certain infor-
mation object has within a certain context. Examples:

query:<http://a.b.c, Supermarket.Carrefour>
return: Goods.Electronics.Computers

query: <http://a.b.c, Supermarket.WalMart>
return: Goods.Toys.Games

6. Return the set of tuples < context, semantics > given a URL: A client ap-
plication or a semantic search engine may whish to learn all contexts and
corresponding semantics where a certain information object is present. Ex-
ample:

query: http://a.b.c
return: {
<Supermarket.Carrefour,
Goods.Electronics.Computers>,
<Supermarket.WalMart, Goods.Toys.Games>
}
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7. Return the set of tuples < URL, semantics > given a context: A client ap-
plication or a semantic search engine may whish to learn the information
objects and corresponding semantics within a certain context. Example:

query: Supermarket.WalMart
return: {
<http://a.b.c, Goods.Toys.Games>,
<http://x.y.z, Goods.Electronics.Computers>
}

8. Return the set of tuples < URL, context > given a semantics: A client ap-
plication or a semantic search engine may whish to learn what information
objects have a certain semantics and in which context that happens. Exam-
ple:

query: Goods.Electronics.Computers
return: {
<http://a.b.c, Supermarket.WalMart>,
<http://x.y.z, Supermarket.Carrefour>,
<http://x.y.z, Supermarket.WalMart>
}
Additionally, it is possible to replace the name of a context or a semantics

in a query for a wildcard, meaning that the target context or semantics must
include all direct child nodes. Thus, the two queries given as example in the case
return a semantics given a tuple < URL, context > above, can be redone as
follows.

query:<http://a.b.c, Supermarket.*>
return: {
<Supermarket.Carrefour, Goods.Electronics.Computers>
<Supermarket.WalMart, Goods.Toys.Games>
}

Now, by using wildcards, the return may be more complex, as the example
above shows. Since the context is Supermarket.*, all child nodes of Supermarket
must be included as target contexts, that is, the target contexts are Supermar-
ket, Supermarket.Carrefour and Supermarket.WalMart. As a consequence, it is
possible to exist a specific semantics for each context in the list of targets. Thus,
the answer to the query has to be a set of tuples < context, semantics >, one
tuple for each context in the list and corresponding semantics. The same discus-
sion applies to all other forms of queries listed above where a semantics and/or
a context is expected as part of the query.

6 Implementation Issues

We have implemented a semantic search engine and a client application for the
purpose of experimenting the ideas described in this work.
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The semantic search engine was implemented using the Java programming
language and works as a servlet on a Internet server. Its main responsibilities
are to store metadata in a properly structured manner and answer to queries
efficiently. When started, the semantic search engine loads its hash tables with
semantic information available from WRS documents. Then it opens a TPC/IP
socket at the port number 8181 and awaits incomming requests (queries), ac-
cording to the CSTP protocol. (CSTP works directly on top of TCP/IP.) Ev-
erytime a new request arrives, a new thread of execution is created specifically
to process the corresponding query. Three hash tables are managed by the se-
mantic search engines: the first one stores the set of semantics trees, the sec-
ond one stores the set of context trees and the third one stores relationships
between URL and entries of the other tables, thus reconstructing the tuples
< URL, context, semantics >.

The client application is a graphical browser that allows a user to issue queries
of the kind return the set of tuples < context, semantics > given a URL. The
user can navigate through a returned set of contexts and check their correspond-
ing semantics with respect to the given URL. This client application does not
intend to be an electronic business application; it simply shows the possibility
of creating applications that interact with a semantic search engine.

7 Conclusions

We have proposed and defined a new kind of service for the Web: the seman-
tic search engine. Differently from traditional search engines that solve queries
based solely on keywords, a semantic search engine stores semantic information
about Web resources and is able to solve complex queries, considering as well the
context where the Web resource is inserted. We have shown through examples
how a semantic search engine may be employed in electronic business applica-
tions in order to permit clients obtain information about commercial products
and services which are categorized according to a certain taxonomy, as well as
about sellers and service providers which can be hierarchically organized. The
conceptual model of semantic search engines was formalized by using the General
Theory of Signs, and its design was based on standard languages and frameworks
such as XML and RDF. A prototype implementation was developed for the pur-
poses of verification of ideas and, although still very limited, it has shown to be
satisfactory.

Our main contributions can be summarized as follows:

1. A conceptual model that relates Web resource, context and semantics, based
on a widely accepted theory – The General Theory of Signs – and that works
very well in cases where a taxonomy for resources can be established.

2. Formal specification of the conceptual model by using a standard framework
– the RDF framework.

3. Definition of a framework named WRS to express metadata based on a
standard languague – the XML language.
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4. Definition of a protocol name CSTP for clients to query a semantic search
engine and for semantic search engines cooperate.

Many system design issues still need to be tackled, including efficiency, secu-
rity, reliability. One possible path of future research is to implement the model
here presented atop an open directory platform, such as LDAP. Another de-
sign issue to study is the way CTSP works. Instead of working directly on top of
TCP/IP, as implemented so far, CSTP can work on top of HTTP, like the SOAP
protocol. That would require to define a set of XML tags to enable representing
CTSP messages (queries and answers).

We belive that our work may seriously contribute to the development of
electronic business applications since the model we created is based on strong
theory and widely accepted standards, besides the fact that it worked very well
in the experiments carried so far. Since semantic search engines, as we defined,
is a novel approach for obtaining information about Web resources, many new
research projects can be started, especially in the field of electronic business.
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Abstract. This paper considers Distributed Collaboration Sessions
(DCS) where distributed users interact through multi-component com-
municating applications. The paper develops a formal framework that
identifies the dependency relationships and the associated coordination
rules that should be considered in controlling and managing the interac-
tions between the actors of DCS including software components and hu-
man users. Components of the same application are associated with the
same category. The users constitute a unique category of actors. We iden-
tify three classes of dependency relationships: (1) internal dependency re-
lationship dealing with constraints related to the intra-actor level. (2) lo-
cal dependency relationship dealing with constrains related to the intra-
site level. (3) remote dependency relationship dealing with constraints
related to the intra-category level. These three relationship classes are
then applied to define dependency management laws for session man-
agement including controlling state change, communication scope, role
distribution and group membership. Building the multi-actors interde-
pendencies management rules is achieved by composing elementary de-
pendencies relationships that we express as first order logic formula.

1 Introduction

Different research works aim now at providing a software support of distributed
collaborative activities. These works aim to develop new architectures and new
software to be used for a new organization of the work process around geo-
graphically distributed groups which cooperate. The members of these groups
meet periodically or according to specific needs to coordinate their contributions
during work sessions according to a preset or impromptu planning.

Two categories of collaboration sessions are distinguished: asynchronous ses-
sions and synchronous sessions. In the first category, the users act according to
sequential or parallel procedures on local data. The research tasks within the
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framework of this category generally concern the field of business process au-
tomation according to organizational and sociological theories. These are Work-
flow approaches.

The second category concerns the synchronous sessions during which the
participants act simultaneously from distributed access points on shared objects
according to implicit or explicit collaboration rules and using a set of collab-
oration applications which enable them to progress in a coordinated way. Our
contributions are in this second category and deal with online consistency man-
agement in multi-application collaboration sessions which includes in particular
defining and managing the constraints of coordination related to the collabora-
tive applications and the collaborating participants. Such constraints state that
starting (or stoping or any other action) of a given component (or application)
must be preceded or followed by such other action related to the component it-
self on a given site or within a given group, or related to the communication and
collaboration medium (communication channels, notification services, etc...).

Dependency management also includes group membership related rules. Such
rules state that the entry (or the leave) of a given participant must be (preceded
or followed) by the entry (or the leave) of such other participant, or is prohibited
(or necessary) during such phase of the activity or as long as this participant
plays such role or has such privilege.

We propose, in this paper, a formal framework allowing dependencies to
be classified and specified by extending and refining our initial work based on
three elementary relationships expressing “enabling”, “inhibiting” and “preced-
ing” formulas. In the proposed paper, we refine this decomposition and introduce
new elementary relationships. As in our previous work, our model framework de-
fines distributed collaborative sessions as labelled partial orders and dependency
constraints as First Order Logic (FOL) formulae which apply to the labelled par-
tial order model. Contrarily to our past work [10], we do model the distributed
architecture of the collaboration support system and consider formulae that ex-
press dependencies explicitly within the distributed architecture. Three classes
of dependencies are distinguished. The intra-actor dependencies represent the
ordering constraints for internal actions of a given software component or ac-
tions of its user. The intra-site dependencies represent the ordering constraints
for actions involving different components having concurrent but local inter-
actions. The intra-category dependencies represent the ordering constraints for
actions involving software component hosted by distant sites or involving their
respective users.

The rest of the paper is divided as follows: Section 2 presents our model of
dependencies coordination in collaborative sessions. First we present the formal-
ization of collaborative sessions by labelled partial orders, next we present the
syntax and semantics of first order logic and presents the elementary sentences
which form the base of the model. Before Conclusion, Section 3 presents the
generic coordination rules.
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Fig. 1. Dependency classes for multi-users, multi-applications collaboration session

2 Related Work

Session and group management are coordination functions that are common
to various types of collaborative activities. Many problems are considered, and
various approaches can be planned to solve them. Various teams of research in
the world were interested recently in these problems. Various work was carried
out in this field. The addressed problems vary from the coordination of interac-
tions [13, 5, 6] to the management of the structures of group to configure and
control communications [14, 4]. One can classify the approaches in two main
families: - those that consider that the collaboration sessions are always implicit
and involve all the participants who access the same space such as [1, 2, 13]
who consider spontaneous unstructured collaboration. - those who consider that
the sessions are explicit and must be prepared before starting the collaboration
activity such as [7] and [11] who are interested respectively in management of
the communications and the interactions of the collaborating group, and [3] for
the management of the authorizations for collaborative learning.

In each one of these families one can distinguish the approaches which treat
only one application at the same time and those which treat various applications
simultaneously. Contrarely to most of the works cited previously, we consider
here multi-application collaboration sessions similarly to the approaches of ses-
sion management in the Habanero project and ISAAC [2, 8] and Tango [12].
Contrarily to our work, these approaches are limites to the management of com-
munication connexions and floor control. Moreove, only intra-application depen-
dencies are considered.

A collaboration session (Fig.1) is viewed as a group of participants each of
them having one or more roles (chairman, secretary, simple participant) and a set
of collaborative applications symmetrically distributed on different sites. Each
application is composed of ’n’ cooperating components distributed on ’n’ sites.
Each application has a ’representative component’ on each site. Each component
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during session opening

belongs to a unique application characterized by its category. Such application
categories are AudioVideo Conferencing, Graphic editing, text processing, floor
control, instant messaging, session Management, Group Management.

Formally, we denote P the finite set of actors (human participant or software
component) which are instances of the different categories. The set of categories
is denoted C. The association between actors and categories is defined by the
mapping: Cat : P → C. We also use S to denote the set of sites where actors
are located. The association of actors with sites is defined by the mapping:
Site : P → S.

Fig.1 illustrates an example of such a system where we distinguish four cate-
gories of actors: the ”Participant” category, the ”graphical application” category,
the ”audio-video conferencing” category and the ”floor control” category.

2.1 Collaborative Sessions

In the following, we will consider that a collaborative session involves distributed
actors (elements of a finite set P ) executing coordination actions from a finite
set A and generate events. Each event is the occurrence of a given action executed
by a given actor. The pair (actor, action) is called the event name, and the set
of event names is Σ = P × A. Several events may be occurrences of the same
event name during a session.

Definition 1 (Collaborative session). A collaborative session p over the
set of event names Σ is a triple p = (E,≤, l) where

E is a finite set (called events) ,
≤ a binary reflexive, antisymmetric and transitive relation on E, and
l : E → Σ a labelling function on events . An event e ∈ E is an occurrence

of the action name l(e).

We recall, in the following definition, the semantics of first order logic as
a background of the formal description.
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2.2 Session Property Specification

Definition 2 (First order logic). We denote by FO(≤, Σ) the set of first
order formulas built on the relation ≤ and the alphabet Σ. These formulas are
defined by the grammar:

ϕ := Pα(x) | x ≤ y | ϕ ∧ ϕ | ¬ϕ | ∃x.ϕ

We write ϕ(x1, . . . , xn) when (x1, . . . , xn) are free variables that may occur
in a formula ϕ ∈ FO(≤, Σ). These free variables must be instantiated by session
event when the formula is applied to a session. Let p = (E,≤, l) be a collaborative
session and e1, . . . , en ∈ E, we note (p, e1, . . . , en) |= ϕ(x1,à, xn), to mean that
ϕ is satisfied by p when xi is given the value ei for i = 1, . . . , n. The satisfaction
relation is defined inductively as follows:

(p, e) |= Pα(x) iff l(e) = α
(p, e1, e2) |= x ≤ y iff e1 ≤ e2

(p, e1, ..., en, en+1, ..., en+p)) |= ϕ(x1, ..., xn)
∧

ψ(y1, ..., yp) iff
(p, e1, ..., en) |= ϕ(x1, ..., xn) and (p, en+1, ..., en+p) |= ψ(y1, ..., yn)
(p, e1, ..., en) |= ¬ϕ(x1, ..., xn) iff not (p, e1, ..., en) |= ϕ(x1, ..., xn)
(p, e1, ..., en) |= ∃x.ϕ(x, x1 , ..., xn) iff for some e ∈ E,
(p, e, e1, ..., en) |= ϕ(x, x1, ..., xn)
The connectors (∨ and ∀x)) and the different implications (=⇒, etc...) are

derived in a standard way.
The immediate precedence predicate (”→”) is a derived operator defined by:

x → y
def
≡ (x < y ∧ ∀z.(x < z ≤ y =⇒ z = y))

Particularly, if ψ is a sentence ( i.e. ψ does not contain free variables) then
it describes a property of p and we note p |= ψ.

2.3 Characterizing the Internal, Local
and Remote Dependency Classes

The alphabet Alph(ϕ) denoting the set of event names associated with the for-
mula ϕ is defined inductively by:

Alph(Pα(x)) = {α}
Alph(x ≤ y) = ∅

Alph(ϕ ∧ ϕ) = Alph(ϕ) ∪ Alph(ϕ)
Alph(¬ϕ) = Alph(∃x.ϕ) = Alph(ϕ

The three classes of dependencies are associated with three classes of predi-
cates that are characterized in the following.

– Internal dependency predicates are predicates defining intra-actor de-
pendencies, also called internal properties. These are predicates having al-
ways the same actor in their set of event names, and they describe the in-
ternal consistency of the actor’s behavior. Most of the time they are defined
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for all the actors of the same category. Formally, a formula ϕ is said to be
internal iff:

∀(n, a), (m, b) ∈ Alph(ϕ) : n = m

These formulas allow to describe properties of the kind : the actors of the
category ”Session Manager” cannot execute the action ”delete a session”
before having executed the action ”open a session”.

– Local dependency predicates are predicates defining intra-site dependen-
cies, also called local properties. These are predicates having their associated
actors located on the same site and they describe the mutual consistency of
the behaviors of the actors acting on that site. They are generally common
to all the sites of a collaborative session. Formally, a formula ϕ is said to be
local iff:

∀(n, a), (m, b) ∈ Alph(ϕ) : Site(n) = Site(m)

These class of predicate allows to describe properties of the kind: the actors
of the category ”Floor Control” cannot execute the action ”start FC” before
the actor of the category ”AudioVideo Conferencing” has executed the ”start
AV” action.

– Remote dependency predicates are predicates defining intra-category
dependencies, also called remote properties. These are predicates having
their associated actors belonging to the same category and located on dif-
ferent sites. They describe the mutual consistency of the behaviors of the
distributed actors of that category. Formally, a formula is said to be remote
iff:

∀(n, a), (m, b) ∈ Alph(ϕ) : Cat(n) = Cat(m)

These class of predicate allows describing properties of the kind: an actor
of the category ”Users” cannot execute the action ”accept” before a remote
actor of the same category has executed the action ”grant”.

2.4 Specifying the Basic Dependencies

We introduce the different basic relations expressing internal, local and remote
dependencies relating intra-actor, intra-site and intra-application dependencies.
These relations are formalized by logic formula over the action alphabet and are
presented below.

Definition 3 (Precedence). For any pair of actions α, β ∈ Σ , the precedence
sentence, noted by Pred(α, β), is defined as :

Pred(α, β)
def
≡ ∀x. Pβ(x) =⇒ (∃y. y < x ∧ Pα(y))
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This sentence is interpreted as: whenever action β is executed, the action
a must have occurred previously at least once.

Definition 4 (Late enabling). For any pair of actions α, β ∈ Σ, the prece-
dence sentence, noted by LEnable(α, β), is defined as :

LEnable(α, β)
def
≡ ∀x. Pα(x) =⇒ (∃y. x < y ∧ Pβ(y))

This sentence is interpreted as: any occurrence of action α is must be followed
by an occurrence of the action β.

Definition 5 (Inhibiting). For any pair of actions α, β ∈ Σ, the inhibiting
sentence, noted by Inhib(α, β), is defined as :

Inhib(α, β)
def
≡ ∀x. Pα(x) =⇒ (∀y. x < y ⇒ ¬Pβ(y))

This sentence is interpreted as: once action a is executed, then action β
cannot be executed

Definition 6 (Immediate Precedence). For any pair of actions α, β ∈ Σ,
the enabling sentence, noted by ImPred(α, β), is defined as:

ImPred(α, β)
def
≡ ∀x. Pβ(x) =⇒ (∃y. y → x ∧ Pα(y))

This sentence is interpreted as: any occurrence of the action β is immediately
preceded (covers) an occurrence of the action α.

Definition 7 (Immediate Enabling). For any pair of actions α, β ∈ Σ, the
enabling sentence, noted by ImEnable(α, β), is defined as:

ImEnable(α, β)
def
≡ ∀x. Pα(x) =⇒ (∃y. x → y ∧ Pβ(y))

This sentence is interpreted as: any occurrence of the action α is immediately
followed (covered) by an occurrence of the action β .

Definition 8 (Non concurrency sentence). For any pair of actions α, β ∈
Σ, the enabling sentence, noted by InSequence(α, β), is defined as:

InSequence(α, β)
def
≡ ∀x. ∀y. Pα(x) ∧ Pβ(y) =⇒ ( x < y ∨ y < x )

This sentence is interpreted as: the actions α and β cannot be executed
concurrently.

The absence of internal concurrency in the actors behavior is expressed by
the formula:

∧
n∈P, a,b∈A

InSequence((n, a), (n, b))

In practice, this property holds for the sessions we consider.
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3 The Generic Coordination Rules
for Collaborative Session Management

In this section, we identify the generic coordination dependencies necessary for
the coherence management in a multi-applications and multi-users distributed
collaboration session according to the set of categories defined above. By using
the different classes presented above we have modeled the coordination rules
for the session management within the frame of the Distributed System Engi-
neering European project (DSE) [9]. The set of commonly used collaboration
applications is composed of 8 collaborative applications represented by the 8
categories: SM: Session Manager, PM: presence Manage, FC: Floor Controller,
IM: Instant messaging, LF: Life cycle Manager, AV: Audio Video conferencing,
AS: Application Sharing, SE: Shared editing. Formally: C = {Participant, SM ,
PM, FC, IM, LF, AV, AS, SE}. The chairman is a special participant who is
allowed to execute more management actions than other (general) participants.
The chairman can be played by different participants owning the chair attribute.
But there exists in the participants set a unique participant who is the current
chairman of the session.

Description of a given configuration and role distribution for a collaboration
session.

3.1 Internal Dependency Management Rules

These rules express correct Ordering of events executed by single actors in the
different categories including the Participant category. They allow ensuring in-
ternal state consistency.
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Specifying the ”Session Manager” Properties. The rule of coordination
represented in Equation 1 shows the state transitions laws for a co-operation
session. A session begins its life cycle after the execution of the event initialize
which sets the state of the session to initialized. After its creation, a session
can go to the states ”announce” or ”delete”, according to the occurring event.
The state ”announce” means that the participants were invited to the session.
While the state ”delete” is the state of termination of the session. In addition,
an announced session either is opened, in this case it goes to the state ”open”,
or it is cancelled, in this case the session goes to the state ”delete”. The state
”open” marks the beginning of collaborative activity which ends when reaching
the state ”close”. Collaborative activity can be canceled while passing from the
state ”open” to the state ”delete”. The closed session is finished by passing from
”close” to the state ”delete”.

δ1 =
∧

Cat(t)=SM

⎛
⎜⎜⎝

Pred((t, create), (t, announce)) ∧
Pred((t, announce), (t, open)) ∧
Pred((t, open), (t, close)) ∧
Pred((t, close), (t, delete))

⎞
⎟⎟⎠ (1)

Specifying the ”Participant” Properties. Equation 2 defines the coordi-
nation rule which specifies that a participant can disconnect himself only if and
only if he was connected before.

δ2 =
∧

Cat(p) = Part
Pred(p, join), (p, leave)) (2)

Specifying the Collaboration Components Properties. Equation 3 de-
fines a property of safety, which consists in ensuring that a collaboration compo-
nent (actors belonging to one of the 3 categories: AV, AS or SE)can be stopped
only if it were started beforehand. Consequently, the session manager must han-
dle the list of the started components.

δ3 =
∧

Cat(t) ∈ {AV, AS, SE}
Pred((t, start), (t, stop)) (3)

3.2 Local Dependency Management Rules

These rules express the correct ordering of the events executed by the actors
behaving on a given site. They allow ensuring state consistency on a single site.

The rule of Equation 4 defines that the components must be stopped auto-
matically after the termination of the session.

δ4 =
∧

Cat(t1) = SM, Cat(t2) = LF
ImEnable((t1, delete), (t2, stop)) (4)
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The rule shown by Equation 5 specifies the chairman role transfer scope. It
indicates that the participant who can accept the role of chairman of the session
must belong to the group and be connected to the session.

δ5 =
∧

Cat(t) = SM, Cat(p) = Part
Pred((t, join), (p, accept)) (5)

Group Membership Rules

This set of rules specifies the actions that the participant must undertake ac-
cording to the session’s state.

Admission Only by Invitation. We considered that the connection of the
participant in a session is possible if and only if they were invited to this session.
This rule is illustrated by equation 6

δ6 =
∧

Cat(t1) = SM, Cat(t2) = PM
Pred((t1, invite), (t2, join)) (6)

Admission Only before Termination. The rule illustrated by Equation 7
indicates that the participants cannot connect to a session which was finished.
This rule ensures the prohibition of connection to a session which does not exist
any more.

δ7 =
∧

Cat(t1) = SM, Cat(t2) = PM
Inhib((t1, delete), (t2, join)) (7)

Managing Group dissolution, Managing Leave of Participants. The
rule of Equation 8 defines that the participants are automatically disconnected
after the termination from the session.

δ8 =
∧

Cat(t1) = SM, Cat(t2) = PM
ImEnable((t1, delete), (t2, leave)) (8)

Communication Scope Inside and Outside a Collaboration Group

Only Group Members are allowed to Communicate. The rule repre-
sented by Equation 9 indicates that the participants must join before sending
and receiving information. This is a local interdependency rule.

δ9 =
∧

Cat(t1)=PM,Cat(t2)=IM

(
Pred((t1, join), (t2, send)) ∧
Pred((t1, join), (t2, receive))

)
(9)
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Only Connected Group Members are allowed to Communicate. The
rule of Equation 10 shows that the participants can neither receive any more nor
send information after their disconnection.

δ10 =
∧

Cat(t1)=PM,Cat(t2)=IM

(
Inhib((t1, leave), (t2, send)) ∧
Inhib((t1, leave), (t2, receive))

)
(10)

3.3 Remote Dependency Management Rules

Only One Chairman at the Same Time. Equations 11 and 12 represent
the rules which define the transfer of the chairman role between participants.
Equation 11 uses the previously defined predicate InSequence, and ensures that
all the grants and the accepts are sequentially ordered (i.e. we cannot have
concurrent accepts or grants).

δ11 =
∧

Cat(p)=Cat(q)=Part

⎛
⎝ ∧

a,b∈{grant,accept}
InSequence((p, a), (q, b))

⎞
⎠ (11)

Equation 12 indicates that a participant can accept the role of the chairman
if, and only if, the chairman of the session granted him this role. This property is
ensured by two predicates, Accept and Grant, that ensure that two consecutive
grant (resp accept) actions must separated by an accept (resp. grant).

δ12 =
∧

Cat(p)=Cat(q)=Part

(Accept(p, q) ∧ Grant(p, q)) (12)

With:

Grant(p, q) = ∀x, y.(P(p,grant)(x) ∧ P(q,grant)(x) ∧ x ≤ y)
=⇒ (∃z.(P(q,accept)(z) ∧ x ≤ z ≤ y)

Accept(p, q) = ∀x, y.(P(p,accept)(x) ∧ P(q,accept)(x) ∧ x ≤ y)
=⇒ (∃z.(P(p,grant)(z) ∧ x ≤ z ≤ y)

4 Conclusion

We have presented a formal framework for multi-users multi-applications collab-
oration model which defines the coordination rules for dependency management
during a cooperative session. We have identified and formalized three classes of
coordination rules: internal, local, and remote dependency rules related respec-
tively to intra-component, intra-site and intra-application dependencies. A ses-
sion management system is in conformance with the coordination rules if the
(internal, local and remote) events that modify the session’s state are correctly
ordered. We have applied the model to define the basic coordination rules of the
Distributed Systems Engineering project. We have implemented a session man-
agement package, which is compliant to the coordination rules we have presented
in this paper.
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Abstract. The recently introduced peer-to-peer (P2P) systems are cur-
rently the most popular Internet applications. This contribution is in-
tended to show that such decentralized architecture could be served as
a suitable structure to support virtual communities.
This contribution is focused on the social and economic importance of
topological aspects of P2P network communities. It shows that, besides
the content offered, the structures of the connections and interactions of
the users play an important role for the value of the whole network.
Different from social networks, the topology of P2P systems can be influ-
enced by different working automatically in the background algorithms.
The paper introduced distributed content-oriented and traffic-oriented
methods for doing so. The simulation shows the results for the structure-
and topology-evolution in the community.

1 Introduction

Significant research efforts have recently been invested in the development of
peer-to-peer (P2P) computing systems. The interaction protocols distinguish
P2P systems from client-server systems as all nodes that can contribute as peers,
i.e., with the same rights and obligations in the interaction. P2P systems typi-
cally have a dynamic topology, unintermediated interaction and autonomy of all
nodes. Peer-to-peer networks are organized as logical networks at the applica-
tion level. Peers directly communicate with each other without using any central
entity. Peer-to-peer networks have this basic principle in common with the basic
interaction architecture of virtual communities, where the members contribute
information, establish an atmosphere of trust and increase the stickiness or loy-
alty to a business model. In peer-to-peer networks, the contribution goes one
step further. The members of the network act as content, service and network
managers.

Communities are constituted by a set of agents and a medium. The medium
assigns the agents a place in terms of rights and obligations [1, 2]. We employ the
term virtual community to refer to communities that utilize mostly electronic
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media for interaction. Virtual communities may emerge when people get involved
in repeated, emotional on-line interaction [3]. Virtual communities can utilize
centralized servers and only recently- distributed peer-to-peer platforms as their
media for interaction. The interest in P2P has at least two reasons. First, the
communities which share files with their enormous popularity utilize p2p systems
as their platform. Second, p2p systems have a lot of advantages also for other
kinds of communities, e.g., communities with interest of sharing information or
transaction communities.

In this paper, we are particularly interested in the question that how far
decentralized structures can support virtual communities (Sect. 2). We discuss
P2P networks and their benefits and challenges (Sect. 3). We analyze content
management in virtual communities and propose an integrated approach to man-
age contents and community on a peer-to-peer network in order to increase its
value (Sect. 4). The empirical results are presented in Section 5. The paper is
concluded with a discussion (Sect. 6).

2 Benefits and Challenges of P2P

Most communities rely on their interaction in a shared space. The community
platform is typically implemented as a platform on the server. Some commu-
nities, such as the USENET used to rely on replicated structure). This shared
space is typically a centralized structure. It can be attacked; it need to be im-
plemented and maintained; and the cost must be covered. The one who provides
the platform has a position to manage and even to exploit a community. For ex-
ample, all the consumer communities are managed by the various on-line shops.
Communities are so important that they realize on-line transactions: they pos-
itively influence the transaction-ere by establishing a trustworthy environment
for transaction and help to establish a long-term relationship that can complete
single transaction on a market. Moreover, they provide information for products
and recommendations as well as reviewing knowledge that is invaluable for on-
line transactions. Think of the value of the information consumers contribute,
e.g., at Motleyfool.com, Ebay.com or Amazon.com [4].

The distributed nature attracts a lot of the potential users. According to
different estimations, the size of the Gnutella network is in the range of 80-
100,000 nodes (www.limewire.com) [5]. The number of the downloads of the
SERVENT (SERver-cliENT) Kazaa Media Desktop is more than 200 million
(March’2003) [6] with a growth of 100 million within 7 months. Such peer-
to-peer communities share huge amount of data, which can hardly be shared
by centralized systems. Napster is one example for this. The users contribute
many of the resources for the sharing of files. The centralized server that is
only responsible for directory services is fairly easy to implement and ”cheap”
to run. A centralized server that provides both content and directory services is
prohibitively expensive to run.
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The distributed and decentralized structure of peer-to-peer and in particular
the design of current peer-to-peer systems bring a great number of challenges at
the application level.

– Services. It is still unclear which service can be implemented in a decen-
tralized way. Information search is still a central problem since existing ap-
proaches employ flooding-based mechanism that is not suitable for large
systems. The scaling problem is crucial for scalability of peer-to-peer plat-
forms.

– Resources. Even though Peer-to-Peer systems were introduced only a few
years ago, peer-to-peer communities are now one of the most popular Internet
applications and have become the major source of Internet traffic. According
to [7], the estimated traffic in the Gnutella network (excluding file transfers)
is about 330 TB/month (March’2001). The volume of generated traffic is
an important obstacle for further growth. Moreover, the traffic is not an
abstract size for the members of the Peer-to-Peer network. They experience
the load of routing messages of frequent queries on the computers. Modern
P2P system realizes traffic management of the single user, i.e., the user who
decides on how much bandwidth and other resources could be contributed.

– Relation content - social structure. Currently most peer-to-peer sys-
tems are anonymous - this is partly due to the legal problems of file sharing
and the lack of digital right management systems suitable for P2P systems.
Quality management therefore is an issue. In communities it works over
the relation content -social position of the one who contributes it (rating of
contributions, rating of the reliability of transaction partners . . . ). There is
a danger that the quality of the content deteriorates since content is not re-
lated to people and their social structure that it enable quality management
by ”social pressure”.

– Positive feedback and network effects. There is no relation between the
contribution of the individual member of a p2p network and a reward for
contributing to the network. There is no social status, or benefit in terms
of resources. On the contrary - the individual contribution even demands
more contribution of resources. For example, when one contributes thought
after a piece of content, many users will access this file and this consumes
resources from the contributor. There is no incentive to contribute. This
leads to a deterioration of quality and quantity of available content. This is
not a factor that contributes to the growth of communities [8].

The main challenge in the peer-to-peer systems is therefore the design of the
interaction in an holistic sense: The P2P network, the interaction and the social
network need to be designed so that content management becomes possible.

This however means that, to some extent, the social structure of the commu-
nity must be mapped onto the platform and there needs to be implementation
of services, that fits the decentralized structure of the networks. This structure
must be adapted to the needs of the community. Therefore, this topology evo-
lution includes the design of the network. We argue that this should be done in
peer-to-peer style, i.e., in a decentralized way.
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3 Contents in P2P Systems

Content and content management are the key to the success of any network.
Content management on digital media and therefore in virtual communities and
peer-to-peer networks differs from the content management approaches of con-
ventional media. Subsequently we analyze the properties of content and the
challenges of content management.

3.1 Characterization of Contents

Virtual communities utilize (mostly) electronic media for interaction. This elec-
tronic medium is often referred to as the community platform. The community
platform plays an important role for the management of digital content. It struc-
tures and organizes the communication and makes the interaction persistent [9].

As the notion of content is closely related to medium that transfers it, con-
tent management on digital media cannot be separated from the management
of the community that builds around the content. Moreover, the architecture
of the community platform and its services influence content and community
management.

In traditional one-way mass media, content is typically a product of the me-
dia industry. Newspaper articles, television spots and etc. are produced, packed,
duplicated, and distributed by the media industry. A piece of content, such as
a television show or a newspaper article is a self-contained unit. The traditional
communication channels assemble pieces of content according to their format,
and then copy and distribute the (packaged) content. This is changing through
the Internet and its technology. Due to the characteristics of the Internet and
its digital technology, content has a much broader meaning in the sense of in-
formation goods. Content on digital media can be characterized in terms of four
aspects [10].

1. Content is digital. Most content is digital or have a digital counterpart. Foe
example, mp3 format is a digital counterpart to analogue as well as other
digital data formats in this case like compact disks and cassettes. Digital
content can be distributed, processed and stored in high volumes by means
of information technology. As the digital technology becomes commodity
goods, anyone can easily create, pack, or modify content. Moreover, digital
content is accessible to machines for all kinds of processing and distribution,
which increases the availability of content and content management becomes
a commodity, too. For example, all the peers distribute content and support
through search and routing primitive functions in content management. Dig-
ital technology facilitates a new design of the whole value chain of content
management [10]. Content cannot be separated from the media technology.

2. Content is linked. As the Internet can be seen as an electronic network, the
content is embedded in and part of this network. This is mostly easily seen
when one compares an isolated web page to the page as a part of a Web
site or an information system or an on-line application. An isolated site
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or a single web page is of little utility or value - it will hardly be visited.
However, when a page is linked, it will be accessed through customers and
become valuable. In many cases, the value of the content results from a direct
link from information to transaction. Hyperlinks between pure information
on products to transaction services to buy those products [11]. Still, this
content and its links need to be structured and organized [9]. Network and
content management cannot be separated.

3. Content is interactive. As every participant is both a recipient and sender,
the Internet allows interactivity in a much broader way than traditional me-
dia does. There is traditional passive content consumption as is usual with
books, television, or broadcasting. However, unique to new media, there
is also interactive content with interaction between user and application or
among users. Interactive contents may solve problems presented to them and
adapt themselves to users’ needs. Therefore, the producer of content is not
only the media industry, but potentially every participant on the Internet.
As a consequence, content changes over time as the media and community in-
teracting with it. Content management and interaction management cannot
be separated.

4. Content is embedded in a social, economic and organizational environment.
Individual content is sometimes very valuable for other participants. The
Internet not only has the cultural function of information as found in tra-
ditional media, but also the economic function of commerce and the social
function of community. This content spills over to these functions. In the
Internet, everybody can provide information about products. The experi-
ence shared by consumers is considered more trustworthy and valuable than
information provided by producers [4, 12]. Reviews and recommendations
in on-line shops or at file-sharing communities are good examples of it (cf.
the participatory product catalog of [12, 13, 4]). Content management and
community management cannot be separated.

The above characteristics of content have several consequences on the entire
value chain of the management of content. The participants play new roles in
the creation of economic value [14, 10]. Particularly for electronic media, every-
body can contribute contents due to the interactive nature of the channels. The
sources of content are much broader, as every participant is a potential creator
and sender of content. However, the Internet does not only allow one-to-many
communication as in traditional media, but also many-to-one or many-to-many
kinds of communication. Moreover, the means for processing facilitate manage-
ment of the interaction by digital media. Herein, network, content and social
environment of the community become inseparable.

3.2 Value of Virtual Communities for Content Management

Peer-to-Peer networks offer new possibilities for the communities and content
management. As the content and social structure of a community are interwo-
ven, content and community management in virtual communities need to be
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Fig. 1. Network and feedback effects in P2P networks

managed as an entity. In this respect, peer-to-peer networks differ from tradi-
tional centralized client server platforms. A key issue is hereby the benefit one
obtained from contribution to a network. The relations are depicted in Fig. 1.
In P2P systems there seems to be an inherent problem in the feedback that the
individual gets. In every network, the value of the networks increases with the
number of members. More members means more contents and more resources
(bandwidth, storage and computing power). More content and more resources in-
crease the value which again brings new members. This is the global perspective
on the whole network. The individual perspective is to analyze the individual
view on the feedback for the individual contributor. A high value allows a con-
tribution of content. A higher value means that the individual can contribute
more and still get value from the system. Contribution of content also means
contribution of resources so that the content becomes available in the network.
This contribution of resources positively correlates with the amount and attrac-
tiveness of the contributed content. This contribution, however, decreases the
value of the network. The greater the number of members is, the more contribu-
tion of resources will be necessary to ensure content management and content
accessibility to all members. This relation between number of members and con-
tribution of resources makes it possibly unattractive for users to contribute to
networks with a high number of members.

In communities on peer-to-peer networks, it is content, community and com-
munication infrastructure that need to be managed in an integrated way.

The social network of the community – which exists outside the computer
system – is the structure to which services, content relations and infrastructure
need to adapt for an optimal quality parameters of the network and content
management. Moreover, it is the correct reflection on the relations of the social
network that builds the value of the network and makes it work. The community
rewards the ones that contribute content and other resources through a positive
feedback and an attractive social position in the network. In virtual communities,



176 German Sakaryan et al.

this is often the reason why many contribute – and adequate awareness of the
social status provided. Communities in peer-to-peer networks need some sort
of management so that the above mentioned challenges are overcome and only
an integrated approach that includes community, content and network aspects
seems to be adequate.

We propose an approach to community management which includes content-
oriented network topology self-organization and content- oriented search. The
reason behind is, that the most relations in a P2P network are formed by a num-
ber of point-to-point connections between peers. As a result, each peer is con-
nected with a set of other peers typically called neighbors. We argue that these
relations (topology) influence on the operations of P2P systems and on built
above communities both from global and individual views. Since no peer is able
to oversee this topology or to know all available information, our approach is
decentralized to adapt this structure to the social dependencies of the considered
community.

4 Influence of the Topology
on the Community Operations

4.1 Basic Aspects

The above cited benefits can not be reality without technical entities. The topol-
ogy of the community significantly influences the benefits brought by community
to its members and includes the following aspects.

– Communication Channels. In order to participate in the community, ev-
ery peer should be able to communicate with other community members.
From the topology point of view, it means that out-degree (the number of
available on-line neighbors) of any peer should be bigger than zero.

– Reachability. To insure high coverage of the community in the ideal case,
each peer should be able to get content from any other peer. As well as there
are no central entities providing directory service, message sent by a peer
makes jumps (hops) from one peer to another until a required peer (or peer
with required content) is found. Therefore, ideally, the topology directed
graph should be strongly connected, which means that there is at least one
direct path between any two peers.
For real communities, it is almost impossible to achieve due to unpredictable
arrival and departure of the peers. For practical purpose, any topology self-
organizing algorithms should be able to increase peer’s in-degree, and to
increase number of the connected pairs (the pair of the node is considered
connected if there is at least one direct path between them).

– Reasonable Traffic. Traffic in the communities is very important. It brings
limitation for further growth of the system due to limited bandwidth ca-
pacity. Message which represents a user query is discarded if a peer can not
handle it accordingly (overload situation). A network peer can be overloaded
due to many reasons, where a ”bad” topological structure plays an important
role.
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– Time of the Search. In spite of the advantages brought by decentralized
systems, the data search is still a central problem. The search time depends
on how effectively message routing algorithms use underlying topological
structure. The famous approaches which use random forward or broadcast
can cause high search time or high traffic. To improve this situation the
content oriented search and respective content-oriented message forwarding
algorithm (CF) [15] was proposed. The basic idea behind CF is that the peer
forwards (routes) a message to the neighbor which stores the most similar
content to the search query represented by the message.

4.2 Topology Self-Organization

The topology of a community is changed with time. The change is mostly caused
by two main reasons. First, because of the uncoordinated and unpredictable ad-
dition and removal of nodes, these processes can be modeled by Poisson distri-
bution and an exponential distribution accordingly [16, 17]. Second, algorithms
may run and self-organize a community so that topology can be changed (cluster
building, content oriented structure creation, traffic adaptation etc.). As far as
search time and generated traffic are almost the main open problems of cur-
rent P2P systems, two topology distributed algorithms were proposed: content-
oriented restructuring and message flow control (MFC) [15, 18].

– Content oriented restructuring. Intuitively, in the human society, people
who are interested in information will generally get faster, if they know other
people with the same interests.
As far as topology in human society reflects social connections between
people, it makes sense to organize the topology of the P2P community in
a way that connections reflect interests of the users represented by consumed
and/or offered content. For example, to extract users of the same interests
and connect them organizing closer-connected groups. For doing so, the fol-
lowing strategies to organize a neighborhood of peers are considered.
• Social strategy. A peer keeps neighbors who share the most similar

content to the one shared locally. A respective restructuring algorithm
is called social restructuring (SR).

• Egoistic strategy. A peer keeps neighbors who share the most similar
content to the one user is interested in. User interests are represented by
user’s request history (consumed content). Accordingly -ER.

• Intergroup strategy. A peer keeps neighbors who share the least sim-
ilar content to the one shared locally. Accordingly -IR.

The different strategies could be mixed (e.g. SER, SIR). In this case, neigh-
borhood of a peer is divided between different strategies (in the given con-
tribution equally). It should be noted, that the discovery of other peers in
a network is done by traveling messages which are used for search [15]. In
addition, search messages store data about visited peers. This data is used
later for restructuring purposes.
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– Message flow control. This kind of restructuring is caused by local traffic
problems and leads to the creation of alternative paths around the over-
loaded nodes while controlling message flow to overloaded peers. Each peer
constantly monitor its incoming message flow. If incoming traffic is bigger
than some fixed level a peer sends warning messages (WMC) to predecessors.
The data carried by a WMC includes a list of randomly selected outgoing
neighbors of the overloaded peer, so the receiver may update its neighbor-
hood by new peers creating bypaths. In addition, the receiver temporarily
stops sending messages to overloaded peer.

Both approaches change the topology of the community dynamically, thus the
changeable part of the P2P communities is ideally organized. Content restruc-
turing uses knowledge about other peers which are visited by traveling messages
used for search (IMC). In this way, extra traffic only for restructuring purpose is
avoided. The content-restructuring ideally corresponds to the concept of the con-
tent oriented message forwarding. The creation of the content oriented topology
may lead to a traffic concentration around nodes with the most requested infor-
mation. In this case, the traffic restructuring is required. And vice versa, only
traffic restructuring partially breaks content-oriented topology and may lead to
increasing search time. That is why the combination of the two approaches is
mostly indicated.

5 Empirical Results

In the given section, the influence of the proposed content-oriented topology
self-organization, message flow control and content-oriented search algorithms on
P2P community operations is evaluated. Especially two aspects are investigated:

– Quality of Service (QoS). In the given contribution the quality of service
is considered from user- perceived perspectives and represented through:
• Ratio of successful search queries to all search queries. The query

is successful if the respective message has found requested data and has
reached starting peer-search initiator.

• Average number of hops per successful query. This parameter
depends on the topology of P2P as well as on how effectively routing
mechanism uses it. The less hops are required in average to find requested
info, the less traffic is generated and the less time is required for search.

• Ratio of discarded search queries to all search queries. The
queries discarded in congestion are considered.

• Average query rate. This parameter indicates how many queries in
average are sent by each network peer during statistic collection intervals.

– Global Organization. The influence of locally executed algorithms on
global topological organization in P2P networks is studied. For doing so,
the following sets of parameters are used:
• In-degree. The in-degree influences on the traffic concentration and

reflects number of incoming links.
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• Level of connectivity. This parameter reflects ”connectivity” aspects
of a network. It represents a number of connected pairs of peers. This
parameter is calculated as a number of connected peers divided by the
maximal possible number of connected pairs calculated as n*n, where n
-network size (number of peers).

• Graph diameter. The diameter of the graph indicates how close are
peers to each other from number of overlay hops.

• Number of changes caused by restructuring algorithm. The tar-
get of a topology organization algorithm is to be able to create a reliable
and stable topological structure. That is why the number of topologi-
cal changes caused by restructuring algorithm is important parameter,
which should be observable during the all simulation time.

In the given contribution the dynamic P2P network with static membership
is considered. Such networks have constant peer population and dynamic is rep-
resented through changing topology. The similar behavior of algorithms was also
observed in networks with dynamic membership.

To get reliable results, the size of a network must be large enough. On the
other hand, simulating large communities becomes a problem since simulation
time will rapidly increase. Considering both arguments, a community size of
2048 peer was chosen with neighborhood size - 10. The experiments were also
conducted for 1024, 4096 and 8192 peers with different sizes of neighborhood
(10 and 20 accordingly). The similar behavior was observed.

The simulation consists of the certain number of simulation steps typically
100. It will be shown later that majority of topological changes are done within
the first 20 simulation steps. Each simulation step consists of the certain number
of simulation cycles. By the end of one step, statistical data about community
operations is collected and all messages which are still traveling are discarded to
avoid ”phantom messages” from the previous simulation step, which may influ-
ence the statistics. The next simulation step starts with the topology achieved
during the last step. A simulation cycle is a big control loop, each peer sequen-
tially receives a control. Number of such cycles within one simulation step is
chosen equally to the number of peers in a network (2048). Thus a message has
at least the theoretical possibility to visit all peers in a network.

To test the worst conditions each query is represented by only one message;
no replication used; content is equally distributed and unique; and user requests
are skewed to requesting popular content more often [15].

The initial topology of the community was created as a random graph, which
may not be strongly connected with average in-degree less than 2. It is also as-
sumed that peers are homogeneous from power, bandwidth and executed algo-
rithms point of views.

All tested combinations of algorithms are presented in Table 1.
Each combination of the strategies is tested for the same initial network

structure to compare system performance and investigate influence.
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Table 1. Dynamic Networks with Static Membership: Tested Algorithms

Abbreviation Comments

CF content routing and no restructuring used
MFC+CF study influence of MFC
SER+CF study influence of content restructuring
SER+MFC+CF study influence and used to compare strategies

SIR+MFC+CF used to compare strategies
SR+MFC+CF used to compare strategies
ER+MFC+CF used to compare strategies

Fig. 2. Average Number of Hops per Successful Query

5.1 Quality of Service

The conducted experiments clearly demonstrate positive influence and effective-
ness of proposed dynamic distributed message flow control algorithm. It improves
situations in systems which use content-oriented topology organization as well
as in systems which do not. The ratio of discarded messages (in congestions)
in systems which use MFC is significantly lower vs. combinations without MFC
(9% -CF vs. 4%-CF+MFC, 2.5% SER+CF vs. 1% SER+MFC+CF).

An application of content oriented organization algorithm (SER, SIR, SR,
ER) significantly influences the quality of service in P2P networks. It significantly
improves the ratio of successful search queries about 97% (SER+MFC+CF) -
90% (ER+MFC+CF) compared with average 83% (CF) or 87% (CF+MFC).

Due to the formation of content-oriented topology, the average number of
hops needed for successful query to locate target pieces of data is about 20-30
hops (SER+MFC+CF, SER+CF, SR+MFC+CF, SIR+MFC+CF) compared
with 80-90 hops (CF, MFC+CF) (Fig. 2). Since less hops are required to find
data, traffic in the system is decreasing. Thus, the ratio of discarded messages
is decreasing accordingly (e.g. 2.5% for CF+SER vs. 9% for CF).
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At the same time, decreased number of hops causes the increase of query
rate, which indicates how many queries each peer in a network can generate. The
highest query rate is achieved for SER+MFC+CF - 32 in average. The increased
query rate value indicates ability of the system to proceed more messages during
the same time, while not decreasing ratio of successful queries. Thus, an user
may request data more often.

Another interesting observation comes from analyzing different content ori-
ented strategies to form a neighborhood. The combinations of algorithms which
use social strategy to form content of a peer’s neighborhood (e.g. SER+MFC
+CF, SER+CF, SR+MFC+CF and SIR+MFC+CF) introduce lower number
of hops required to locate a piece of data than pure egoistic strategy (ER+MFC
+CF). The reason behind lies in the fact that mostly messages are routed using
social part of peer neighborhood (or so-called social topology) in both combina-
tions SER+MFC+CF and SIR+MFC+CF.

The pure egoistic strategy introduces high average number of hops. Even
though all neighborhood is devoted to keep peers, which store the most similar
content to user’s interests. It may happen, that required piece of data cannot be
located on direct neighbors. In this case, the further routing is required. During
the simulation only peers which have direct neighbors keeping data which is
asked by users of that peers may enjoy this egoistic strategy. Even if it happens
during the simulation, it is not a case in real P2P systems, since users are not
likely to find and download the same piece of data (file) from a network according
to fetch-at-most once behavior [19]. Even during the simulation, the big part of
the requests can not be satisfied by direct neighbors, so additional routing is
required.

Accordingly, systems which utilize social strategy have bigger query rates, im-
proved ratio of successful queries and decreased ratio of discarded queries. The
pure social strategy (SR+MFC+CF) is better than pure egoistic. In the same
time it presents a decreased quality of service compared with to SIR+MFC+CF
or SER+MFC+CF combinations. These results are caused by the fact that users
may be interested in the content which is different from the one which is locally
stored and shared. This difference is included in principals of our simulation. If
a generated query is targeting data which have nothing in common with locally
stored content, the probability of having direct neighbors (for pure social strat-
egy) which may have similar content to what query is looking for is very low.
That is the reason that, in average, it is necessary to make more hops to find
at least a group of peers storing content similar to target data. And then, the
social topology is effectively used to route a message within a group.

The comparison demonstrates that the best combination of different strate-
gies uses social and egoistic content-oriented strategies (in addition to MFC) to
dynamically form a neighborhood. This combination (SER+MFC+CF) demon-
strates the best quality of service in all investigated terms: successful ratio,
discarded ratio, query rate, and the number of hops. The egoistic part of the
neighborhood serves mainly to route a generated query as close as possible to
the target group of peers storing interesting content. The social part of a neigh-
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Fig. 3. Topological Changes Caused by Content Restructuring

borhood is in charge of routing within a group, which actually accounts the
majority of routing.

5.2 Global Influence of Distributed Algorithms

One of the reasons behind delivered quality of service achieved by content-
oriented topology self-organization lies in the improved network graph properties
in addition to content oriented search.

The conducted experiments demonstrate that the topological changes caused
by content oriented topology self-organization activity are decreasing with time.
During the first 10 simulations steps a number of changes decreased down to
zero for all of the tested content-oriented strategies (Fig. 3). Thus, the stable
topological structure is achieved.

The number of isolated peers (those who have no predecessors) is decreasing
with time for all content -oriented strategies except pure social one SR+MFC
+CF (Fig. 4). In the initial network, 273 peers had no predecessors, which means
that none of the peers kept them as outgoing neighbors. By the end of the simula-
tion number of isolated peers as following: SER+MFC+CF -64, ER+MFC+CF
-54, SIR+MFC+CF-130, SR+MFC+CF -313. For the best combination, the
number of isolated peers was decreased more than 5 times.

These improvements are caused by virtual warehouse concept used by the de-
veloped routing algorithm [15]. Briefly speaking, messages met on the particular
peer could use each data about visited peers. In this a way, there is a probability,
that, if an isolated peer is active (generating many queries), it could be noticed
by other peers in a network. The usage of that virtual warehouse is at the level
of 20% of all routings.

The negative impact of pure social strategy SR+MFC+CF is caused by cho-
sen simulation conditions. In these simulations, social interests of the peers (rep-
resented through stored and shared content) are very limited. Thus, only lim-
ited number of peers can be of interest to any other peer if they use only social



About the Value of Virtual Communities in P2P Networks 183

Fig. 4. Isolated Peer Dynamics

Fig. 5. Level of Connectivity

strategy. In more realistic environments, it could be assumed that this negative
impact will disappear.

The wider interests (shared content) or more strategies peers have, the higher
probability of integrating isolated peers discovered during a search. The more
queries an isolated peer generates, the higher the probability of meeting those
queries with queries coming from the other peers and the higher the probability
of isolated peer discovery and integration will be. The integration helps to utilize
peer resources for content sharing and routing.

During the simulation, the level of connectivity is increasing from about 80%
to 92-97%, striving to maximum 100% value (Fig. 5). This is a direct outcome
of decreased number of isolated peers as well as of increased number of directed
paths in a network. As the same, pure social strategy has a negative impact.

The conducted experiments have demonstrated positive impact of the pro-
posed topology organization algorithms on network graph diameter. The initial
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value of 23 was decreased to 7, which reflects the distances from overlay hop
perspective in modeled network.

For all content-oriented strategy, dynamic of the average in-degree of a peer
is almost the same. During the first two simulation steps, the average in-degree
grew from 1.99 -for initial network up to 10 (maximum size of a neighborhood).

Experiments proved our expectation that topology of the community influ-
ences on the QoS and users can get benefits from membership. We have also
proved that local behavior of the individual peers has global impacts Running
locally algorithms are able to form a predictable content- oriented network struc-
ture with improved topological properties. It was also confirmed, that using
community and content aspects (both from social and egoistic perspective) on
a network level to organize operations of a P2P system brings benefit to its
members.

6 Conclusion

The contribution discussed about the social and economic importance of topo-
logical aspects of P2P network communities. It shows that, besides the content
offered, the structures of the connections and the interaction of the users play
an important role for the value of the whole network.

Different from social networks, the topology of P2P systems can be influ-
enced by different working automatically in the background algorithms. The
paper introduced content-oriented and traffic-oriented methods for doing so.
With a simulation, the results for the structure- and topology-evolution in the
community are shown.

In future work, this algorithms should be included in real systems like
Gnutella or KaZaa to prove their efficiency finally.
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Abstract. Peer-to peer communities are used to share information be-
tween users with common interests. This article describes an approach to
locate nodes which are frequently accessed and therefore keep very new
and/or important information for the community. Using an approach
derived from the physic analogue of thermal field, the search for this
attractive nodes becomes faster and creates a self organizing system for
a more efficient information management.

1 Introduction

Nowadays, the Internet appears to be an important medium for the exchange of
information in different languages. In this environment, the client-server archi-
tecture dominates the landscape as the most commonly used system. The major
part of available services in the Internet are offered by a central service provider.
On the other hand, peer-to-peer (P2P) systems becoming to play a more and
more important role. These are networks consisting of machines which are more
or less equal. Each member node can act as a server as well as a client.

P2P systems have a completely decentralized architecture which introduces
some disadvantage caused by the lack of central instances. Different strategies
for locating resources are required. On a central server or catalog, the client
can directly ask for a certain service. In peer-to-peer systems, all resources are
scattered over the whole network. Therefore, a search for the required resources
becomes necessary. The situation becomes even more difficult, as no member of
the network necessarily knows all other members. It means that special algo-
rithms are needful [3, 4].

In a so called P2P-community, all members are considered to have com-
mon interests and offer or request resources which are probably interesting to
all members of this community. Nevertheless, a keyword search for services or
information would probably not be satisfactory due to the lack of a common
vocabulary. It can be an entry point to find related information. Every user may
give the same thing a different name or affiliation.

In the following sections, the community concept is analyzed more deeply
and the thermal filed idea is explained in detail.
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2 Main Ideas

The introduction and [2] describe how users can build up communities and use
these structures. Furthermore, it was figured out how cross-connections between
different communities can be made and used by the members.

For example, built of billions of Web pages as nodes connected by hyper-links
the World Wide Web can be regarded as a P2P network community. If any Web
pages are considered, it seems that a cycle of life of any page can be defined in
the following manner.

1. A new site is developed according to the need that new information must be
presented.

2. The Web page will be updated, in case the user is interested in such a change.
3. The support of the Web page was interrupted through rough changes, but

the page still exists.
4. The page has removed from the Web (but search engines may still index it

for a longer period).

The existence of these life cycles is supported by the considerations made
in [1]. From the above content it is clear that every phase in the given life cycle
is defined by the respective activity. Altogether, the following activities could be
identified, which may give hints about the actuality, timeliness and importance
of a document in the Web.

– the number of changes/updates of a document in a given period,
– the number of successful search operations having a document as result,
– the number of access operations to a given document,
– the number of links contained in a document or
– the number of links pointing to the document.

Nevertheless, the problem of an effective search still leaves room for improve-
ment. Normally, a user searching the Web seeks documents which have similar
(but not an equal) content to his own. Therefore it is necessary to follow the
links from the respective user and reach, after some hops, the required infor-
mation. However, the problem is that the more nodes were visited, the more
(exponentially more) suitable links are known to the user. It is reasonable to
assume that many users browsing the Web or community content are looking
for “what’s new”. Search engines commonly used in the Web, like Google, are of
limited use here. The user can only search by known keywords for new content.

The search for new content is usually not taken into account by search engines
currently available. If a user of a community is a member for a longer time, he
might want to know which resource was recently updated or which node has the
newest information.

In this article, an approach is introduced to locate special nodes inside a P2P
community. These nodes can be new, very frequently accessed, recently updated
or may have a long uptime. The main idea is to enable the user to locate such
attractive nodes efficiently. This is realized by adding a “temperature” value to
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every node. This temperature value is increased with the number of accesses,
number of new information on this node or other criteria. A small part of the
temperature of one node vests in its neighbors and therefore propagates over
the community and a temperature field like shape is build. This temperature
gradient leads the search requests directly to the temperature peak. Thus, the
most attractive nodes of a community can be found efficiently.

3 The Search Algorithm

Using the above method, it is now helpful to the idea using an effect known from
the physics. There, any dynamics of small particles (e.g. in a gas) are represented
in the temperature of the medium, which is defined to be the average speed
of the particles. Using this analogue, it might make a sense to speak about
the temperature of a node/page in the Web. Hereby, the “temperature” may be
defined through the intensity of the activities/changes connected through a node
in the community.

Further developing this idea it becomes clear that through thermal conduc-
tion a high temperature of any part of a whole body affects a spatial dispersion
of heat in the body around the part and is not a dot-like phenomenon. Convec-
tion and radiation results in the heated part which has the highest temperature
in the environment, while the temperature of the remaining parts is sinking de-
pending on the distance between the hot part and the measurement point. Heat
generated from several hot parts will overlay their impact. Last but not least,
any part of a body will become colder if no more heat will be fed.

Finding the hottest part in a body means to follow the maximal temperature
gradient in the body (resp. to the scalar field of temperature).

This model of heat distribution can be easily applied to a Web environment,
when assuming that communities exist and every node will cooperate with others
to contribute to the success of the whole community.

Remember, every node is considered to be a part of the whole body called
the Web community. It stores its actual temperature related to one of the above
criteria in a common accessible data structure. Whenever an access to a given
node is made, the access operation acts like a temporary connection to this node
and allows the transport of a special amount of heat to the accessing node. This
causes a heating of the accessing neighbor node. It is clear that the neighbor
node can never reach the temperature of the origin of heat.

Different from the physic process, the accessing node is able to remember
the temperature a neighbor has had during the last access. In such a manner,
any request arriving at this node can be transferred to the ‘hottest’ neighbor
kept in the memory of the considered node. Finally, a continued decrease of the
actual and kept node temperatures models the effect of the described loss of
temperature.

The intended method can be well used in the community environment, since
the used message chain communication mechanism (see also [2] and [5]) ensure
a frequent contact of different machines. Such a message chain is an extended
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communication mechanism, which transfers information from the source node
by sending the information successively from one node to one of its (direct)
neighbors until a suitable target node is reached.

Generally, a message chain contains the address of the original node and a
hop counter beside the data or the requested operation itself. The hop counter is
decreased every time the message is forwarded to the next node to ensure that
this operation is finite. In accordance to its contents, a message can cause any
kind of action at every way point as well as at the destination node and will be
forwarded to a chosen neighbor in each case, unless the hop counter has reached
zero. Thus, every node of the network is able to find information at previously
unknown nodes and learn about any other node in the community. Since the
forwarding procedure of the message chain is normally a random procedure, every
node of the community can be reached with a certain probability. Therefore,
a probabilistic search over the whole community can be realized.

If a temperature field approach is used, the random forward of a message
chain must be replaced with a temperature depending method. The hop counter
of the message must be high enough to reach any maximum and the tempera-
ture of each neighbor y of the node x is kept in the neighborhood warehouse.
The message here also contains an array to keep the already found maximums.
Thus, it can be assured that the already known maximums are recognized. To
enable the message to locate every (or almost every) maximum, a randomness
must be introduced again. Otherwise, the temperature gradient will always lead
the message to the same (local) maximum. Therefore, the message is randomly
forwarded with the probability of pr.

The following algorithm is periodically executed on each node x of the com-
munity:

1. Initialize all values of the node (all node temperatures are set equal 0).
2. Update the kept temperature of the current node x θ(x) depending on

the respective access and update activities made since the last update or
compute θ(y) = θ(y) · e−λt, if no update or access operations were made.

3. Decrease the kept node temperatures θ(y) from all neighborhood nodes y
of x, (y ∈ N(x)) by θ(y) = θ(y) · e−λt.

4. Repeat, until a message chain is arriving or the next node update time is
reached.

5. If a message chain was received
(a) With the probability of pr select a node Next−node randomly from the

warehouse N(x) and goto 5c.
(b) If there is a node y ∈ N(x) in the set of neighbors of x, N(x), with θ(y) >

θ(Next−node) set Next−node = y otherwise determine Next−node ran-
domly from the set of neighbors.

(c) If θ(x) ≤ θ(Next−node) or this node is already known as a maximum
then forward the message chain to Next−node otherwise terminate the
message chain, x is a new maximum. Send the answer to the origin and
goto 6.
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(d) Receive the temperature of Next−node with the acknowledgment of
the forward operation and update the kept temperature θ(Next−node)
on x.1

(e) In case the temperature slope θ(Next−node) − θ(x) is big enough (i. e.
≥ const ·θ(x)), increase θ(x) by a given, fixed value corresponding to the
amount of transported heat2.

6. If the next node update time is reached then goto 2, otherwise goto 4.

The above described method makes sure that the temperature field is built up
and will be maintained by the nodes as well as the fast forwarding of a message
chain containing a search request to the “hottest” areas of the community. Some
experimental results are given in section 4.

4 Experimentation

4.1 Simulation Setup

A simulation was set up in order to explore the above discussed methods. It is
clear that the efficiency of the described method depends on the development
of the temperature field in the community. Therefore, a community with 1024
resp. 4096 nodes was used in the simulation. The respective structure was built
by using the edge-reassignment-method described in [1].

In every run of the simulation loop, the temperature of all nodes was calcu-
lated according to the algorithm. Some of the measurements were made to get
the impression how the temperature field is developing over time. For the mea-
surement of the search times in the thermal field, the field was kept in a stable
state to achieve comparable results. It can be assumed that the changes in the
thermal field are going slower than a search for a maximum.

Figure 1 shows the tool used for the thermal field simulation. It has some
widgets on the right panel to adjust the simulation parameters and on the left
side the graphical representation of the P2P network community. To get a rea-
sonable picture, the number of nodes was set very low. The structure of the
network can be seen in the graphic as well. The nodes are placed on the outer
ring.

4.2 Results and Discussion

At the beginning, one or more machines have a high initial temperature (100),
all other machines were initialized with a value (0) representing that no changes
were made on these nodes. Now every machine of the community starts its search
for changes in the community, i. e. it searches the hottest node in the community.
Through the activities of the message chain the temperature field develops.
1 Note, that this vary from the behavior of the continuously dispersing temperature

field.
2 This is another, strong simplification to the physic model, but it shortens the nec-

essary computation and acts in a similar, suitable manner.
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Fig. 1. Screenshot of the used temperature field simulation tool
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Fig. 2. Characterization of the built temperature field

Figure 2 shows, how the number of distinct and different temperature classes
on all machines of the system is changing depending on the (simulation) time.
At the beginning, this number is very low, but more and more nodes get higher
temperatures through the system activities. Because of the required slope, differ-



192 Herwig Unger and Markus Wulff

ent temperatures can be distinguished according to the distance from the source
of heat. The temperature of the source node is sinking, so this process stops
after some time and therefore all other nodes also cool down. The parameter
of the system (the heat conductance and the respective heat loss per time unit
(i. e. speed of cooling down) and number of system activities) determines, how
high and broad the curve will be. The more different classes exist, the more
fine-grained decisions can be made later. The lower the heat loss, the further the
temperature field will cause a measurable temperature difference and therefore
the more machines can directly detect a short way to the source of high temper-
ature. Hereby, it is clear that high temperatures can be found near the source of
heat and that the impact of different heat sources overlaps.

Besides the observations in accordance to physics, it is much more interesting
how the search procedure in this system can be influenced using the tempera-
ture field. Figure 3 shows the respective results. Both figures clearly show the
advantage, if the message chains are not randomly searching for the “hot spot”
in the community but using the additional temperature parameter instead. Sub-
figure 3(a) shows the influence of the community size on the duration of search.
Although both curves show significant growth of the needed number of steps,
the advantage of the new method is clearly to be seen.

Subfigure 3(b) shows the influence of the neighborhood warehouse size on
the search process in communities with a fixed size of 1024 members. Of course,
problems exist for very small warehouse sizes due to the low connectivity of
the graph. Therefore, the necessary search time becomes very high in this case.
With a growing warehouse size, there are more alternatives on each node to
reach another one, so the probability is also higher to find the “hot spot” in
the network. Because of the good dispersion of the temperature field and good
possibilities to distinguish temperatures on the way to the search target, this
fact does not influence our new method very much. In such a manner, the use of
our new method is indicated especially, if the warehouse size is small compared
with the size of the whole community. This result seems to be very important to
Web communities, since more and more nodes will be added while the memory
of the machines keeps relatively unchanged.

In a community with many active members exist most probably more than
one temperature maximum. Therefore, the search message is not in every case
forwarded following the temperature gradient. If a new maximum is found, the
message is returned to the node which has sent the request. To find all maxi-
mums, this path must be left from time to time. The figure 4 shows approximate
search time to find 5, 10, . . . , 50 maximums depending on the probability pr

that the message not following the link with the highest temperature.
If pr is low or high, it takes long to discover all maximums in the community.

In the first case, because the search message is always heading for the one maxi-
mum, the temperature gradient leads it to and in the second case, the community
is searched almost randomly. Thus, the advantage of following the temperature
gradient to find a maximum can not take effect. The best results were achieved
with a probability around 0.5.
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Fig. 3. Simulation of the search procedure using randomly forwarded message chains
and message chains following the temperature gradient; 3(a) depending on the commu-
nity size, 3(b) depending on the number of warehouse entries and a fixed community
size of 1024 machines

The next example (Fig. 5) shows, how long it takes to find 32 maximums by
using different values for pr. Again, a probability around 0.5 shows the best re-
sults. And another characteristic is to be seen in this figure. The first maximums
are found after a short time. It takes quite a long time, to find the last one. The
search message starts always from the same node and some maximums can only
be reached if the message is randomly forwarded.
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The last figure (6) clearly shows that the search time for a different number
of maximums is shortest with a value of pr around 0.5.

The simulation results show that the approach works and can be used to find
maximums in a community. In some cases, not all maximums were found. This
depends on the structure of the underlying peer-to-peer network which is also
a proximity of a real world network. However, it is mostly not necessary to find
all maximums for the mentioned applications.
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Finally, a few words about trust and honesty. One weak point of the ap-
proach introduced in this article is, that there is no way to prevent the nodes
from faking their temperature and thus becoming very attractive. This can be
inhibited by a rating mechanism. For instance, only if a node has successfully
downloaded information the source nodes temperature will be increased instead
of just counting the accesses to that node. The basic idea of the thermal field
approach is not affected by this problem, though.

5 Summary and Outlook

With simulation, it could be demonstrated that the information given from a
dynamic scalar field may be used to improve the information management and
organization in a community in a large distributed system. Hereby, the dispersion
of the field depends on the communication activities between the nodes. It is
normally fairly high in a collaborative environment given by communities (and
the used message chain communication mechanism within).

The presented results are the first ones in an ongoing research. Probably
there are much more applications in distributed systems, which might use the
merit of the described approach, e. g. load balancing algorithms based on a fast
distribution of load information of all participating nodes. Suitable applications
and start point must be figured out and considered more detailed.

In addition, it was assumed in this paper that the community is a homoge-
neous one, i. e. that all members have the same set of parameters influencing
especially the dispersion of the field. Future simulation and application should
take into account that personalized parameter set may result in a more detailed
adaptation of the search results to the belongings of the community structure.
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Abstract. In this paper we propose the Cooperative Component Ap-
proach (CCA), for the design of Collaborative Distributed Software
(CDS). In this approach, we propose initially an analysis based on func-
tional requirements necessary to the design of CDS. The functionalities
are structured according to three functional levels: cooperation, coordi-
nation, and communication. We introduce the concept of “cooperative
component” for the implementation of functional requirements into the
suggested levels. The inherent aspects in the design of cooperative com-
ponents are managed in a formal way by introducing a notation based
on the Architecture Description Language Darwin. In order to prove its
feasibility, we applied our CCA approach to the design of an application
that supports the activity of collaborative document editing.

1 Introduction

During last years component-based development has taken a significant rise in
the field of the software in general and particularly for distributed software
systems. Thus, many projects and prototypes were developed to consolidate this
new technology. So that, this new paradigm promises a revolution in the way of
designing and developing distributed applications, comparable to the evolution
of the procedural approach towards the object-based approach.

In agreement with [1], we view a component as “a unit of composition with
contractually specified interfaces and explicit context dependencies, which can
be deployed independently and is subject to composition by third parties”. In
this manner, starting from the composition of multiple components, it is possible
to build applications much easier to maintain and to evolve.

In a particular way, main efforts are given to take benefit from inherent ad-
vantages of the component approach in the design of CDS. In this direction, it
is now assumed that this new paradigm is important to answer the most signif-
icant requirements to this type of systems. However, being a relatively recent
paradigm, nowadays there exist no development standard of CDS according to
component-based approach.
� First author thanks PROMEP and UADY financial support, under grant UADY-117

for the accomplishment of this work.
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Thus, often the development of CDS is based simply on the intuitions or the
experiences of teams in charge of this development. This is at the origin in the
majority of the cases of applications strongly attached to vendor technologies.
This fact involves obviously the generation of applications that are not flexible,
that are difficult to maintain and to evolve [2].

In this paper, we propose a new approach, called the Cooperative Component
Approach (CCA), for the design of CDS. This approach is based on an analysis
of the functional requirements necessary to the design of this kind of systems.

We propose to structure these requirements according to three functional
levels widely accepted in the literature [3],[4],[5],[6] related to the design of
CDS, namely, cooperation, coordination and communication. Then, we define
the cooperative component design concept to facilitate the implementation of
the collaborative application requirements in the suggested levels.

The inherent aspects in the design of cooperative components, in particular
the definition, and the composition of their interfaces are managed in a formal
way by defining a notation based on the Architecture Description Language
(ADL) Darwin [7] which constitutes a reference in this field.

And, finally, so as to prove its feasibility in the development of CDS, we apply
our approach to the design of a distributed application in the collaborative work
domain, which supports the activity of collaborative document editing.

The remainder of the paper is structured in the following way: section 2
corresponds to the analysis of the state of the art, and presents the results of the
study of the recent research works with regard to the software development using
the component-based approach. Section 3 describes the CCA approach. Section 4
applies CCA approach to the design of a collaborative document editing system.
Finally, we present the conclusion and future work.

2 Software Development According to Existing
Component-Based Approaches

The DSC (Distributed Component Software) [8] is a framework and an en-
vironment of development, which supports the implementation of distributed
component-based communication architectures. In DSC, the components are
self-contained packages of code that can be linked dynamically into a program.
The components offer their functionality through operational interfaces. More-
over, the components can be grouped to form composite components.

In [9], the authors describe a framework for the development of component-
based applications, which separates in three views the concepts of architecture,
component, and infrastructure of distributed objects and defines the existing
relations between them. The view of architecture defines the components in the
system, their functionalities, and their way of interacting. The view of compo-
nents refers to the composition and implementation of components. And, the
view of infrastructure of objects refers to the communication between compo-
nents with specific parameters of quality of service, such as performance, relia-
bility, and safety.
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Jarzabek et al. [2] propose an environment of development of applications
based on an approach of generative programming, with an aim of contributing
with the customization and the evolution of the components which require much
flexibility. In agreement with their work, the generative programming refers to
various analyses making it possible to handle programs in a meta-level, such as
the generators of applications, the transformation of systems, the treatment of
macros and the automatic assembly of systems.

The CORBA Component Model (CCM) [10] is the answer of the OMG (Ob-
ject Management Group) in regard with the component technology. In the CCM
context, attributes and ports define a component. The attributes represent the
configurable properties of the components. The ports represent the interfaces
provided or required by the components.

The CoCoWare .NET Architecture [11] is defined within the framework of
the GigaCSCW project of the Telematica Instituut in the Netherlands. The
principal goal of this architecture is to help designers and developers to create the
cooperative software, which matches the needs for a specific cooperative group.
To achieve these goals, they define the following four services: enabling services,
conference management services, communication and collaboration services, and
coordination services.

2.1 Discussion

Nowadays, in the literature there is a lack of complete results for component-
based collaborative software design methodologies. Moreover, the majority of the
proposals define the components starting from the composition of class libraries
by applying various strategies, which contribute to the necessary adaptation for
the system [8],[2].

The framework proposed by [9] offers an appropriate high-level structure
for the analysis of definition and interaction between components. On the other
hand, in this proposal there are no formal aspects for description of components.

It is not efficient for us to use the CORBA abstract model of component,
which is flat (only one description level is possible). In this model, it is not
possible to design composite components (aggregation of components), which
are themselves components and thus handled in a similar way.

The proposal of CoCoWare architecture does not define an original approach
of description and of assembly of components and, on the contrary, the basic
components proposed limit its level of flexibility.

3 The Cooperative Component Approach

In this section we present the CCA approach for the design of CDS.

3.1 Three Functional Level Structure

The first part of our proposal requires the development of an application func-
tional analysis. This analysis must be structured in agreement with the three
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functional categories identified in CDS, i.e., the cooperation, coordination, and
communication levels.

This type of exercise enables us to structure the functionality required by
the system and constitutes a good basis for the mapping of each functional level
to the appropriate cooperative components in a rather simple way.

Moreover, with this structure, we can have a first vision in advance with
regard to the support necessary for the functional and non-functional require-
ments, which provides us the CDS design.

3.2 Cooperative Component Design

In the second part of our approach, starting from the functional structuring we
define the necessary components which provide the required functional support.
For this, the first step aims to the design of elementary components, which
offer support for the specific requirements of CDS. Then, by interconnecting the
points of interaction of elementary components (interfaces and events) we define
the components of higher-level called cooperative components.

ADL Extensions. To provide the description of the components and their
interconnections, we introduce a notation based on the ADL Darwin. In general,
ADLs provide a concrete syntax for the description of software or hardware
architectures, in a declaratory way, in terms of assembly of components.

There is no consensus on specific ADL offering the best description of
a component-based architecture, and on the contrary, the studies show the limits
of existing languages [12],[13],[14].

Darwin provides a simple notation for the expression of software composi-
tions. From a description of interconnected software components, connections
can be carried out in order to form an achievable specific architecture.

To overcome the lacks of Darwin we propose elements of extension for its
notation so that its semantics enables us to represent in a unified way CDS
requirements. Thus, the extensions proposed are the following:

– The notions of interfaces and events do not belong to the initial Darwin
language notation; here we introduce them simply to facilitate identification
of these two component elements.

– The specialization (specialization of) is used to avoid rewriting (inside an-
other component of higher level) a component specified beforehand. Thus,
we make it possible to extend Darwin functionality.

– Since in the graphical notation of Darwin there is not the description of the
events; we use a black triangle to represent a service of produced events and
a white triangle to represent a service of consumed events.

Cooperative Component. We define a cooperative component as: “A com-
posite component made of a set of well defined interfaces which make it possible
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to have sufficient flexibility for well-adapting to functionality support required
by a CDS”.

Description of component dependencies is as significant as definition of com-
ponent interfaces. Component dependencies include not only the interfaces re-
quired by components, but also the events that can be produced or to be con-
sumed between them.

Elementary Component. We define an elementary component as: “An in-
divisible component designed to deal with a particular functional level, having
a set of well defined interfaces; which enable it to offer and to use functions
which contribute to component realization of a higher level”.

4 Collaborative Document Editing System Design

In this section we will use the presented notations in order to prove its feasibility
for CDS construction. For this, we study the design of a collaborative document
editing system. This kind of system makes it possible for a group of users to
participate in a distributed way to simultaneous creation of documents. This type
of system is particularly useful for several group activities such as collaborative
Web pages creation and collaborative software development.

4.1 Functional Classification

We cover the principal functionalities required by a collaborative document edit-
ing system according to the work of recent literature [15],[16],[17],[18]. Then, we
can relate each one of these requirements with the implied functional levels, as
depicted in Table 1. Taking into account this structuring, we made the design,
in a first time of elementary components and in a second time of cooperative
components, which we will compose in order to build the required application.
That is shown in the following section.

Table 1. Structuring between requirements and functional levels

Requirements Functional levels
Cooperation Coordination Communication

1. Text processing x

2. Interoperability of formats x

3. Awareness handling x x

4. Conflict handling x

5. Session handling x

6. Version management x

7. Event ordering and diffusion x x x
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Table 2. Interfaces and events used by UserComponent

Interface Name Role Function Type

A Provided
B Required Text update operations
C Provided User-
D Required Awareness update operations Component-
E Provided Data
F Required Messaging session update operations

W1 Provided
W2 Required User’s data processing operations

G Provided
H Required Audio stream operations UserMediaAudio

I Provided
J Required Video stream operations UserMediaVideo

Y Provided Collaborative session
Z Required processing data operations UserCoordConf

Event Name Role Function Type

a Provided
b Required Text update notifications
c Provided Awareness
d Required update notifications UserNotify
e Provided Messaging session
f Required update notifications

w1 Provided
w2 Required User’s data notifications

g Provided
h Required Audio stream notifications AudioNotify

i Provided
j Required Video stream notifications VideoNotify

y Provided Collaborative session
z Required data notifications SitesNotify

4.2 Cooperative Component Design

While taking into account requirements of the cooperation level, we propose
defining a first cooperative component in order to reach the whole set of sys-
tem functionalities. In this direction we define a cooperative component called
UserComponent, which of course, should be in connection with the cooperative
components on the other levels in order to achieve its objectives.

Table 2 presents interface and event descriptions, whereas Fig. 1 shows graph-
ical design of this first component. As presented, it is formed of the interconnec-
tion of six elementary components:

– Edition. This component is in charge of text processing functionalities.
– AwarennesMgr. This component is in charge of collaborative awareness func-

tionalities.
– ConfShow. This component is in charge of instant messaging visualization.
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Fig. 1. Cooperative component UserComponent (graphical description)

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Component UserComponent{ 
provide interfaces UserCoordConf Y; 
                   UserMediaAudio G; 

 UserMediaVideo I; 
        events SitesNotify y; 
               AudioNotify g; 
               VideoNotify i; 
require interfaces UserCoordConf Z; 
                   UserMediaAudio H; 
                   UserMediaVideo J; 
        events SitesNotify z; 
               AudioNotify h; 
               VideoNotify j; 
Component C6A specialization of DataMgr { 
provide interfaces UserComponentData W1; 
        events UserNotify w1; 
require interfaces UserComponentData W2; 
        events UserNotify w2; 
} 

When a 
  Bind C6.w2 – C1.a; 
When c  
 Bind C6.w2 – C2.c; 
When e 
  Bind C6.w2 – C3.e; 
When y 
  Bind y – C6.y; 
When w1 
  Bind C3.f – C6.w1; 
       C2.d – C6.w1; 
       C1.b – C6.w1; 
When g 
  Bind g – C4.g; 
When i 
  Bind i – C5.i;   
When z 
  Bind C6.z – z; 
When h 
  Bind C4.h – h; 
When j 
  Bind C5.j – j; 
} 

Inst C1:Edition;
     C2:AwarennesMgr; 
     C3:ConfShow; 
     C4:AudioPlay; 
     C5:VideoPlay; 
     C6:C6A; 
Bind C1.B – C6.W1; 
     C2.D – C1.A;C6.W1; 
     C3.F – C6.W1; 
    C6.W2 - C3.E, 
    C2.C,C1.A; 
     C6.Z – Z; 
     C4.H – H; 
     C5.J – J; 
        Y – C6.Y; 
        G – C4.G; 
        I – C5.I; 

Fig. 2. Cooperative component UserComponent (language description)

– AudioPlay. This component is in charge of audio playing.
– VideoPlay. This component is in charge of video playing.
– DataMgr. In its producer-consumer function, this last component compiles

information and sends it to the corresponding recipient; the reverse process
is also supported.

In order to complete UserComponent description, in Fig. 2 we show this
component using our extended notation of Darwin.

With regard to the coordination level, we define a component called Coordi-
nator, which is formed of the interconnection of four elementary components:

– ConcurrenceMgr. This component is in charge of conflict handling.
– VersionMgr. This component is in charge of version management.
– SessionMgr. This component is in charge of session management.
– DataMgr. This component is another instance of the same one presented

above.

For the communication level, we distribute the necessary functionalities on
two cooperative components:
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Component CES 
{ 
Inst C1:Conf; 
 C2:UserComponent; 
 C3:Media; 
 C4:Coordinator; 
Bind  
 C1.V – C2.Y; 
 C2.Z – C1.U;C4.Y; 
 C2.H – C3.Q; 
 C2.J – C3.S; 
 C3.R – C2.G; 
 C3.T – C2.I; 
 C4.Z – C2.Y; 

When u
 Bind C2.z – C1.u; 
When y  
 Bind C1.v – C2.y; 
      C4.z – C2.y; 
      C2.z - C4.y; 
When i 
 Bind C3.t – C2.i; 
When g 
 Bind C3.r – C2.g; 
When q 
 Bind C2.h – C3.q; 
When s 
 Bind C2.j – C3.s; 
} 

Fig. 4. Interconnection of cooperative components by defining the collaborative editing
system

– The first one called Conf aims to provide the instant messaging management
support. This component is formed of only one elementary component; of
course, interconnecting other elementary components could satisfy an exten-
sion of its functionality.

– The second one called Media aims to provide the audio/video management
support. This component is formed of the elementary components AudioMgr
(charged of audio management functionalities) and VideoMgr (charged of
video management functionalities) interconnection.

Coordinator, Conf, and Media graphical description are depicted in Fig. 3,
whereas interface and event description are presented in Table 3.

By supplementing the integration of designed components in order to form
the collaborative document editing system, we present in Fig. 4 interconnection
of cooperative components. This interconnection shows an one-to-one relation
between the various cooperative components. However, in an analysis closer with
regard to system implementation we would see whether this relation is adequate,
or to make necessary interconnection adjustments otherwise.
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Table 3. Interfaces and events used by components Coordinator, Conf and Media

Interface Name Role Function Type

K Provided
L Required Conflict handling operations
M Provided Document version
N Required control operations CoordinatorData
O Provided Collaborative session
P Required control operations
X1 Provided Coordination data
X2 Required processing operations

Q Provided
R Required Audio control operations UserMediaAudio

S Provided
T Required Video control operations UserMediaVideo

U Provided
V Required Messaging session control operations UserCoordConf

Event Name Role Function Type

k Provided
l Required Conflict handling notifications
m Provided
n Required Document version notifications CoordinatorNotify
o Provided
p Required Collaborative session notifications
x1 Provided
x2 Required Data coordination notifications

q Provided
r Required Audio control notifications AudioNotify

s Provided
t Required Video control notifications VideoNotify

u Provided
v Required Messaging session notifications SitesNotify

5 Conclusion and Future Work

In this paper we presented CCA, a design approach we introduced to design
cooperative components as units of collaborative software architectures. Consid-
ering the absence of significant methods for the design of this kind of software,
the results presented in this paper contribute towards a solution to these prob-
lems.

Using the developed notations, we presented the design of a collaborative
document editing system. The expressiveness of our approach has been then
evaluated according to this example and seems to be satisfactory. We plan to
apply it to additional collaborative software examples in order to complete its
evaluation.



206 Francisco Moo-Mena and Khalil Drira

References

[1] C. Szypersky: Component Software. Beyond Object-Oriented Programming.
Addison-Wesley (1999) 197

[2] S. Jarzabek and R. Seviora: Engineering components for ease of customization
and evolution. In IEE Proceedings Software 147 (2000) 129–138 198, 199

[3] K. Drira and M. Diaz: Graph-Grammar Based Coordination in Inter-Corporate
Computer Supported Collaborative Activities. In: Annual Review of Scalable
Computing. Chung kwong yuen edn. Volume 2 of Scalable Computing. Singapore
University Press (2000) 1–27 198

[4] C.A. Ellis, S.J. Gibbs, and G.L Rein: Groupware: Some issues and experiences.
Communications of the ACM 34 (1991) 38–58 198

[5] K. L. Kraemer and J.L King: Computer-based systems for cooperative work and
group decision making. ACM Computing Surveys 20 (1988) 115–146 198

[6] H. Krasner, J. McInroy, and D. B. Walz: Groupware research and technology
issues with applications to software process management. IEEE Transactions on
Systems Man and Cibernetics 21 (1991) 704–712 198

[7] J. Magee, N. Dulay, S. Eisenbach, and J. Kramer: Specifying distributed soft-
ware architectures. In: Proceeding of the 5th European Software Engineering
Conference, ESEC ’95. (1995) 198

[8] JL Bakker and H. Batteram: Design and Evaluation of the Distributed
Software Component Framework for Distributed Communication Architec-
tures. Technical report, Lucent Technologies, Bell Labs Innovations (1999)
http://www.lucent.com/businessunit/pdf/commarch.pdf 198, 199

[9] G. Wang, L. Ungar, and D. Klawitter: Component assembly for oo distributed
systems. IEEE Computer 32 (1999) 71–78 198, 199

[10] OMG: Corba component approach specification. Technical Report 3, Object
Management Group (2002) 199

[11] R. Slagter, H. T. Hofte, and H. Kruse: CoCoWare .NET Architecture. Technical
report, Telematica Instituut (2001) 199

[12] N. Medvidovic and R. Taylor: A classification and comparison framework for
software architecture description languages. IEEE Transactions on Software En-
gineering 28 (2000) 200

[13] F. Plasil and S. Visnovsky: Behavior protocol for software components. IEEE
Transactions on Software Engineering 28 (2002) 1056–1076 200

[14] M. Riveill et A. Senart: Aspects dynamics des langages de description
d’architecture logicielle. Revue L’Objet: Coopération et systèmes à objets 8 (2002)
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Abstract. In a wired environment, object oriented middleware facil-
itates the development of distributed objects. Common Object request
Broker Architecture is a prominent example of the Object Oriented Mid-
dleware. CORBA is a solution provided for distributed computing taking
into consideration Wired Environments. A number of issues are present
in the design of CORBA architecture, when wireless environments are
considered. The issues to address and the complexity of design increase
as the entities hosted in CORBA in wireless mobile environment also
become mobile. This paper identifies the issues and presents the design
and implementation of architecture when CORBA objects are mobile
and the environment of systems is also dynamic i.e. wireless mobile in
nature.

1 Introduction

The global architecture of CORBA consists of Object Request Broker Archi-
tecture. The Object Request Broker (ORB) forms the core of CORBA, as it is
responsible for enabling communication between objects hosted in various ORB’s
while at the same time hiding distribution, location and other related from the
CORBA Clients. General Inter-ORB Protocol (GIOP) defines a standard pro-
tocol for inter-ORB communication to take place. Internet Inter-ORB Protocol
(IIOP) is the mapping of the GIOP over the TCP\IP stack. The IIOP protocol
is not designed taking consideration wireless mobile environment in mind. The
issues to be considered in this paper are not only considering wireless host for
CORBA objects, but also considering CORBA objects to be hosted in wireless
environment to be mobile. In designing such a distributed system, fundamentals
of distributed systems need to be considered. One of the main fundamental is-
sues of a distributed system is Location Transparency. Location Transparency
requires that the components can be identified in the service request without
knowing the location of the component. Migration Transparency means that the
component can be migrated from one location to another without users or clients
to be notified about the relocation of the server object. Access Transparency is
also a dimension of Transparency requirement of the Distributed Systems.
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In a Wireless Environment, Physical Host mobility causes the mobile host
connection end-points changes as the physical host gets connected and discon-
nected from the access point. The Inter Operable Reference (IOR) created by
the Object Adapter in the ORB consists of host name and port along Object
Key, which in turn includes the Object Id of the Server Object. For a fixed en-
vironment, the host name and port number is static as the host resides at the
same end-point, which is not the case in the mobile environment. This paper dis-
cusses the design issues related to the proposed architectural framework, which
enables the CORBA server client applications running on the Mobile Host can
relocate and can communicate with each other and also with standard CORBA
applications using IIOP. The solution provided in this paper is on Ipv4, that is
CORBA servers and clients residing on the mobile hosts are on network that
supports the basic Ipv4, which is mostly used and are able to connect to the
access point on the network which is also on the Ipv4. Ipv6 addresses some of
issues but adaptability of IPv6 is very rare at present. Also, in case of IPv4, no
lower networking layer changes are required. The naming service in CORBA is
a solution like centralized repository, in which communication overhead is very
much and becomes a very critical factor as the updating entities become too far
from the Naming Service repository.

The issues in locating mobiles entities are that transparency is needed to be
consider while accessing the mobile entities, locating the mobile entities and in
migrating the mobile entities. The design consideration also needs this in the
way that client objects should access the CORBA servant objects irrespective
of the current location of the servant objects. This paper is factorized as the
following as it discusses the architectural framework. First, Section 2 discusses
related partial work in the same area. Section 3 discusses the problem definition;
Section 4 discusses the design aspects of the framework. Section 5 discusses the
implementation aspects and finally section 6 discusses the future work.

2 Related Work

MobileIP, is also a modification to the wire-line IP. In MobileIP, two addresses
are associated with each mobile host, one is Home Address and the other is care-
of-address. MobileIP is transparent to the network and to the other fixed hosts.
MobileIP suffers from ingress filtering, triangle routing. As specified, traffic to
the mobile node is tunneled, but traffic from the mobile node is not tunneled.
This results in packets from the mobile node(s), which have source addresses that
do not match with the network where the station is attached. As such, the mobile
IP solution could solve the mobility issues, as it transparently routes all IP traffic
to the mobile terminal. However, there are some issues, which make mobile IP
less useful. In mobile IP, all IP traffic is routed through the home location agent,
which might be located in a remote network, as shown in figure 3. As a result,
the network route can become very long, even though the mobile terminal is
within the same network. For a distributed application based on CORBA, this
can result in unacceptable delays. Furthermore, the mobile IP specification states
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that it solves the macro mobility (that is, the mobility between home and office)
and is not well suited for micro mobility with quick handovers between devices
with short ranges, like BlueTooth.

ALICE, Architecture for Location Independent CORBA environment, is an
architecture, which defines the initial work done in this area. ALICE environ-
ment defines the concept of Mobile Host, Mobility Gateway and Fixed Host.
ALICE Architecture solves the problem of server or client residing on mobile
host at the session and application layer. ALICE Architecture does not approach
the problem of mobile objects in mobile host. ALICE architecture also suffers
from the chaining problem of the references of the server. ALICE Architecture
requires heavy amount of change in the internal architecture of CORBA, the so-
lution provided in this paper however eliminates the chaining problem of ALICE
architecture and also requires Lightweight changes in CORBA.

3 The Problem

The problem is the reliable location tracking of the mobile objects, which are
hosted in the mobile host, which suffers from the intermittent connectivity nature
of the mobile wireless devices. During paper mobility of server CORBA objects
are taken into the consideration, since the mobility of client CORBA objects can
be addressed using a subset of the solution provided by paper.

The Disconnection of the object residing on the mobile host in intermittent
connectivity conditions may be caused by one of the below reasons, voluntary dis-
connection by the mobile user, involuntary disconnection due to physical wireless
communication and migration disconnection in which the service object it-self
moves from the specific end-point to another host. Thus, the issues in such sce-
narios are mobility of server objects due to physical mobility of Mobile Devices
and logical mobility, location tracking of server object and message exchange
between communicating entities, adhering to the transparency paradigm of dis-
tributed systems.

4 Solution - Architectural Design Issues

For attending the issues in this intermittent connectivity environment, the mod-
ular approach has be used for attending the mobility concerns of both host and
objects and to integrate the solutions. The solution architecture - RUDRAKSHA
would facilitate the residence of service object on mobile host also adhering the
transparency requirements posted by distributed system clients.

4.1 Architecture Elements

Mobile Host Mobile Host is the mobile entity that is connected to the fixed
environments with the wireless LAN USB cards. Mobile host’s mobility is de-
pendent on the user and his specific requirements. The Mobile-nature of the
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Mobile Host also varies from user to user and from conditions to conditions, as
user walking in the environment as in the case of customers walking in shopping
malls or stationary as in the case of sitting in a Airplane. Mobile applications
run on resource-scare devices, with generally limited battery power, hence the
disconnections could occur voluntarily from the Mobile Host user, or may occur
due to physical movements of mobile entities.

Mobile Gateway Mobile Gateway is the access point stationary system, acts as
connection point of the Mobile Host to the fixed wired LAN network in a region.
Mobility Gateway in the sense lies in between the Fixed Host and the Mobile
Hosts. Mobility Gateway can have wireless access points attached to them or
they can be in network where access point are working.

Fixed Clients Fixed Client is a non-mobile system in nature and is stationary
in nature. There can be many Fixed Clients residing in a region serviced by
a Mobility Gateway of that region. As the solution to this problem has to be
provided at the layers above transport layer, the solution concentrates on the
session and Application layer as [1].

4.2 Addressing Physical Mobility of Mobile Host

Considering issues related to mobility of Host, two requirements have to be
addressed, namely, Connectivity management and Location Tracking of mobile
host where network connection endpoints are not fixed. For Connectivity man-
agement, a Mobility Layer is introduced as in [1] which makes connection at-
tempts at the network level to the Mobile Gateway and inform layers above the
network layer about the current connection end-points of the Mobility Gateway.
On Mobile Host, this layer continuously monitors the state of the connection
to the peer layer on the Mobile Gateway for current state of connection and
accordingly informs the same to the layer above it, so as to logically handoff
the Mobile Host. For Location Tracking, specially in the Mobile Host situation
a layer is included in between the IIOP Layer and the Mobility Layer. This layer
would make the IIOP Layer independent of the mobility endpoint aspects, which
are related to the Interoperable Object References. A Layer named as Swapping
Layer is introduced for the same purpose.

Mobility Layer This layer has been introduced so as to facilitate as the connec-
tion establishment of the Mobile Host with Mobile Gateway at Transport layer.
This layer resides on Mobile Host and Mobility Gateway both. Transport layer
module is written which connects with the peer entity using lower network layer.
Mobility layer is hence independent of CORBA and IIOP. Mobility layer main-
tains the current connection endpoints details with the Mobility Gateway and
makes transparent reconnection attempts to the Mobility Layer on the Mobility
Gateway. This layer provides the connection information to the Swapping layer
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Fig. 1. This shows the components of Interoperable Object Reference

described below. Mobility layer is also responsible for providing initial connec-
tion and communicating IOR specific required details between Mobility Gateway
and Mobile Host. The IIOP endpoints on which Mobility Gateway listens would
be dynamically allocated by Mobility Gateway and communicated using Mobil-
ity Layer to Mobile Host, Mobile Host process this information while processing
IOR.

Swapping Layer Swapping Layer resides on the Mobile Host and on the Mobile
Gateway both. Swapping Layer lies in between the IIOP Layer and the Mobil-
ity Layer. The work of Swapping Layer at the MH is to introduce Swapping of
the MH’s Host and Port end-Points in the IOR(Interoperable Object Reference)
with the MG’s Host and Port end-points. This allows Fixed Client request to
be processed by the Mobility Gateway instead of Mobile Host. The Swapping
Layer at the MG reads the IOR information of the client’s request and seek in the
register maintained by it’s mobility layer for referencing the recent connection
state of the mobile host requested in the client request, and forwards the client
request to the appropriate entities as determined by seeking in the MG’s Regis-
ter. This process can be called as Re-Swapping or Request Forwarding. Before
Swapping or Re-Swapping, the Swapping Layer on both entities conforms from
the Mobility Layer, which is concerned about the transport level connections,
about the recent connection status of the MH. The Swapping layer is used by
the above IIOP layer in publishing, reading and swapping IOR.
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Interoperable Object Reference (IOR) Structure All object references
consist of three essential terms: Repository ID: IDL related information is stored
in it. Protocol-Specific Information: This part carried one or more addresses that
identify a communication endpoint. For IIOP, each address IIOP (General Inter-
ORB Protocol and Internet Inter-ORB Protocol), each address is an Internet
domain name or IP address, and a TCP port number. The address (or addresses)
can either identify the server, or identify a location broker that can return the
address of the server. Object Key: The object key contains the ObjectId and
ORB-specific information. ORB-Specific Information, consist of POA id, POA
time of start and other vendor specific information.

Regions Since the issues to address range from the mobility issues of host to
the mobility issues related to the Server Objects. The overall architecture of the
network can be divided into various regions, this can be done according to the
network topologies and physical environments: each region would be hosted by
one Mobility Gateway and various Fixed Clients. Mobility Gateway can have
wireless access points attached to them or they can be in network where access
point are working. Mobile Host connects to access point of a region in the no-
madic environment. Each Mobility Gateway would facilitate the Mobile Host
connection with the fixed clients in its region. Mobility Gateway would be re-
ferred as MG, Mobile Host as MH and Fixed Clients as FH in the rest of the
paper. Any further references would be as and when in the remaining paper.

Dividing of regions is irrelevant to the concept of paper and can be chosen
as per physical environmental conditions.

Object Request Broker residing on the Mobility Gateway is free to decide
the connection end-points of IIOP request coming from clients and informs the
MH to publish the swapped IOR using Swapping Layer that results in the accep-
tance of FH client request on the mobility gateway on the specified connection
endpoints. Based on this MH prepares the IOR using the host, port number and
object key of the MH swapped with the same of the MG and MH introduces
a Uniquekey, at the end of ObjectId of the ObjectKey. The swapping of ob-
ject key in the swapped IOR is needed since the Object key as explained above
contains contains the ObjectId and ORB-specific information. ORB-Specific In-
formation, consist of POA id, POA time of start and other vendor specific in-
formation. Hence, in case only ObjectId is swapping rather then ObjectKey
absence of other ORB specific information about POA id, POA start up time
and other vendor specific information in the swapped IOR would cause an excep-
tion thrown by ORB at MG side when the client request contains ORB specific
information about MH in the swapped IOR. This swapped IOR is given to the
Clients for their connection attempts to the server. The distribution of IOR can
be any mode and is not considered as a concept of paper is concerned.

As the FH Client gets the IOR from the server, client attempts to logically
get connected to the server on MH. As the client calls a method through it’s
Stub, Client request is in turn directed to the MG since the protocol specific
information in the swapped IOR specifies the MG IIOP endpoints, as the IOR
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Fig. 2. This shows a figure consisting of Nomadic Environment Entities

client has received from the server is the swapped IOR, which handles authority
of the region and currently hosting a MH. As the request arrives at the MG,
it looks into the register for corresponding entry for the MH and Redirects the
same request to the appropriate MH.

Mobile Host Register This is a register that resides on the Mobile Host. Only
one Mobile Host Register (MHR) resides on each MH. This register contains
information related to inform the request of client about the current location of
the server object. There are three categories of entries in MHR. Server Object
is residing on the MH. Server Object is on the other MH, which lies in the same
region as the MH. That is both the MH are connected to the same MG. Server
object resides on the MH, which is in the other MG’s territory.

MHR contains entry like (Uniquekey, x) Where Uniquekey is the Uniquekey
generated by MH while incarnating servant object(at the time of it’s birth).
Note that further incarnation of server objects on other MH would not create
the Uniquekey, since Uniquekey is needed for unique identification of the servant
object and same Uniquekey is associated with the servant object through out
it’s various lifetimes of different MH. By time of Birth we mean when the MH
incarnated the servant first time, a unique identifier has been associated with
the server object, this is in the state of information that is transferred as the
server object is moved to another MH, so that the server object can be traced
with the same.

Where x is,

1. μ, the same host is hosting the server object hence request is delivered to
the MH servant and response is sent back to the client.
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Table 1. This shows an entry of MHR

Uniquekey Location

10011 μ

10012 MGR1@da-iict.org

2. MGR pointers, refers that another host in the same MG region or in different
MG is hosting the Server object. This entry is included in the MHR so that
if the MG has directed the client request to the MH, but the server object
has moved to another MH, hence to avoid MH as terminal node of the
Finite State Machine of the request hops, the request of the client would be
redirected to the hosting MG for recent residing state of server object. Note
that, pointer could also be set to the other MGR or MHR from this MHR,
this has been knowingly chosen as due to behavior of network connectivity
with MH and network bandwidth on the MH. Otherwise, each MHR has to
be updated regularly of each event that occurs in the network.

As clear in example entry in Table 1, server object 10011 resides at the
current MH, hence request would be delivered to the servant incarnated on the
current host and server object 10012 may be in host MH region or in different
MG region, that would be clear at the request would be handled by the MG and
would be given to the MGR for further lookups.

Mobile Gateway Register This is the register, which resides on the Mobility
Gateway. One Mobile Gateway Register (MGR) is used in each MG to store
information related to swapping of the client request, so that it can be directed
to the MH. Clearly, the information about the recent servant state information
is maintained by the Mobility Layer of the MG. Design of MGR is also crucial
in design since otherwise chain-referencing problem that lies in [1] would affect
the system.

MGR contains a entry like (Uniquekey, x) Where, Uniquekey is defined above,
and the x is

1. MHR pointer of the MH hosting the server object. This is the case when the
MH hosting the server object is in MG’s own region.

2. MGR pointer of the other MG. This is the case when the MH hosting the
server object resides in the other MG.

As clear from example entries in Table 2, entry 1 and 4 lies in the MH host in
the same territory of the MGR i.e. MGR1@da-iict.org and entry 2 and 3 are
pointing in the other MGR.
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Table 2. This shows an entry of MGR (MGR1@da-iict.org)

Uniquekey Location

10011 MHR1@da-iict.org

10012 MGR4@ril.com

10025 MGR3@da-iict.org

20031 MHR2@da-iict.org

4.3 Analyzing Client Request Scenarios

Fixed host clients depends on regions MG to process their request for the service
from the server object. As the client request is swapped, this would be delivered
to the birth region MG, by birth region MG we mean that the MG that is/was
associated with the MH when the MH has incarnated the servant and made the
swapped IOR.

In a case, the MG to which FH client is associated may be the MG where
the MH may have incarnated the server object, hence in that case MG would
seek in the MGR and forwards the request using the locationforward interface
in CORBA to the indigenous MH (if object resides in the indigenous MH is
currently associated with the MG), or to other MH (if the object has moved
from the birth MH to some other MH in the same MG territory.

In another scenario, where MG to which client is associated is different to
the MG where MH has incarnated server object then request would be arrive
at the Birth MG, MG seeks in its MGR to retrieve the information about the
current location of the server object and the request would be forwarded to MG
which is hosting the server object in one of its MH. A typical scenario may be
that the MG forwarded by the Birth MG has handed-off the server object to
another MG, in this case that MG forwards the request to the latest MG. Note
that this case would arrive if the time of arrival of request from the Birth MG to
the current MG is more than the time of migration of the server object from one
MG to next MG. Since, forwarding of the server object requires code and state
information to be forwarded, hence probability of this scenario is very low. In
any of the above two cases request would be delivered to the MH and MH would
in turn look into its MHR to get the very latest location of the server object.



216 Mayank Mishra

4.4 Handoff of the MH

Handoff of the MH is between the MG’s; this is initiated by the user and as
according to the conditions or requirements of the user. Mobility Layer on MH
hosting a server object would initiate the callback function to the Mobility Layer
on new MG, New MG in turn communicates with the old MG at the Mobility
Layer and takes buffered client request and other relevant information. Note that
Handoff of the MH implies that as the MH connects the new MG, MH would
be allocated a new end-point pair by the DHCP Server on the region of the new
MG. Old MG would update its MGR information respective to the Uniquekey
of the server object, handled by the new MG, to point to the new MG, old MG
also call callback function to the Birth MG to forward the request to the new
MG. This alleviates the chain-referencing problems associated in Architectures
like ALICE or which follows path-proxies methodologies.

4.5 Handoff of the Server Object

Handoff of the server object means that the server object has been migrated to
the new MH either in the same MG territory or in different MG territory.This
can be classified into two scenarios

1. Across different MH in same MG: the MHR of the new MH to value ’μ’,
MHR of the old MH to the MG, and the MGR of the MG of the same region
is updated to MHR of the new MH.

2. Across MH in different MG: this would be handoff involving from MH in
one region to the MH in the another region, as we are assuming that one
MG would there in a particular region hence this handoff can be said to be
inter-region or inter-MG handoff.

Now, MHR of the new MH has entry value as ’μ’, the MGR of the new MG points
to the new MH hosting the server object, MGR of the previous MG would be
updated to new MG reference for the new handoff of the MH. Old MG’s Mobility
Layer would also in turn call the callback method on the Birth MG’s Mobility
Layer to update its MGR to point to the MGR of the new MG. Server Object
mobility can be classified into three categories,

1. Servant Classes as dynamically transferred to the MH, MH incarnates the
servant object into it’s POA and publishes a new IOR having same unique
key but swapping Protocol specific and ORB specific information with the
information of the MG connected with.

2. Servant state information also transferred from the old MH to the new MH.
CORBA Externalization and Life-Cycle services can be used for this specific
purpose.

This signifies the use of Uniquekey while publishing the IOR, this facilitate the
transparency of the handoff of servant object from one MH to another MH
without affecting any request related protocol specific information on the client
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side. Client can use the same IOR published by the servant object which was
published previously by old MH while incarnating servant object. Hence, the
Old IOR contained with the client does not get Invalidated while the servant
object incarnates in the new MH’s POA and publishes its recent IOR. Note that
Publishing of the new IOR facilitates that the clients using new IOR does not get
overhead of contacting previous Birth-Region ’s MG while request the service
from the servant object.

5 Implementation Aspects

This has been implemented in CORBA 2.5 compliant ORB ORBacus 4.1.0 with
JAVA as the programming language. Network communications were achieved us-
ing sockets available in Java environment. Since currently Externalization service
and Life-Cycle service is not supported with the ORBacus, hence the state infor-
mation of the servant object can not be transferred using CORBA services, for
experimentation purposes Servant implementation has been implemented with
Externalizable interface, for transferring the state information of the servant ob-
jects. Codebase server has also been implemented, so as to facilitate the on-fly
download of the classes required in the incarnation of the servant objects on the
MH which do not have the required servant classes.

This section describes the experimental setup regarding the architecture.
The mobile host was 2 Laptop PC enabled with wireless LAN card running
Windows2000 working as MH, 2 MG’s and 4 FH each MG are on the fixed
network taken into the experimental setup. The experiment was run with con-
stant request/reply size but varying method invocation times from the clients,
the server object was moved using a simple algorithm and the invocation time
were measured. The emphasis was given to reliable locate the mobile objects in
mobile conditions.

6 Future Work

Work is currently being going on in studying various behavioral aspects of mobile
Middleware. Reflective behavior of middleware can also be utilized to achieve
better adaptability to the unpredictable mobile environment. Future work would
deal with other optimized co-ordination related issues like group communication,
impromptu service discovery and also with some real time performance issues of
CORBA and of mobile environment.
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Abstract. Generally evolutionary algorithms designed for parallel en-
vironments improve their execution time. However, if the algorithm has
different individual evaluation costs, or if it is executed under multipro-
gramming or in heterogeneous platforms, performance can be adversely
affected. This paper presents the integration of a load balancing scheme
designed in order to improve the execution time of a parallel evolution-
ary algorithm. This scheme dynamically balances the load by transferring
data from overloaded nodes to underloaded nodes. Data migration is rel-
atively simple, both because the application data is represented as a list
of individuals, and because each individual is evaluated independently.
The balance mechanism is integrated by means of a single call, contrary
to other works where the application code and the balance service are
mixed. This proposal can be extended and integrated into any applica-
tion with similar data representation and management. It is shown how
under certain system conditions, the approach offers good performance.

1 Introduction

Today, clusters are a convenient way to run parallel applications, in order to ob-
tain good performance [3, 5]. However, the best performance in clusters requires
the appropriate distribution of the workload which, unfortunately, is not easy to
determine. The distributed organization of processing nodes, their heterogeneity
or multiprogramming, are factors that must be considered when the workload
of a parallel application is divided among the processing nodes of the system.
These factors are taken into account by load balancing tools in order to improve
performance. However, when the workload of an application changes during the
execution it must also be considered. In this paper, load balancing is designed
� Thanks to CONACyT for the institutional support.

�� This work is supported by the CONACyT Project 34230-A: Infraestructura para la
construcción de aplicaciones fuertemente distribuidas.

F. F. Ramos, H. Unger, V. Larios (Eds.): ISSADS 2004, LNCS 3061, pp. 219–230, 2004.
c© Springer-Verlag Berlin Heidelberg 2004



220 Miguel Castro et al.

for an evolutionary algorithm that produces a variable workload by generating
different size neural networks.

Evolutionary algorithms are stochastic optimization methods that subject
a population of individuals to genetic operators inspired by Darwin’s theory
of evolution (selection, crossover, mutation, etc.). This population evolves from
one generation to another, applying elitism so that the best adapted individuals
survive. As each individual represents a solution to the given problem, at the
end of the evolution the last generation contains the best adapted individual,
providing the best solution to the problem [10].

Evolutionary algorithms have been executed in parallel systems in order to
reduce their execution time [8, 1]. When evolutionary algorithms are required to
process large populations, or when the evaluation of each individual’s aptitude
(evaluation cost) is too expensive, a parallel solution can be obtained by dividing
the population among the total number of processors.

However this approach may not be appropriate if the evaluation cost of each
individual varies, and in fact the execution time may increase. The execution time
also increases in multiprogramming environments, where one or more processors
are shared with other users, and in a heterogeneous environment, the evaluation
costs will be different due to the differences in the processors speed.

In each of the previous cases, the execution time can be improved if individ-
uals belonging to a subpopulation are balanced among the system processors.
With this approach it is possible to dynamically balance the load of the nodes
by removing data (individuals) from overloaded nodes and migrating them to
less loaded nodes.

Currently there are load balancers at the operating system level [2] and others
at the application level [6, 4]. The first make a general system-wide balance, and
the latter usually requires application programmers to modify the code and data
structures of the applications.

In this paper the integration of a load balancing service is proposed that
migrates individuals in order to improve the execution time of a parallel evolu-
tionary algorithm. This service requires that application data be organized as
a list, and each element in the list be processed independently. The service is
then invoked with a single call, receiving a pointer to the list to be balanced. To
evaluate this approach the execution time of the parallel evolutionary algorithm
was compared to that which did not use it. The results obtained show that this
approach offers a better execution time under certain system conditions.

The structure of this paper is as follows. In Section 2 the evolutionary algo-
rithm is described. The parallel version of this algorithm is presented in Section
3. Sections 4 and 5 present the proposal for integrating a load balancing mech-
anism into the evolutionary algorithm. Section 6 presents the results, and in
Section 7 some conclusions and suggestions for future work are given.
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2 The Evolutionary Algorithm

The purpose of the evolutionary algorithm is to find a multilayer perceptron
neural network to perform a specific classification task. Classification consists in
grouping objects according to their characteristics [15]; a group of objects with
common characteristics forms a class. This task is very common in diverse areas
such as health diagnosis, automatic speech recognition, wine classification, etc.,
and it is very complex to carry out manually, usually due to the large volumes
of data and characteristic similarity amongst the classes.

Artificial neural networks, particularly the multilayer perceptron, have been
used as a solution for the classification problem [14]. One of the difficulties in-
volved in using an artificial neural network for this task is deciding on the topol-
ogy of the network. This is not obvious and is often defined by trial and error. For
this reason evolutionary algorithms are used to find the topology of the neural
network.

The neural network used here has a single hidden layer, the number of nodes
of the input layer is determined by the number of attributes of the classification
problem and the number of nodes in the output layer is determined by the
number of classes. The weights are initialized with numbers chosen randomly.

The task of the evolutionary algorithm therefore consists in determining
a suitable number of nodes for the hidden layer for the solution of a specific
classification problem; in addition, it determines the best weights for the whole
network. A detailed description of a general neural network is given in Patter-
son [14] and Mart́ınez [12].

2.1 Individual’s Code

In the evolutionary algorithm each individual represents a multilayer perceptron
network. An individual determines the number of nodes that the hidden layer
will have and the weights of the connections that link entry nodes to hidden
layer nodes and the weights of the connections that link hidden layer nodes to
exit nodes. Each individual is implemented as a list, where each list element
represents a hidden node of the multilayer perceptron together with the numeric
weights of its connections [12]. A typical individual is shown in Fig. 1, together
with the multilayer perceptron that it represents (with two hidden nodes).

2.2 Genetic Operators

The genetic operators used in the evolutionary algorithm are: structural mu-
tation, weight mutation, replacement and elitism. These operators are used in
order to increase or diminish the number of nodes in the hidden layer of a neu-
ral network, as well as to change the weight values causing an evolution that
improves the fitness of individuals [12, 13].
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Fig. 1. Multilayer perceptron representation by means of an individual in the evolu-
tionary algorithm

2.3 Evaluation of an Individual

To determine which individual has the best fitness inside a population, each one
has to be evaluated with an aptitude function. This function is the half quadratic
error, which evaluates the difference between expected and obtained results. In
other words, the individual fitness is measured by the percentage of successfully
classified examples. In our case each individual is evaluated when it classifies
a database that contains cases of heart disease diagnoses, deciding if a person is
ill or not.

The cost in time of the evaluation of an individual depends on the number
of hidden nodes and the size of the database to classify.

3 The Parallel Evolutionary Algorithm

The parallel version of the evolutionary algorithm is obtained by dividing the
total population into several subpopulations with the same size, that is, the
total number of individuals is divided among the total number of processors
(nodes) Fig. 2. With this division a time gain is obtained when smaller size
subpopulations are evaluated in parallel [8, 1].

During each iteration of the algorithm, after the genetic operators are applied
to the subpopulations, each node identifies the best local individual and this is
sent to the other nodes (Fig. 3). Each node then determines the best global
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SubpopulationsPopulation

Processors

Fig. 2. Population division of an evolutionary algorithm

Fig. 3. Broadcast of the best local individuals to identify the best global individual

individual, i.e., the best of the best. The worst individual in each subpopulation
is then substituted by the best global individual.

Because the best global individual substitutes the worst local individual in
each node, the global population size always remains constant.

The parallel evolutionary algorithm is as follows:

Begin

Iteration=0

Do-While (Iteration < TOTAL_ITERATIONS)

Begin

Apply genetic operators to the subpopulation

Evaluate the subpopulation

Send the best individual to all nodes

Receive the best individuals from the other nodes

Find the best global individual

Substitute the worst local individual for the best global one

Iteration=Iteration+1

End {Do-While}

Solution=Best global individual

End

Each processor executes the previous code (the total population is already
divided among the processors before each processor executes this code).

It should be noticed that, in each iteration this parallel evolutionary algo-
rithm requires that all calls to send and receive be completed before proceeding
to the next iteration. This behavior is similar to other parallel evolutionary al-
gorithms, and can adversely affect execution time under multiprogramming, on
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a heterogeneous cluster or in situations where the subpopulation evaluation cost
changes during the execution.

Under multiprogramming if several applications are executed at the same
time on the parallel system, some of the processors will be overloaded. In this
case it will take longer both to send and receive the best individuals from the
overloaded processors increasing the execution time of the evolutionary algo-
rithm.

Similarly, if a heterogeneous cluster is used, that is the nodes have different
capacities (processor, memory, etc), the execution time is affected because nodes
with less capacity will delay the algorithm.

When the evaluation cost of subpopulations changes during the execution, as
in the evolutionary algorithm that is used here, processors can spend different
amounts of time evaluating the same size subpopulation due to the different
structure of each individual.

4 Load Balancing

For any of the three previous conditions, load balancing can improve perfor-
mance. To balance the load in the parallel evolutionary algorithm, the migra-
tion of individuals between nodes is proposed. This load balancing, based on
balancing data, is possible because there are no data dependencies, that is, the
individuals can be evaluated as part of one subpopulation or another. In the
evolutionary algorithm each subpopulation is implemented as a data list, where
each list element represents an individual. In this section the proposed approach
to data balancing is explained.

4.1 Structure of a Load Balancing Algorithm

The structure of a load balancing algorithm is basically composed of 2 comple-
mentary elements, information and control [11]. The information element collects
information about the workload of the processors. This information is used by
the control element to identify nodes with less workload and, if possible, to send
them the workload of other nodes.

There are several ways to quantify the workload in a processor or node. Some
researchers consider the total number of processes, others measure the processor
use percentage [7]. The latter is the one chosen here as different processes make
different use of their processors.

An important parameter is the quantification frequency, which determines
how recent the information is. It may seem that information should be as recent
as possible. However if information is collected too frequently there can be a high
overhead which adversely affects the execution time. This parameter should usu-
ally be adjusted for a particular application. In the experiments reported here
the quantification frequency was fixed at ten seconds (the application finishes in
150 seconds on average with/without load balancing).
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The information that is collected can be global or partial, from all the pro-
cessors or only from some.

The control element determines when to transfer or balance the load, and
where to transfer the load. The control element can be of two types, central-
ized or distributed. In a centralized control, a single processor is responsible for
balancing the workload; it is the only processor that knows the system work-
load state. In a distributed control all the processors have an estimate of the
workload, and each one is able to balance it.

In the present paper the load balancing algorithm collects global information
and has a distributed control.

4.2 Proposed Data Balancing

The data balancing that is proposed is achieved by a group of processes, that
run simultaneously in each node of the system. This group is integrated by
3 processes: the Count, the Administrator and the Distributor processes. The
interaction amongst them is illustrated in Fig. 4

Their functions are:

- Count process. This process is in charge of measuring the workload state of
the node where it runs (local load). The measure can be UNDERLOADED
or OVERLOADED. When a change occurs in the local workload state, the
Count process sends a message to the Administrator and Distributor local
processes, indicating to them the new state.

- Administrator process. The main tasks of this process are:
a) Maintain a global view of the system workload (information element).

Sends to the Administrator process of each node the workload upgrade
detected by the Count process. With the same objective of maintaining
a global vision, this process receives the remote workload state informa-
tion sent by the other Administrators. Based on this information, the
Administrator process can determine which are the less loaded nodes.
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Fig. 4. Interaction among the balance processes executed in the nodes A and B
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b) Send to the Distributor process the id of the less loaded node in the
system. If all the nodes have equal workload state then the local node is
chosen as the less loaded.

- Distributor process. This process has three functions:
a) Transfer data towards the less loaded node based on the information

provided by the Administrator and Count processes. The Distributor
process works as follows:
If(less loaded node != the local node) then

If (local workload state = OVERLOADED) then

{Sends data toward the Distributor process

in the less loaded node}

Else

No datum is sent

b) Receive the data that was possibly sent by other remote Distributor
processes.

c) Interact with the Application process to balance their data list.

4.3 Interaction between the Load Balancer and the Application

The application interacts with the load balancing mechanism through the Dis-
tributor process of each node. At some point in its execution, the application
sends its data list to the local Distributor. The Distributor process receives the
list and combines it with the data list received previously from other remote Dis-
tributors (if the remote data list is not empty). Next, it carries out the transfer
of data which was explained in the previous section. Finally the balanced list is
returned to the Application process.

5 Integrating Load Balancing into the Parallel
Evolutionary Algorithm

The integration of the load balancing mechanism can occur at different places in
an application. The application programmer must take responsibility for choos-
ing exactly where to apply the load balancing.

In the parallel evolutionary algorithm presented in Section 3, load balancing
should happen before applying the genetic operators to the population. In this
algorithm the initial partition, made before the Do-while cycle, represents a first
load balance; the subsequent load balances therefore should go at the end of this
cycle, as illustrated in the code below:

Begin

Iteration=0

Do-While (Iteration < TOTAL_ITERATIONS)

Begin

Apply genetic operators to the subpopulation

Evaluate the subpopulation
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Send the best individual to all nodes

Receive the best individuals from the other nodes

Find the best global individual

Substitute the worst local individual for the best global one

BALANCE SUBPOPULATION

Iteration=Iteration+1

End {Do-While}

Solution=Best global individual

End

This pseudocode is very similar to the previous parallel evolutionary algo-
rithm, the only difference is the call to the procedure ”BALANCE SUBPOP-
ULATION”, which receives the structure that contains the list of individuals
together with its size as a parameter.

Organizing the load balancing as a procedure, facilitates its integration into
different applications through a simple call. Also, when organized as a proce-
dure, the load balancing can receive parameters which change its behavior. For
example, the evolutionary algorithm doesn’t vary its evaluation costs signifi-
cantly from one iteration to another. For this reason it is convenient that load
balancing is not executed during each generation, thus diminishing its cost.

Other utility parameters are: the threshold workload level at which load
balancing must be carried out [9], the frequency of collecting information, and the
maximum and minimum numbers of individuals to migrate in a load balancing
action.

The threshold workload level specified by the user is compared with the
real workload from the system when load balancing is requested. Only if the
real workload is greater than or equal to the threshold level is the balancing
conducted.

The information collection frequency indicates the period of time to upgrade
the local workload state.

The last parameters, maximum and minimum number of individuals that
migrate, determines the granularity of each load balancing action. If the differ-
ence among the workload of the nodes is relatively small, the individuals that
migrate tend to the minimum number and vice-versa.

POOGAL is a parallel library used to execute genetic algorithms [4]. This
object-oriented library has a load balance class. Contrary to our proposal, this
class uses a centralized control. One other disadvantage is that this class doesn’t
allow an adjustment of parameters as in our approach.

6 Results

The results show the execution time of the parallel evolutionary algorithm un-
der MPI [16] with and without load balancing, both in a dedicated environment
and non-dedicated environment. In the dedicated environment the six processors
were used exclusively for the evolution algorithm, whereas, in the non-dedicated
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environment 3 processors were also assigned to execute an application that cal-
culates several trigonometric functions during the whole execution of the parallel
evolutionary algorithm.

The number of iterations (received as a parameter) for applying load bal-
ancing is 90 and 100 for the dedicated and the non-dedicated environments,
respectively.

For the above four experimental settings, the time of ten runs executed in
a cluster of 6 processors, each processor with an initial population of 8 individuals
was measured.

6.1 Results Obtained in a Dedicated Environment

Fig. 5 shows the execution times with and without load balancing in a dedicated
environment. Load balancing improves execution time in nine of the ten cases and
the remaining case is a tie. Load balancing improves the execution times because
it makes an adjustment to the individuals when the evolutionary algorithm has
different evaluation costs.

6.2 Results Obtained in a Non-dedicated Environment

When the parallel evolutionary algorithm is executed in a non-dedicated en-
vironment, Fig. 6, the execution time of the evolutionary algorithm with load
balancing was better in all cases than that without load balancing. In multiuser
non-dedicated environments, a high disparity of the evaluation costs occurs be-
cause some nodes are more overloaded than others; consequently load balancing
significantly improves the execution of the evolutionary algorithm.
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Fig. 5. Execution times in a dedicated environment with six processors, with and
without balancing of individuals



Integration of Load Balancing into a Parallel Evolutionary Algorithm 229

To obtain smaller execution times using load balancing, the threshold work-
load level of processor use was adjusted in the dedicated environment to 98%
and in the non-dedicated environment to 75%. When a processor reaches the
threshold load balancing level, it executes the load balancing. A higher value for
the threshold diminishes the balance frequency and vice-versa. It was observed
that, in dedicated environments, nodes used their processor on average 95% of
the time. In this case it is not convenient to balance since all the processors are
loaded, and there are no processors available to migrate loads. Hence balancing
would adversely affect execution time. However, in non-dedicated environments
the extra load at some nodes, makes the nodes without extra load use the pro-
cessor 65% on average, because of the waiting for the messages from the nodes
with extra load. Hence making load balancing is convenient.

7 Conclusions and Future Work

In this paper, an approach to integrating data load balancing into a parallel
evolutionary algorithm has been proposed, and applied to the individuals of the
algorithm. This load balancing service was designed using parallel computing
together with message passing and implemented in a cluster with 6 processors.

The evolutionary algorithm was tested in both dedicated and non-dedicated
environments, and with and without the load balancing service. In a dedicated
environment, the execution time of the evolutionary algorithm was reduced by
10%, and in a non-dedicated environment by 22%. As to the integration of the
service, the programmer has to specify the list to be balanced, and pass certain
arguments. It is also required that independent processing be possible for the
individuals.
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The proposal considers several calibration parameters. In particular the
threshold level is useful when the balance algorithm is used with and without
extra workload, improving the execution time.

In future work we plan to integrate and evaluate a similar load balancing
mechanism in other parallel applications. Our approach is to redesign the appli-
cation so that its data can be described as a list which is suitable to balance by
techniques outlined in the present paper. We believe that a general purpose load
balancing service can be devised for applications whose workload is managed as
a list.
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Abstract. Self-stabilization is a solution for many fault-tolerance prob-
lems. In this paper, we present a self-stabilizing solution to compute
random local spanning trees rooted in each site. The computation is
achieved thanks to random walks. We present an algorithm that works
in a fully distributed environment: asynchronous message passing model
is used.

Keywords: distributed systems, self-stabilization, random walks.

1 Introduction

The construction of structures such as spanning tree in networks is a fundamental
one and is essential for managing a distributed system. Such constructions has
received great deal of attention. Many tasks in networks, election, broadcast etc.,
can be efficiently carried out by maintenance of adapted structures.

In this paper, we address the problem of constructing and maintaining
structures with a protocol that tolerates faults and adapts itself to topological
changes. Indeed, fault tolerance is very important in distributed systems where
numerous kind of failures may occur: processors may crash or get corrupted, com-
munication links may fail or erroneous messages may be delivered. In particular,
the concept of self-stabilization introduced by [7], is the most general technique
to design a system to tolerate arbitrary temporary faults. A self-stabilizing algo-
rithm can be started in any global state which may occur due to failures. From
any arbitrary starting point it must be ensure that the task of the algorithm is
accomplished. If, during a sufficiently long period no further failures occur, then
eventually the algorithm converge to the intended behavior in finite time.

We present a spanning structures construction algorithm based on random
walks. Random walks are often used in the design of distributed algorithms pro-
viding an efficient solution to cover the network without any knowledge of its
topology. For example, a spanning tree can be easily computed by a random
walk: each site, when receiving the token for the first time, sets its parent vari-
able to the sender, and sends the token to one of its neighbours chosen uniformly
� corresponding author
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at random [4]. The successive positions of the token constitute a random walk.
In distributed computing, the power of random walks has been successfully ex-
ploited to provide uniform and efficient solutions for many important problems.
In [12] authors present a self-stabilizing mutual exclusion algorithm through
random walk token circulation. In [6] solutions using random walks have been
designed for mobile agents in wireless network. In [2] random walks are used as
a network traversal scheme for spanning tree construction in wireless networks.

In [11], the author proposes an algorithm, using a random circulating word,
to insure topological information gathering and dissemination over a network. In
this paper, we present a self-stabilizing version of this algorithm. Fault-tolerance
requirements are motivated by two aspects. Selection of random structures im-
plies that probability that a bad communication link in the network will discon-
nect some node from the random structure is small. Self-stabilization properties
completes the case of transient failures.

2 Preliminaries

Distributed systems A distributed system can be viewed as an undirected con-
nected graph G = (V, E), where V is a set of processors with |V | = n and E is
the set of bidirectional communication links with |E| = m. (We use the terms
”node”, ”vertex”, “site” and “processor” interchangeably). A communication
link (i, j) exists if and only if i and j are neighbors. Every processor i can distin-
guish all its links and i maintains its set of neighbors denoted as Ni. The degree
of i is the number of neighbors of i, i.e. |Ni|, denoted as deg(i). We consider an
asynchronous distributed system where all site’s identities are distinguished.

Process Every process of the distributed systems executes the same code. The
program consists of a set of variables and a finite set of rules. A process proceeds
to internal actions (for exemple, write to its own variable, compute something,
send a message, consult his message queue, or get message from its message
queue) upon reception of a message.

Self-stabilization A self-stabilizing algorithm, regardless of the initial state, even-
tually reaches the intended behavior (see [7, 8]).

C being the set of all configurations in the system. A algorithm is self-
stabilizing if there exists a set of legal configurations LC such that:

– The system eventually reaches a legal configuration (convergence)
– Starting from any legitimate configuration, the system remains in LC (clo-

sure)
– Starting from any legitimate configuration, the execution of the algorithm

verify the specification of the problem.

Random walks A random walk is a sequence of vertices visited by a token that
starts at i and visites other vertices according to the following transition rules: if
the token is at i at time t then at time t+1 it will be at one of the neighbors of i.
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This neighbor is chosen uniformly at random among all of them. Various papers
deal with random walks e.g. [1, 14]. More formally, a random walk is a finite
homogeneous Markov Chain with states set V and with probability transition
matrix P = (pij)(i,j)∈V 2 given by

pij =
{ 1

deg(i) if (i, j) ∈ E

0 if (i, j) �∈ E

where deg(i) is the degree of node i.
Let P t the tth power of P , whose entries are pt(i, j), (i, j) ∈ V 2.
Since G is connected, if it is not bipartite, the Markov Chain has only one

acyclic ergodic class of states, then limt→∞ P t exists and is a matrix Q with
identical rows π = (πi, i ∈ V ), i.e. ∀(i, j) ∈ V × V, limt→∞ pt(i, j) = πi. π is the
stationary distribution and can be computed such that π = π.P . Note that, in
the particular case of random walks, the stationnary distribution satisfies

πi =
deg(i)
2|E| (1)

Some characteristic values are useful in the context of distributed computing.
The mean time to reach vertex j (state j), starting from the vertex i (state i)
which may be regarded as the conditional expectation of the random number
of transitions before entering j for the first time when starting from i, is called
hitting time and denoted hij . In particular, we have hii = 1/πi. We often use the
quantity max{hij/j ∈ V }, which is an upper bound for a random walk starting
at i to hit a fixed, but unknown vertex for example, when the average time to
look for an information owned by a unknown vertex is required. hij + hji called
the commute time, is the expected number of steps for a random walks starting
at vertex i to reach vertex j for the first time and reach i again. It can be viewed
as the average time to fetch back to i an information owned by the vertex j.
The expected time for a random walk starting at i to visit all the vertices of the
graph is called the cover time denoted by Ci. Let C = max{Ci/i ∈ V }. Ci will
be the average time needed by i to build a spanning tree thanks to the algorithm
described above. C will be an upper bound of the average time for an unknown
vertex to build a spanning tree thanks to the algorithm described above. Bounds
on cover time can be found [10, 9, 14]. In [5, 3] authors present an automatically
way to compute such notions or nearby notions for any arbitrary graphs.

3 Self-stabilizing Distributed Random Tree Construction

3.1 The Basic Algorithm

In order to compute local spanning tree on each site, we use a random token
circulation. More precisely, a token moves through the network with a random
walk policy. The token collects identities of each site thus its contents can be
viewed as the history of the tokens’ moves [11]. Such a token is called circulating
word [13].
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Let w = 153236324 the word constructed
by the random moves of the token. Site 1
computes the following tree

Fig. 1. Tree construction rooted at site 1

Each time the token meets a site i, a random tree rooted on i is locally
computed by i, using topological informations stored in the circulating word
(see Algorithm 1).

Algorithm 1 Local Tree Construction

Procedure: Construct tree from token(token)
Tree = ◦/
for k = 0 to size(token) − 1 do

if token[k] /∈ Tree then
if Tree = ◦/ then

Tree ←− token[k]
else

Add tree((token[k], token[k − 1], T ree))
/* Add tree(occ, parent, tree) this function add node occ in the tree Tree as
son of the node parent */

end if
end if

end for

In a finite time all nodes have been visited, so the word in the token contains
the identities of all sites. A site who receives such a token, can computes a random
spanning tree over the network.

3.2 Token Size Reduction

The main drawback of this method is that the token size grows infinitely as the
token size is equal to the number of moves of the circulating word. Solutions
are presented to reduce the token size without loss of informations by deleting
unnecessary informations in the circulating word. Thus the token size is bounded
by 2n − 1 where n is the number of sites in the network.

The reducing technique uses the notion of constructive occurrence.
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Definition 1. An occurrence is said tree-constructive if it permits to add a new
node either as leaf in the computed spanning tree, or as the father of a new leaf
in the spanning tree.

We observe that the tree construction is based on tree constructive occur-
rences. If we remove the inner and last elements of the token if they are not tree
constructive, the topological informations in the token is identical to the case
without any reduction. Such results has been discussed in details in [11]. We call
inner cut this reduction.

Algorithm 2 Token size reduction

Procedure : Inner cut(Token T)
V isited ←− {}
for k = 0 to k = size(T ) − 1 do

if k �= size(T ) − 1 then
if T [k] ∈ V isited and T [k + 1] ∈ V isited then

Remove(T [k])
end if

else
if T [k] ∈ V isited then

Remove(T [k])
end if

end if
V isited ←− V isited ∪ T [k]

end for
return T;

Example: The word W = 1532365324321 is reduced to inner cut(W ) = 15323624
The maximal size of the token does not depend on results on random walks.

The longest possible token is composed by a succession of occurences of new
nodes and occurrences of parent of new nodes. So the longuest token has a size
of 2n− 1, where n is the number of nodes of the networks.

3.3 Token Consistency

Let denote by T the token, and T [k] the kth occurrence of T . We consider
the token as a sequence of identities of visited sites. In order to define token
consistency notion, we introduce the following definition.

Definition 2. Two occurrences (a, b) in the token are said linked iff for any
node visited by the token, a is father of b in the local tree construction.

As all non tree constructive occurrences are removed, we have

Property 1. Two successive occurrences (T [k], T [k + 1]) are linked iff the value
of T [k + 1] does not appear in the k previous occurrences.



236 Thibault Bernard et al.

Thus, we define token consistency:

Definition 3. A token T is consistent if linked occurences in the token corre-
spond to neighbors in the graph.

Transient failures and topological changes such as link crash can produce
inconsistent token. Each time a site receives the token, it can check token con-
sistency through definition 3 by a local test procedure, following by the inner
cut procedure.

Algorithm 3 Internal test on site p

Procedure : internal test(token)

for k = 1 to k = size(token) − 1 do
if (token[k] == p) ∧ (linked(token[k], token[k + 1])) then

if token[k + 1] /∈ Neigh(p) then
token ←− Left(token, k)

end if
end if

end for
inner cut(token)
return(token)

– Left(token, k) return the word token[0], ..., token[k].
– linked(occ1, occ2) return true if occ1 and occ2 are linked in the token.
– inner cut(token) apply the inner cut on the token.

1

4 9

2 3

6

10
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8

Example: internal test The token value
is (2, 4, 10, 6, 1). Next token move, we have
(3, 2, 4, 8, 6, 1). Clearly, the token is cor-
rupted. By property 1, (4, 8) are sup-
posed to be linked. But since, site 8 /∈
Neigh4, next time the token visits site
4, the token will be cleaned and we ob-
tain [prefix], 3, 2, 4 as token value where
[prefix] is a tested inner cut sequence of
sites visited before entering site 4.

Fig. 2. Internal test
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3.4 The Main Algorithm

Token could be lost. We use timeout to create new tokens. When two or more
tokens are present on a same site, they will merge to one, without loosing in-
formations. Previous procedures are include in order to insure token consistency
and token bound size.

Algorithm 4 Algorithm on site p

[Upon a received message (Token)]

add(p, T oken)
internal test(Token)
A ←− Construct tree from token(Token)
if Messagequeue not empty() then

for Each Token T in the message queue do
add(p, T )
internal test(T )
for k = 0 to size(T)-1 do

if T [k] /∈ A then
add tree(T [k], T [k − 1], A)

end if
end for
delete token from Messagequeue(T )

end for
end if
Token ←− Constuct token from tree(A)
local tree ←− A
Send Token to i chosen uniformly at random in N(p)
Rearm the timer

[Upon a release of timer]

token ←− Construct token from tree(local tree)
Send token to i chosen uniformly at random in N(p)
Rearm the timer

This algorithm use the following functions:

– add(p, token) add p in the circulating word contained in the token
– internal test(token) view in section 3.3
– Construct token from tree(local tree) creates the circulating word from

tree local tree. (see algorithm 5)

Example: tokens collision Let consider now the case where we have 2 tokens on
the system with respective values T 1 = (2, 4, 10, 6, 1, 9, 3) and T 2 = (7, 9, 8, 7, 5).
Next moves, T 1 enters site 3 before T 2. The tokens merge on site 3 with T 1 =
(3, 2, 4, 10, 6, 1, 9, 3) = (3, 2, 4, 10, 6, 1, 9) after an internal test (and inner cut) and
T 2 = (3, 7, 9, 8, 7, 5). Tree constructed is given in figure 3, and by the algorithm,
the result is a single token with value T = (3, 2, 4, 10, 6, 1, 9, 8, 7, 5).
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Fig. 4. Tree creation

Example: token creation Let A be a local tree contained in the site 1 (see fig-
ure 4). The word is constructed by visiting the tree with a DFS traversal and
adding only constructive occurences. We obtain Construct token from tree(A)
= (1, 5, 3, 2, 5, 7, 9, 7, 8, 1, 6, 10, 4) from algorithm 5.

Algorithm 5 Constructing token from tree

Constructing token from tree (Tree)
Visit the tree by a DFS Traversal
tmp is a the variable used to keep the identity of the father of new constructive
occurrence

tmp ←− ◦/
for each node visited do

if current node /∈ token then
token ←− token + tmp + id
tmp ←− ◦/

else
tmp ←− id(current node)

end if
end for
return token

4 Correctness Proof

In this section, we prove closure and convergence properties of the algorithm
presented in previous section.

In order to define the notion of legitimate configurations, we specify the
following predicate PL
Definition 4. There is exactly one consistent token in the system.
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Starting from any configuration, any execution of the algorithm satisfies the
properties of the random local spanning tree construction problem. PL is a le-
gitimate predicate and the closure property is shown. In order to demonstrate
the convergence property, we show that starting from any initial configuration,
a legitimate configuration is reached in finite time. Random walks ensure that
the circulating word eventually visits each site infinitely often.

Closure

Lemma 1. Starting from any configuration satisfying PL, no new token can be
created.

Proof. We assume that timeout is an upper bound for a random walk starting
at i to hit a fixed but unknown vertex. Then in any site, a token can be created
only in case of configurations where there is no token in the system.

Lemma 2. Each site is visited in finite time by a complete and consistent token.

Proof. After one cover time, all sites have been visited by the token. The token
is then complete and obviously consistent. After one more cover time, again, all
sites has been visited by the complete and consistent token.

The following theorem states closure and correctness of the algorithm.

Theorem 1. Starting from any configuration satisfying PL, each site eventually
computes a random local spanning tree.

Proof. By lemma 1, no token creation is possible. This ensures closure property.
By lemma 2, each site has been visited by a complete and consistent token. Then
from these collected informations and the procedure Construct tree from token,
each site computes a local spanning tree.

Convergence

Lemma 3. Starting from any initial configuration, the system eventually
reaches a configuration where there is exactly one token with probability 1.

Proof. Two cases have to be distinguished.

Case 1 If there is no token, then by a timeout (cf. Algorithm 4), one or several
tokens are created. Each token stores a word created from local informations
where the token is created.

Case 2 Several tokens occur in the system. We know that in finite time, tokens
will collide and merge to one with probability 1 (cf. [12, 15]). During that time, no
new tokens could occur by the same reason lemma 1. Then the system eventually
reaches a configuration with exactly one token.

From here, we consider that there is exactly one token in the system
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Lemma 4. The token eventually becomes consistent

Proof. Each time the token visits a site, the algorithm executes an internal test
procedure (cf. section 3.3) which - if necessary - corrects the token contents .
After one cover time, all sites has been visited by the token. Then the token is
surely consistent.

By lemma 3 and lemma 4 and theorem 1

Theorem 2. Algorithm 4 is self-stabilizing.
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A New On-Line Scheduling Algorithm

for Distributed Real-Time System

Mourad Hakem and Franck Butelle
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Abstract. In this paper we present a new on-line algorithm for ser-
vicing hard aperiodic tasks on a distributed real-time system. Many dis-
tributed scheduling algorithms have been proposed to schedule task with
deadlines constraints. These algorithms consider the surplus information
about other sites as the basis measure to transfer tasks when tasks dead-
lines cannot be met locally or when local load is high. We show that it
is more appropriate for scheduling algorithms to take into account the
distances between sites in addition to the surplus information to avoid
potential deadline misses. Key features of our algorithm are 1) it includes
the problem of the all-pairs shortest paths computation into account. 2)
it uses a new policy for the management of the surpluses broadcasted
periodically (when nodes in the system inform each other about their
state) to minimize the overheads of exchanging information.

1 Introduction

Real-Time systems are those where the correctness of the system depends not
only on the logical correctness of computed results but also on the time they
were produced. Examples of this type of real-time systems include flight con-
trol systems, space shuttle avionics, robotics and multimedia. Loosely coupled,
distributed real-time systems are prevalent and natural candidates for real-time
application due to their high performance and reliability. These applications
contain tasks which are inherently distributed and have deadlines constraints
that must be met, scheduling these tasks to meet their timing constraints is
one major problem that comes to mind and the most widely researched topic
within real-time systems. This is due to the belief that the basic problem in
real-time systems is to make sure that tasks meet their deadlines. Most previous
researches in the area on scheduling tasks with hard deadlines constraints are
restricted to multiprocessing systems and hence are inappropriate for distributed
systems. In addition, the solutions devised by these researches assume that all
tasks and their characteristics are known in advance and hence are designed for
static scheduling.

This study differs from previous works since we take into account distances
as well as surplus information for the target site’s choice. Surplus information
is composed of idle time in a schedule and indicates a site’s ability to satisfy an
incoming task deadline.
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In this paper we present a new dynamic scheduling algorithm for a hard real-
time system (see section 3). The algorithm requires the presence of one scheduler
per site. These schedulers interact in order to determine where a newly arrived
task could be scheduled. Each site in the network run a scheduler independently
of the other sites and tasks may arrive at any site. Each site in the system
is associated with a (possibly null) set of periodic tasks which are guaranteed
to execute on that site. Since a periodic task is known to represent regularly
occurring tasks (the deadline of a periodic task is the beginning of the next
period), it has to be determined at system initialization time, whether there is
enough processing power to execute a given set of periodic tasks. We assume
that the characteristics of periodic tasks are known in advance. In addition
to periodic tasks, aperiodic tasks may arrive at any site at any time in the
system. We attempt to guarantee these tasks dynamically without jeopardizing
the schedulability of the previous guaranteed tasks.

The remainder of the paper is organized as follows: section 2 outlines some of
the important works reported in real-time scheduling area, section 3 defines the
system model and assumptions adopted in this paper. In section 4 we describe
the modules of information and decision of the bidder as well as the all-pairs
shortest paths algorithm. The scheduler’s structure on a site is presented in
section 5, section 6 discusses distributed scheduling. Finally, an example is fully
described in section 7 and section 8 summarizes our work.

2 Related Work

For a distributed, multiprocessor environment, scheduling is an NP-hard prob-
lem [1]. The loosely coupled nature of distributed systems makes the problem
even harder. Clearly then, heuristics have to be designed in order to reduce the
scheduling costs.

In the design of distributed computer systems, the scheduling problem is an
important one. However, most related works on scheduling tasks with real-time
constraints are restricted to the use of surplus information, from some other
sites in the network, to determine a good site to send task to [2, 3, 4, 5]. Krithi
Ramamritham, John A. Stankovic and Wei Zhao [6] describes a set of heuristics
to schedule tasks that have deadlines and resources requirements in a distributed
system. They differ from this paper in the way a site treats a task that cannot
be guaranteed locally.

1. The random scheduling algorithm: the task is sent to a randomly selected
site.

2. The focused addressing algorithm: the task is sent to a site that is estimated
to have sufficient surplus to complete the task before its deadline.

3. The bidding algorithm: the task is sent to a site based on the bids received
for this task from sites in the system.

4. The flexible (mixed) algorithm: the task is sent to a site based on a technique
that combines bidding and focused addressing.
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In [7], a flexible heuristic that combines focused addressing and bidding is also
proposed for scheduling mutually independent tasks in distributed hard real-time
system. Using that heuristic, if a site cannot be found via focused addressing,
the bidding scheme is invoked (in fact, the bidding scheme is invoked while
communication with the focused site is in progress). Their goal is to schedule
tasks such that maximum number of tasks can be guaranteed to complete before
their deadline. This approach of only using the surplus information from other
sites is insufficient to maximize the number of tasks accepted in the system.
We believe that the identification of a target site should be based not only on
the surplus processing power on its processor, but also on the availability of
a shortest path from the sender to that receiver. And for this reason, in our
heuristic, we use both types of information: Surplus and distance, this is the
context in which we have been studying the problem of scheduling in loosely
distributed systems.

3 System Model and Assumptions

The typical architecture in a loosely coupled distributed system consists of N
sites interconnected via a communication network. The network will be seen has
a graph G = (V, E) where V (|V | = N) is the set of vertices and E (|E| = m) is
the set of edges. No specific communication protocol is assumed here.

The system workload is composed of groups of periodic and aperiodic tasks
which are independent of each other. Aperiodic task is one that occurs one time
in the system at an unpredictable time. Each aperiodic task is characterized
by an uplet (Ai, Li, Ci, Di), where Ai is the arrival time of the task, Li is the
earliest possible time at which its execution may begin (start time), Ci is the
computation time necessary to complete the task, and Di is the deadline by
which it must complete its execution. The characteristics of an aperiodic task
is not known a priori, they become known when the task arrives. Such a task
can be scheduled any time after its arrival. A periodic task can be described by
the pair (Ci, Pi), where Ci is the required execution time each period Pi. The
characteristics of all periodic tasks are known a priori. Their initial assignment
to sites is assumed known and their execution must be ensured.

Since the purpose of the paper is to evaluate the performance of the non-local
components of a distributed scheduling system, we would solely use ”Earliest
Deadline First” (EDF) as our local scheduling policy [8, 9]. This choice is justi-
fied by the need to have maximum flexibility in the scheduling. The guarantee
function has already been studied in [7] and will not be repeated here.

Unlike previous work in the area of real-time distributed scheduling, the
system model involved in this study includes the problem of the all-pairs shortest
paths computation which is based on the following assumptions:

– Our framework is distributed computing. So, the graph we work on is the
underlying graph of the network. Of course, this graph must be connected.
We will use both the graph terminology (nodes/edges) and the corresponding
network terminology (sites or processes/communication links).



244 Mourad Hakem and Franck Butelle

– The communication channels are faithful, lossless and order-preserving. The
processes are faultless.

– All processes have distinct identities (IDs).
– Each process must distinguish between its ports, but has no a priori knowl-

edge of its neighbors’ IDs.
– Of course, each site also knows the weights of its adjacent edges. However,

edges’ weights do not satisfy the triangular inequality.
– A non-empty subset of sites of V , called initiators, simultaneously start

the algorithm. In other words, an external event (such as a user’s request,
for example), impels the initiators to trigger the algorithm. Others (non-
initiating) sites “wake up” upon receipt of a first message.

4 The Bidder’s Modules

4.1 Information Module (Site Surplus Manager)

This module deals with the management of the surpluses broadcasted period-
ically by the sites and to answer to a request for bids. Surplus information is
the sum of the idle times in a schedule and indicates a site’s ability to satisfy
an incoming task deadline. The module that we propose computes its surplus
between the current and the near future activities of the site surplus manager
(see Algo. 4.1 illustrated by figure 1). We scan only a part of the local schedule
which is defined by the window [t, t+window size] (window size is a parameter
of the system).

Algorithm 4.1 Surplus computation(Min time, Max time)

surplus ← Max time − Min time;
window ← [Min time,Max time];
if a task T is still in computation then

surplus ← surplus − (Min time − LT )
end if
for each task i s.t. Li ∈ window do

if Di ≤ Max time then
surplus ← Surplus − Ci;

else
if Li < Max time then

surplus ← surplus−(Max time−Li) ; exit ; (*ignore tasks outside window*)
end if

end if
end for

Each site evaluates its surplus and sends it to a selected subset of sites in
the network. The selection is based on the proximity of the sites. The subset
is computed as follows: first sort the sites according to their distances dsi, in
ascending order. Then, according to this sorted site list, the site selects only the



A New On-Line Scheduling Algorithm for Distributed Real-Time System 245

Fig. 1. surplus computation

first v sites to send information on its own current site surplus. The value of v is
computed such that the dsi of the v sites are lower than DS, a tunable parameter
of the system. The above strategy minimizes the overheads of exchanging surplus
information.

With the reception of the surplus, the site having the unguaranteed task can
estimate if a site transmitting surplus is qualified for the guarantee of the refused
task (see section 6.1).

The surplus is also computed to respond to a request for bids: it uses the
remote task parameters (Arrival Time on the remote site: Ai, Deadline: Di) to
compute its surplus compared to a window equal to [Ai + dsj , Di].

4.2 Decision Module

We propose in this section heuristics for the choice of a site when a task is
not guaranteed locally. In a completely distributed system (loosely coupled),
a major handicap is the geographical distribution of the sites which introduces
an over-cost of communication due to information exchange and tasks transfers.
Consequently the transfer policy of the tasks should not be too expensive in
communications. Its obvious that the target site choice must be based not only on
the surplus processing power on its processor, but also on the distance from the
sender to that receiver (the communication delay must be not greater than Di−
Ci − current time). And, for that reason, in our heuristic, we use both types
of information: surplus and distance (in terms of time) at the time of a possible
migration.

Note that, ideally, if we have a way to know the exact surplus of every site
at every time, the condition to send a task to site j is: surplusj(current time +
dsj , Di) ≥ Ci. Of course we just have an approximation of the surplus of the oth-
ers sites: the surplus that is sent periodically and the surplus explicitly computed
when bids requests are sent.

4.3 All-Pairs Shortest Paths Computation

To compute the All-pairs shortest paths, we use the algorithm proposed by
Butelle and Lavault [10]. This algorithms needs O(nm) messages and O(n) units
of time. Any other all-pairs shortest paths algorithm or routing algorithm can
be used here (for example to deal with dyynamic graphs) but this one has been
choosen for its efficiency.
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Fig. 2. The various processes that make up the scheduler on a site

This algorithm is (shortly) described from the viewpoint of site I, whose ID
is idI as follows:

It is organized in phases after the first initialization step done on “wake-up”
(see the discussion around the initiators in the assumptions’ paragraph). This
step starts initializing sets and variables (idI is the selected ID): the distance to
idI is set to 0, while all others distances are set to ∞, and the set UpdatedNodes
is set to ∅. Next, every phase of the algorithm consists of three steps:

– Step 1. Send the selected site’s ID and its distance to site I, to all neighbors.
– Step 2. Wait for reception of the same number of messages sent in step 1.

Upon message receipt, update distance tables. If an estimated distance to
a site changes, add this site to the set UpdatedNodes. When the awaited
number of messages is received, step 3 can begin.

– Step 3. Choose a site from the set UpdatedNodes with the smallest distance
to I and go to step 1. If no such site exists then use the latest selected site.

5 Scheduling Scheme Overview

Each site in the distributed system has a scheduler. Each scheduler contains
5 processes to manage scheduling plus a guarantee routine which is invoked to
determine if there is enough surplus processing power to execute a newly arriving
task before its deadline (see Figure 2).

1. The local scheduler who receives the aperiodic tasks and decides if the new
task can be guaranteed at this site by calling upon the function of guarantee
routine. If the new task cannot be guaranteed locally, then new task is either
rejected or is handled over to the bidder.
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2. The dispatcher who determines which of the guaranteed periodic and aperi-
odic is to be executed next.

3. The Bidder on a site is responsible for determining where a task that cannot
be locally guaranteed should be sent. It does this either in response to an
external request, or on request of the local scheduler.

4. Periodic tasks initialization process: it is executed just once, at system ini-
tialization time before the guarantee function examines the newly arriving
tasks. A set (possibly null) of periodic tasks exists at each site. Since a pe-
riodic task is known to represent regularly occurring tasks with future start
times, at system initialization it has to be determined if there is enough
processing power to execute a given set of periodic tasks on a site.
Let us define L = LCM(P1, P2, . . . , Pn), where LCM is the Least Common
Multiple and Pi is the period of the ith task assigned to a site. The tasks
have computation times C1, C2, . . . , Cn. As Liu and Layland [11] have shown,
the necessary condition for the periodic tasks in L to be guaranteed on that
site is ∑n

i=1 Ci ∗ L
Pi

≤ L

That is, the sum of the computation times of all periodic task instances that
have to be executed within L is less than or equal to L.

5. The process of all-pairs shortest paths computation: it is executed just once
at system start up.

6 Distributed Task Scheduling

When a task T , arrives at a site Si, the local scheduler is invoked to try to
guarantee the newly arrived task on the site. If the task can be guaranteed, it
will be put into the schedule which contains all the guaranteed tasks on the site.
Otherwise, the scheduler interacts with the schedulers of other sites in an attempt
to find one, the nearest as possible (in terms of time) that has sufficient surplus to
guarantee the task. This interaction is based on a scheme that combines focused
addressing and bidding.

6.1 The Focused Addressing Scheme and Requesting for Bids

Determination of the suitability of a site for focused addressing is carried out in
the following manner:

For j = 1, 2, . . . , n and j �= i, the scheduler on site Si estimates: SD(T, j) =
Surplusj − dsj

where Surplusj = Surplus information available from previous messages issued
by site Sj and dsj = communication delay (smallest distance) between Si and Sj .

Site Si sorts other sites according to their SD(T, j), in descending order. The
first k sites are selected to participate in focused addressing and bidding. k is
the number of sites of identity j such that the following formula holds:

SD[T, j] ∗ (D − A) > FASDP ∗ C
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FASDP is the Focused Addressing Surplus-Distance Parameter. This is
a tunable parameter of the system. A is the arrival time, C is the computa-
tion time and D is the task’s deadline.

If k > 0 then the task that is not locally guaranteed is immediately sent
to the site with highest SD and this selected site is referred to “focused site”.
In addition to sending the task to the focused site, site Si sends in parallel,
a request-for-bid (RFB) message to the remaining k−1 sites (to handle the case
where the focused nod cannot guarantee the task) with an indication that bids
should be returned to the designated focused site. If k = 0, the site broadcasts
an RFB message to all others. In that case, the scheme degrades to the bidding
scheme...

6.2 Bidding Scheme

If focused addressing fails to schedule a task, the site broadcasts the request-for-
bid (RFB) to all sites in the system with its own address. The main functions
of the bidder on a site are the following: - Sending out RFB, - Responding to
RFB, - Evaluating RFB, and - Responding to task awards.

When a site receives the RFB message, it computes a bid, indicating the
possibility that the task can be guaranteed on that site. Next, it sends the bid
to the focused site if there is one, otherwise to the original site who issued the
request-for-bid. When a task reaches a focused site, it first invokes the local
scheduler to try to guarantee the task, if it succeeds, all the bids for the task
will be ignored. If it fails, the task will be sent to the site responding with the
highest Bid/Distance ratio, let’s call it best bd. In case there is no focused site,
the original site will receive the bids for the task and will send the task to best bd.
If the focused site cannot guarantee the task and if no such bid is found, the
task is rejected.

7 Example

To show the efficiency of our algorithm, we present an example on a loosely
coopled system having six sites as shown in figure 3. On each site there is one and
only one periodic task of 10 time units period. On this example, sites S1, S2,...
, S6 must carry out periodic tasks T1(τ, 10), T2(2, 10), T3(6, 10), T4(2, 10),
T5(3, 10), T6(8, 10) respectively. τ is the computation time of task T1, note that
all tasks are of period 10.

Let us consider an aperiodic task R1(0, 2, 10), which arrives on site S1. Now
we study the behavior of the system according to the two parameters:ds and τ
already defined.

If τ = 2 then S1 receives the task R1 at time 0. The task is guaranteed and
scheduled, without any interaction with other sites (see figure 4).

The chronograms reveal, on the same axis, all the tasks being carried out on
the same site. T1 and R1, are carried out on S1: T1 is scheduled in the interval
[0, 2], R1 is then scheduled to start at time 2 and finish at time 4.

If τ = 9 then S1 receives R1 at time 0. S1 is unable to guarantee the newly
arrived task R1. Thus it attempts through Focused addressing to find another
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Fig. 3. the network

Fig. 4. scheduling produced with τ = 2

site by checking its table of surpluses, it determines that S2 has more surplus
than S3 and S5 and it is nearer than S4. The task is immediately sent to S2

and at the same time, S1 sends a request-for-bid message to S3, S4 and S5 (S6

is judged overloaded) with an indication that bids should be returned to S2 (see
figure 5).

At time t = 2, S2 receives R1. S2 guarantees this task and all the bids for
the task will be ignored.

Critical case: If τ = 9 and another aperiodic task appears on S2: R2(1, 7, 10)
(see fig.6) then S1 behaves as in the preceding case but, when S2 receives R2 at
time t = 1, it guarantees it and inserts it in the list of the guaranteed tasks.

At t = 2, S2 receives R1 but it fails to guarantee it. It waits for bids returned
in response to RFBs sent by S1. The evaluation of the received bids is started
after their reception. The site S3 itself decides to not respond to an RFB, because
it consider itself that it does not have sufficient surplus. Therefore, S2 will receive
only the bids of S4 and S5.

Two cases are to be considered at the time of decision for the target site
choice of task R1:

– Case 1: If we take only the surplus information as the basis mesure to tranfer
tasks then R1 is sent to S4 that is estimated to have the highest surplus
processing time. (surplus S4 = 8 > surplus S5 = 7)
At time t = current time + ds(S2, S3) + ds(S3, S4) = 2 + 3 + 4 = 9, S4

receives the task R1, it cannot guarantee it, the task is rejected (see fig. 6).
– Case 2: But, if we take into account the distances between sites in addition

to the surplus information, we show the following : For each Bidder, S2 esti-
mates bid ds(Si) ; bid ds(S4) = bid(S4)−ds(S2, S4) = bid(S4)−ds(S2, S3)−
ds(S3, S4) = 8 − 3 − 4 = 1
bid ds(S5) = bid(S5) − ds(S2, S5) = bid(S4) − ds(S2, S6) − ds(S6, S4) =
7 − 2 − 2 = 3



250 Mourad Hakem and Franck Butelle

Fig. 5. scheduling with τ = 9
and R1(0, 2, 10)

Fig. 6. scheduling with τ = 9, R1(0, 2, 10)
and R2(1, 7, 10)

R1 will be sent to the site with highest bid ds, therefore, to S5. At time
t = current time + ds(S2, S6) + ds(S6, S5) = 2 + 2 + 2 = 6, R1 arrives on the
site S5, it is guaraneed and stored in the ready queue as shown in figure 6.

This example confirm the impact of distances on the number of guaranteed
task. We conclude that our flexible policy reduces the number of deadline misses
significantly. Simulations are under way to evaluate the performances of our
algorithm compared to [5, 6].

8 Conclusion

In this paper, we have presented a new algorithm of distributed scheduling. Our
scheme is a dynamic one that tries to maximize the number of hard aperiodic
tasks that are accepted for excution before their deadlines – in the presence of
critical periodic tasks that must always meet their deadlines. A salient feature
of our algorithm is that it uses both surplus information and smallest distances
between sites for the target’s site choice. To our knowledge, no previous algo-
rithm have used the distance information. Examples studied shown significant
reductions in the number of deadlines misses when compared to algorithms tak-
ing only surplus information into account. Our current research is attempting
to encompass a similar study presented in this paper, for a distributed real-time
system by taking into consideration precedence and ressource constraints.
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Abstract. A previous paper introduced a model of architecture called
Neuromorphic Autonomous Controller (NAC) conformed by interconnected
modules, each one in charge of growing its own network of cells. The
integration of all internal structures results from automatic mechanisms which,
triggering elementary actions, leads to correlations learning between local
states. Though concluding in the viability of this approach, aimed at performing
autonomous training, adaptation and control, combinatory explosion was 
mentioned as the main challenge to face. Focused on reducing this side effect, 
this paper acquaints with some enhancements to the NAC model, including:
improving internal module structure, generating an alternative representation
and defining a more accurate cooperation between modules. 

1 Introduction

The concept of artificial brain appeared more frequently in papers during the last
decade [1]. Some approaches consider the participation of a large number of cells
organized into adaptative structures thanks to soft-computing techniques like
automata, neural networks, agents or genetic programming [2, 3, 4, 5]. Connecting
and controlling these elemental computing units on Von Neumann architectures
restricts the size of such systems, but the use of reconfigurable hardware like systolic
array [6] greatly increases the potential of their implementations. On the other hand,
robotics is considered by authors as an opportune field to test models abilities [7]. In 
particular, a self-learning legged robot offers a viable substantiation to evaluate the
skills of an artificial brain, making use of control architectures to endow robots
intelligent behavior [8]. This approach corresponds to the cognitive revolution
introduced in artificial intelligence and robotics [9], referenced as neo-behaviorism;
and more recently to a innovative field designated as epigenetic robotics, a concept
first introduced in Psychology by Jean Piaget [10].

The overall goal of this project consists in designing a self-growing architecture
providing an artificial brain able to control epigenetic robots. Our approach states that
if the robot's design allows elementary acting and feedback sensing, both
complementary and sufficient, then the NAC model can generate a structure able to 
control its environment and generate an effective behavior focused on tasks solving,
in accordance with its sensing and acting capacities. So, our actual postulate stands 
F. F. Ramos, H. Unger, V. Larios (Eds.): ISSADS 2004, LNCS 3061, pp. 252-260, 2004.
© Springer-Verlag Berlin Heidelberg 2004 
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that a coherent behavior may result from the integration of elementary automatisms 
and, that even if such a system would not exhibit for example deductive abilities 
comparable to those of an expert system, it nevertheless could generate its own 
required basic concepts and show predictive attitudes. This paper only acquaints with 
some enhancements to the model aimed at enhancing the efficiency of the growing 
structures conforming the modules of the Acting Area; this includes improving 
internal module network, generating an alternative representation and defining a more 
accurate cooperation between those modules. 

In a previous paper [11], an experiment aimed at controlling a very simple virtual 
robot concludes stating the prohibitive cost of the growth architecture: after ten hours 
of processing on a standard personal computer, the robot accomplished its first steps; 
but the NAC simulation implemented as the robot's brain creates over ten thousands 
connections between four thousand cells. Considered a huge amount of resources 
compared with the low complexity of the virtual robot, this result prevented further 
more elaborated trials and focused our work on improving the fitness of the growing 
structures.

2 Description of NAC Architecture 

The NAC architecture is conformed by two strongly interactive areas, controlling 
respectively acting generation and sensing interpretation. The first one, in charge of 
generating a coherent global behavior, triggers the elementary signals transmitted to 
the actuators of the robot. This Acting Area takes permanently into account the 
feedback provided by its counterpart the Sensing Area which is in charge of 
elaborating a meaningful representation of the sensors stimuli. The term “meaningful” 
stands to qualify how discriminative and representative may be a combination of 
elementary stimuli. The Acting Area, the only one attended in the context of this 
paper, is organized in interconnected modules, each of which encapsulates a growing 
stochastic network of cells designed to memorize local correlations. 

The internal structure of any new created module is free of any cell or connection 
but holds a set of mechanisms in charge of building, adapting and operating its proper 
and exclusive network. The basic process of an Acting Module (i.e. a module 
belonging to the Acting Area) consists in generating a sequence of signals attempting 
to reach a specific internal goal requested by a higher level as part of a global process. 
In the case of lowest level modules (in charge of acting), those triggered actions 
correspond to signals sent to actuators; in the case of other modules, they represent 
specific goals belonging to lower modules. 

Initially, a finite number of Acting Modules, free of any internal structure, are 
assigned a respective set of actuators. Sending signals to these actuators eventually 
provokes state transitions; "eventually" only reflects the ability of the Sensing Area to 
detect them (depending on its stage of training and the capacity of its installed 
sensors). A state transition occurs each time a cell "fires" which allows propagation to 
prolong, pursuing the next predicted (optimal) transition; on the contrary a missing 
transition induces a network extension. Not only this learning process of novel 
correlations alters the network structure, as other adaptative mechanisms are involved 
in adjusting such correlations, mainly increasing or decreasing the connections 
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weights according to the accuracy of the predictions. As our system is supposed to 
evolve in a non-deterministic universe, those weights play a stochastic role reflecting 
the probability (interpreted as convenience) of state transitions under specific actions 
triggering. To allow adaptation to the context, the values of these weights are 
actualized over time, in particular, in case of erroneous prediction, the actualization 
combines a short time but strong decay with a long time but dim one. The first 
correction, in contrary to the second one, pretends to deal with localized and 
exceptional disturbances. Construction and adaptation mechanisms allow dealing with 
context variations and handle perturbations due to noise while states definition and 
recognition, constitute a feedback information provided by the Sensing Area. 
Architecture design also includes an inhibition mechanism in charge of restricting 
internal propagation and avoiding activation of incompatible states. 

3 A Time-Computing Expensive Mechanism 

A specific mechanism, called retro-alimentation, plays a preponderant role in the 
network propagation, computing, each time a internal goal is requested and for each 
cell, the optimum path to the goal. Consequently, when propagation occurs in the 
network, any state reached during this process (being or not part of the optimum 
predicted sequence) instantaneously selects the appropriate transition to achieve its 
goal; in case no transition is available, a new one may be created. This powerful 
mechanism is, from far, the most expensive in term of processing time, and so 
represents the critical aspect when dealing with resources saving. Additionally, 
resources requirements raise exponentially with the size of the network: analysis 
shows that, in average, over ninety per cent of the whole process involves this specific 
mechanism. 

So far, there is no evidence that this mechanism may be improved, so this study 
will focus on reducing the quantity of cells and connections required to extend the 
network structure. 

4 Improving NAC Architecture 

4.1 Improving Internal Module Structure 

In the current implementation of NAC architecture, an action is triggered each time a 
cell fires, so each cell corresponds to a symbolic pair "state-action". The theoretical 
advantage of this representation was to engender more accurate sequences of states, 
taking into account the previous states involved in the propagation, e.g. the 
probability to reach state C being in B depends of B predecessor {A1, A2,..}.
Consequently, the prediction associated to the transition from B to C depends of the 
global sequences X*BC involving this particular transition, their respective valuations 
result from weights adaptation over time. 

Nevertheless, there is no experimental evidence of the contribution of this 
representation to the enhancement of the global behavior. So, an alternative consists 
in using a more traditional representation, only associating a state to each cell (and not 
anymore a specific action). Therefore, the size of the network is reduced by a factor 



Facing Combinatory Explosion in NAC Networks  255 

which tends to equal the number of involved actions. Experiments confirms this
significant reduction of resources required by the architecture, considering both the
allocated memory for the network storage and the processing time necessary to 
perform retro-alimentation. However, this alternative leads to redefine and reprogram
all internal mechanisms of the network, as a consequence of integrating basic features
like action, inhibition and retro-alimentation into the transitions.

Another enhancement, to reduce the demand of resources, consists to focus on
creating a higher number of simplest modules, so each module develops a lighter 
structure. This is easily achieved as, until now, the global architecture (i.e. the
interconnected modules) of the Acting Area, was manually designed. Furthermore,
this consideration should constitute a more general policy when implementing an
automatic sketching of the Acting Area: trying to integrate a higher number of
modules while reducing the set of possible actions per module.

4.2 Generating a Second Order Representation

The previous adaptations may be cost effective but are still insufficient to avoid
combinatory explosion. In practice, sometimes, the network grows at its maximum
due to the high connectivity locally generated by the application it tries to control. A 
subclass of these applications, showing a continuous development over a subspace,
includes, among others, robotic articulations. This last statement induces to conceive
and implement a mechanism to shift from the primary discrete representation to a 
continuous one. Such a mechanism would both contribute, to induce a lighter
representation and to enhance control over such subclass of applications.

The first step consists in uncovering the possible regularity of the input space, such
an analysis is currently performed each time a cell is created: if the number of cells is 
fairly close to the maximum number of states then the shape of the network is 
analyzed to detect any potential grid configuration.

For example: given a set of elementary actions  in two dimensions
and a specific continuous function f to mimic, the system should generate its

approximation Af:

},{ yx ∂±±∂
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where N and M state for the maximum number of repeated elementary actions.
Lets  be the cell i of a given module, when then the new

mechanism tries to corroborate the following rule:
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which could be interpreted as: when from any state i an elementary action a leads to a 
new state j then applying the complementary action -a should lead to the original
state i.

A second step consists in trying to apply a lineal approximation taking advantage
of the regularity of the grid. First, the grid is divided in sub-grids, then on each 
dimension of this sub-grid the coefficients of a lineal approximation are calculated 
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and finally, a combination of these approximations gives the equation of a tangent
sub-space. If the highest value of all the errors, obtained comparing the real 
(experimented) and the approximate values over each sub-space, exceeds a percentage
of the difference between the maximum and the minimum values of the approximated
function over its input space, then we repeat the procedure using smaller sub-grids. 

For example:

].,[].,[ 00 yMyyxNxx oo ∂+×∂+

kh

ykyykyxhxxhx
,

0000 ]).1(,.[]).1(,.[ Δ++Δ+×Δ++Δ+=

For each discrete pair (x, y)
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We first calculate the approximation on x
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And then its linear approximation on this sub-grid

hyhy bxa ,, . +

Then combining this equation with its counterpart obtained from )(, yAf kx

kxkx bya ,, . +

engenders the equation of a local plan

hkyxkxhy byaxa ,,,,, .. ++

Initially

yMyxNxkh δδ .,.,0,0 =Δ=Δ==

then h and k are independently incremented until, at least, one local approximation
error exceeds the previously computed maximum.

The three coefficients (ax,k, ay,h, bx,y,k,h) allow to define, what we call, “second 
order” cells which, as a substitute of the previous discrete “first order” ones, represent
a local and continuous approximation of an underlying function. A graphic illustration
of this approximation is given by figure 1 and corresponds to a module in charge of
controlling the height of a robotic leg counting two articulations.

Considering the worst case when the error cannot be decreased under its threshold,
the smallest sub-grid is conformed by the four points situated at each corner of the
sub-space:

],[],[ yyyxxx jjii ∂+×∂+
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Fig. 1. Graphic representation of a module in charge of controlling a robotic leg

Nevertheless, replacing first order cells by second order ones still faces a great
challenge as these new structures must comply with the mechanisms previously
implemented. In practice, adaptation is no more preserved so, in case of multiple
errors, the alternative consists in converting the actual network back to a first order
one and, after an adaptation period, trying to evolve it again. On the other hand, to
preserve compliance with object oriented programming paradigm, both class of cells
inherit from an abstract one and moreover, the class corresponding to "module"
maintains generic methods in charge of dealing indifferently with first or second order
cells. In particular, propagation inside cells was previously a basic process, but it
requires now a specific mechanism as cells hold at least one dimension. The actual
implementation considers the association of internal shifts with its subsequent action,
firstly applying an elementary and uniform cost for any of them, and secondly
considering that any goal now corresponds to a precise internal location.

Table 1.  Comparative values of computing time and memory allocation over 10 000 goals 

First Order Network Second Order Network
Precision 20 40 60 80 20 40 60 80
Memory Allocation (Kb.) 117 445 1014 1799 10 37 90 166
Computing Time (Sec.) 15 84 257 470 2 7 15 34
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To evaluate the enhancement obtained through representation shifting, a series of 
10 000 goals were submitted to a first and a second order grown networks in charge 
of controlling an articulation. A specific parameter, "precision", characterizes the 
resolution of the controlled system; in this particular case the number of steps for the 
servo to rotate 180 degrees. An increased precision constrains the network to generate 
more cells to match the corresponding performance. A simulation, of approximately 
8000 lines of C++ code, was run on a 1000 MHz Pentium III computer with 512 Mb 
ram. The results, presented on table 1, show the high efficiency of the second order 
representation: memory allocation is reduced by a factor twelve and computing time 
reduction variation increases exponentially. However, this performances must be 
tempered considering that the second order network does not realize any kind of 
adaptation over time. On the other hand, few modules present the required regularity 
to allow representation shifting, but anyway this mechanism offers a critical 
improvement to the architecture, in particular to deal with articulations control. 

The intent of using different sizes sub-grids looked, a priori, to be a reliable 
alternative to generate a network with a still lower number of cells as the error of 
approximation generally varies from one subgrid to another. But, as a side effect, this 
organization would contribute to double or triple the connectivity inside the network, 
increasing greatly the demand of computing time, in particular to accomplish retro-
alimentation. For this reason, this alternative has been rejected. 

On the other hand, a second order module appears to be a potential alternative tool 
to achieve basic real time automatic regulation. In fact, the computed three-
dimensional surface may well represent the behavior of a particular plant the module 
is in charge to control. After an adequate learning period, the network is able by 
construction to reach any goal-state from the actual one. So, repeatedly giving the 
same goal to the module should be sufficient to counteract the effects of external 
perturbations and stabilize the state of a plant; thus leading to automatic regulation. 
Real time processing seems also achievable as the retro-alimentation mechanism is 
required only when submitting a new goal to the module. 

4.3 Defining a More Accurate Connectivity between Modules 

Enhancing memory allocation is a prior preoccupation to develop a reasonable 
simulation, able to manage a high number of modules. Both previous proposals 
contributes to this purpose, reducing the size of internal networks. The first one by a 
factor which tends to equal the number of involved actions; the second one by a factor 
proportional to the size of the sub-grid. Let (n, p) be the size of such a sub-grid and N
the number of first order cells, shifting representation requires N / n.p second order 
cells. Even considering that storing those cells require more memory than for the 
previous ones, the improvement is obvious but still insufficient considering the 
problem we have to face. 

Each module which does not produce signals to monitor actuators, generate actions 
corresponding to goals for a specific set of lower modules. So the current module 
integrates a sequence of sub-goals, each one entrusted to its corresponding module 
when triggered. The basic strategy consists in reducing as much as possible this set of 
goals. To exemplify this affirmation, consider its opposite when each state of lower 
modules is considered as a potential goal. This would conduce to reproduce all local 
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sequences of states into upper level modules, generating a completely redundant, 
useless and costly representation; thus recursively leading to the worst possible case 
of combinatory explosion. 

The first mechanism to reduce the set of goals consists in dividing the range of 
original values into smaller subsets; each subset computes its own representative used 
later as a potential goal for an upper level. This conduces to a lost of precision quite 
similar to the one originated by using a smaller range of values for sensors and 
actuators.  

A second and more subtle mechanism involves the Sensing Area whose feedback 
should provide meaningful states rather than precise ones. To illustrate this, consider 
a high level goal meaning something like “steady position”, no matter what exact 
position the cell reaches while the sensing area judges it as satisfying: i.e. for example 
obtaining a similar pressure under each foot without mattering legs position. The 
integration of the Sensing Area to the whole simulation is still pending but early 
experiments shows the feasibility of integrating sets of stimuli by means of growing 
neural networks. Any combination of stimuli is received by the Sensing Area, 
discriminated and integrated to allow their classification into relevant states. For 
example, the “steady position” is conformed by a fuzzy set of stimuli and cannot be 
associated with precise values. The conformation of such sets and their particular 
relevance results from an emerging gradual process which should involve both areas. 
At this time, all experiments on Acting and Sensing Areas have been conduced 
independently and so, the feasibility of an unified process has not been established. 

5 Conclusion

In conclusion, improving internal module structure and generating alternative 
representations constitute functional enhancements to the model. Both contributions 
alleviate computing time and memory requirements, but are still insufficient to face 
combinatory explosion. The answer to this problem resides in defining a more 
accurate connectivity between modules; which means creating smaller sets of more 
meaningful goals, ensuring a better integration of sequences from lower modules to 
upper ones.  

Therefore, next step of this research will focus on fully integrating Acting and 
Sensing Areas into a single simulation to evaluate the ability of this growing 
architecture to face combinatory explosion while controlling a complex robot. The 
main difficulty concerning this integration consists in growing simultaneously two 
dissimilar network architectures which mutually contribute in evolving their 
respective structures. 

Regardless of the initial problem (combinatory explosion), this study exhibits the 
feasibility of using a second order network to achieve real time regulation. 
Furthermore, this method presents the advantage of automatically building the 
controller while interacting with the plant (if technically possible). No previous 
description, like fuzzy rules or p.i.d. equations for example, would be required. A 
more complete study, offering an additional topic of research, will be designed to 
determine more precisely the advantages and limitations of this approach. 
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Abstract. When an exploratory data analysis is performed where more than two
qualitative variables are present, the application of univariate, bivariate and
multivariate statistical techniques allows to successfully describe the dataset.
Particularly, the single correspondence technique gives important correlation
and dimensionality reduction results, which helps when giving an objective 
interpretation of the data.  In this paper the technique known as factor analysis
of multiple correspondences is used, which is a generalization of the single 
correspondence technique used to corroborate results. The log-linear adjustment
is used too, with the purpose of continuing with the Principal Components and
Cluster Analyses [3].  The binary variables under study are the result of the e-
commerce sites' evaluation process for the quality attributes of the
“Functionality” feature [8, 9].  These data is concentrated in a binary table of 49 
sites and 17 attributes [3, 8].  (See table A.1 in the appendix for the list of
variables).

1 Introduction

While the marked differences between physical and electronic commerce are evident,
it is also known that many common features can be abstracted and incorporated when 
building a Web application for the virtual mode of commerce [7].  Therefore, we
must resort to several tools and strategies for the development and evaluation of a 
software product of this magnitude.  Specifically, and considering a general audience,
it seems appropriate to ask, Which features and attributes must be taken into account
at the design and evaluation stages of an e-commerce site or application in order to
obtain a quality product with the potential to influence traffic and sales?, How to
decide which evaluation process is adequate? Which strategy must be followed in the
data collection and organization for the evaluation?, and ultimately, Which statistical
techniques must be applied in order to effectively interpret the datasets stemming
from the evaluation?

A starting point for this task comes from an Argentinean e-commerce sites quality
study [8], where an evaluation was performed for directly measurable functionality
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attributes.  Such attributes belong to the Product Information, Purchase Features,
Client Customization, Promotion Policies and Searching Mechanisms sub-features; 
all of them grouped under the Functionality feature.  The attributes and sub-features 
form the quality requirements for an audience called “General visitor”. 

Accordingly, this study's main objective consists on continuing the statistical 
analysis of the binary data obtained by the former survey.  During such survey, 
seventeen attributes grouped in the sub-features already mentioned were observed 
from a sample of forty nine sites (in [10], about ninety attributes were considered for 
evaluation).

The experimental studies that are performed with a large number of attributes –i.e. 
explaining independent variables, follow data analysis methods and techniques that 
range from data description and summary up to exploratory analysis to identify 
potential relations among variables, or analysis to classify and categorize the objects 
under study. 

In this paper multivariate statistical techniques were applied, in a way that allows 
to keep describing completely the binary data table; its dimensionality is also reduced 
and a classification of quality attributes is given, this time from a multiple factor point 
of view.  Previously, an analysis on datasets was conducted using the Principal 
Components, Cluster and Single Correspondence Factor Analyses [3] techniques. 
Now, a Multiple Correspondence Factor Analysis is applied, and the established 
hypotheses of relationships and/or categorization of sites and variables are tested with 
a well-suited approach for this type of problems, called Log-linear adjustment.  
During this multivariate process the importance, relationships, and categorization of 
the qualitative attributes mentioned earlier are confirmed, among other aspects.  
Eventually, this leads to conclusions being drawn about the relevance of the sub-
features involved, but now from a perspective that enriches the results produced by 
the used statistical technique: i.e., the log-linear adjustment. 

Regarding the number of evaluated sites the field study required a sample of 49 e-
commerce sites from the most diverse categories.  The sample was drawn from 100 e-
commerce Argentinean sites [8].  The sites were selected randomly with the use of a 
random value table.  In addition, an evaluation of 17 attributes referring to five 
categories of the Functionality feature in the e-commerce domain was used.  Table 
A.1 of appendix A shows the listing. 

Finally, a binary data criterion was adopted for the assessment, i.e., it is available
(1) or not available (0).  This should be interpreted as “satisfies completely the 
elementary quality requirement” (100%) or “does not satisfy the elementary quality 
requirement at all” (0%). 

The rest of this article proceeds as follows.  In the next two sections the multiple 
correspondence factor analysis and the log-linear adjustment over data from e-
commerce sites are discussed.  Finally, concluding remarks are presented. 

2 Multiple Correspondences Factoring 

To begin the study we'll return to the first idea about the relation between qualitative 
variables from the e-commerce table (see Table 1), considering the p correlation 
coefficient.
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Table 1.  Correlation coefficients among variables 

Variables CC P
IP-IMA vs   IP- DES .63 .000001 
CC-ICAN vs   IP-IMA -.30 .032999 
CC-CAR vs   MB-RES .49 .000321 
CC-CAR vs   PC-CUEN .43 .001904 
CC-CAR vs   CC-TRANS .46 .000827 
CC-CAR vs   CC-V-OFF -.46 .000869 
CC-CAR vs   MB-GLOB .29 .044327 
CC-CAR vs   CC-V-ON .54 .000073 
CC-V-OFF vs   CC-V-ON  -.34 .017172 
CC-V-OFF vs   CC-IEC .29 .044566 
CC-IEC vs   CC-TRANS .29 .041356 
CC-IEC vs   CC-IP .70 .000000 
MB-RES vs   PC-CUEN .35 .013890 
MB-RES vs   CC-TRANS .30 .035447 

It is wroth mentioning that this correlational number does not always implies 
causality.  Moreover, p emerges from assuming the Null Hypothesis to be true  

Table 1 contains the values for CC (Correlation Coefficients). They highlight the 
important relationship between the Shopping Features, which are correlated between 
them and also with some others.  The attribute “shopping cart” has a high positive 
correlation coefficient with another five attributes, while its correlation coefficient is 
negative with the attribute “off-line sales”.  On the other hand, the largest correlation 
coefficient appears between two attributes from the shopping features: payment 
information and shipping and cost information, which means that the more one 
appears, the more the other appears too.  The same occurs with the “product 
information” attributes concerning basic description and product image.  The full 
names of the variables that appear in the table can be found in Table A.1 of 
Appendix A. 

Even after performing a single correspondence study with the binary table, it is 
necessary to corroborate with another complementary techniques the results produced 
about the important classification and relationship between sites and attributes. 

The multiple correspondence analysis [1, 4, 5] allows to study the relationship 
between the modes of all the qualitative features involved. 

As a factor method, just like the principal components and single correspondence 
analyses, it is necessary to diagonalize certain matrix in order to obtain the factors.  In 
this case such matrix is the product of the transposed complete disjunctive matrix (in 
our case, the table of site attributes) by itself, lets denote it with B.  B has to be pre-
multiplied by a diagonal matrix (D) which consists of the diagonal elements of B and 
zeros elsewhere and finally divided by the number of features or qualitative 
variables (Q). 
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Table 2.  Eigenvalues by dimension 

Singular Eigen-   Perc. of Cumulatv   Chi    
Values   Values  Inertia  Percent  Squares 

1 .414 .171 17.14 17.1 227.2 
2 .354 .125 12.54 29.7 166.2 
3 .349 .122 12.15 41.8 161.1 
4 .321 .103 10.33 52.2 136.9 
5 .272 .074 7.39 59.6 98.0 
6 .259 .067 6.70 66.2 88.8 
7 .242 .059 5.86 72.1 77.6 
8 .230 .053 5.31 77.4 70.3 
9 .203 .041 4.12 81.5 54.6 
10 .198 .039 3.91 85.4 51.9 
11 .181 .033 3.26 88.7 43.2 
12 .175 .031 3.07 91.8 40.7 
13 .163 .027 2.66 94.4 35.2 
14 .156 .024 2.42 96.9 32.1 
15 .118 .014 1.38 98.2 18.3 
16 .100 .010 1.00 99.2 13.3 
17 .087 .008 .76 100.0 10.1 

The B table (Table A.2, appendix A) is known as Burt Table and is nothing more 
than a symmetric matrix formed by Q2 blocks.  The diagonal's blocks are diagonal 
tables that cross a variable with itself, the diagonal elements being the effective ones 
of each mode.  The blocks outside the diagonal are the contingency tables obtained by 
crossing the features pair-wise and whose elements are the frequencies of association 
for the two corresponding modes.  The Burt Table shows the values for mass, quality, 
inertia and cosine which makes possible the interpretation in three dimensions of the 
relationship between the variables under study [6]. 

The same concepts from simple correspondence are used in order to interpret the 
multiple correspondence analysis.  The eigenvalues table (Table 2) shows that when 
we select three dimensions almost 42% of the phenomenon under study is explained.  
The first dimension explains 17.14% of the phenomenon's variance, the second 
explains 12.54% and the third 12.15%. 

From the analysis of table A.2 (Appendix A) and the corresponding charts, the 
following facts stand out: 

For the first dimension 
If the attribute Shopping Cart is not present in a web-site, neither will be the 
Basic product description, On-line sales, Restricted search mechanism, nor 
Secure Transaction attributes. (Fig. 1) 
When the attribute Shopping Cart is present, sites will also feature the On-line 
sales, Secure transaction and Restricted search features. (Fig. 1) 
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Fig. 1.  Burt's Table chart for dimensions 1 and 2 

Fig. 2. Burt's Table chart for dimensions 2 and 3 

For the second dimension
If sites have the Shipping and costs information, they generally have the
Payment information and vice-versa (Fig. 2)

For the third dimension
Sites that do not feature product information attributes (Basic description and
Product image) have Purchase cancellation information.
Absence of the Product information by catalog attribute is related to the
presence of Quick buy Mechanism (see Figure 3) 
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Fig. 3. Burt's Table chart for dimensions 1 and 3 

The above interpretation is corroborated by the frequency charts in Fig.s 4 to 7.
Note that the tallest bar reflects the high frequency of sites where the Shopping cart
attribute is present together with the On-line sales attribute. (Figure 4). 

The next frequency chart represents the crossing of the Shopping cart and Secure
Transaction attribute, it also shows the high frequency of sites which feature both
attributes simultaneously (Figure 5). 

The third frequency chart (Figure 6) shows the crossing of the Shopping cart again,
this time with the Quick buy mechanism.  It can be seen that there is a high frequency
of sites which do not have the second when they have the first.

Bivariate Histogram (sitios e-commerce.STA 18v*50c)

Fig. 4. Shopping cart and on-line sales
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Bivariate Histogram (sitios e-commerce.STA 18v*50c)

Fig. 5. Shopping cart and secure transaction 

Bivariate Histogram (sitios e-commerce.STA 18v*50c)

Fig. 6. Shopping cart and quick buy mechanism 

Bivariate Histogram (sitios e-commerce.STA 18v*50c)

Fig. 7. Shipping & costs and payment information

Finally, the fourth and last frequency chart shows the high frequency of web-sites
that simultaneously have the Shipping and costs information and Payment
information.  (See Figure 7)

The different statistical approaches used so far have brought to light the
extraordinary importance the “Shopping Features” attributes have, independently of
the other (also important) attributes such as “Product Information”, essential for any
e-commerce site and the “Promotion Policies”. 
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Under the assumption that some of the attributes considered among the “Shopping 
Features” group are highly related and that these relationships have to be cleared up, 
we proceed to perform the confirmatory study of this hypothesis. 

3 Log-linear Adjustment 

Given that many of the “Shopping Features” attributes appear as important attributes 
in the web-site quality study, we decided to adjust some log-linear model that allowed 
us to point out relationships among these attributes.  In this sense there is the 
inconvenience of having only 49 web-sites, while the number of shopping features is 
8 and the cross-tabulations can't be analyzed since numerical problems of different 
kind appear. 

After exploring different tables it was possible to pick the following one, which 
also presents important attributes, according to the exploratory studies formerly 
explained: 

CC-TRANS (Secure Transaction), CC-CAR (Shopping Cart),  CC-IP (Payment 
Information), CC-ICAN (Cancel Purchase Information), CC- MECR (Quick buy 
Mechanism) . 

The model with all the second-order interactions achieves a good adjustment, since 
the Pearson's χ2 statistic has 11.07 with 16 degrees of freedom, with a value of 0.8048 
for p.  The cross-tabulations of two entries and the corresponding “odds” ratios are 
shown in Table 3. 

As it is known, the Odds ratio (likelihood ratio) in the two-entry tables, that we'll 
denote by θ, may take the following values: 

θ = 1 When the variables are independent 
1 < θ When sites from row 1 are more likely to fall into column 1 than 

sites from row 2. 
 0 < θ < 1  When sites from row 1 are less likely to fall into column 1 than sites 

from row 2. 

From the values calculated in the table the next relationships arise: 
Web-sites that do not have shopping carts are 27.27 times more likely to not 
having secure transactions compared to the ones that do. 
The web-sites that do not have quick buy mechanism are 0.28 times less likely 
to not having shopping carts compared to the ones that do have quick buy 
mechanism. 
Web-sites without quick buy mechanism are 0.32 less likely to have secure 
transactions than the ones that have it. 
Web-sites without payment information are 1.87 (i. e. almost twice) more 
likely to not having secure transactions compared to the ones that have 
payment information. 
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Table 3.  Cross-tabulations of attributes 

CC- TRANS 
CC-CAR 0 1 Total 
0 1

5
3 18

1 1
1

20 31

Total 2
6

23 49

Odds ratio  =  27.27 

CC- TRANS              
CC-IP 0 1 Total 
0 13 8 21
1 13 15 28
Total 26 23 49

Odds ratio  =  1.87 

CC- TRANS             
CC-ICAN 0 1 Total 
0 2

3
20 43

1
3

 3  6 

Total 2
6

23 49

Odds ratio  =  1.15 

CC- TRANS            
CC-MERC 0 1 Total 
0 20 21 41
1  6  2  8 
Total 26 23 49
Odds ratio  =  0.32 

CC- CAR                 
CC-IP 0 1 Total 
0 8 13 21
1 10 18 28
Total 18 31 49

Odds ratio  = 1.11 

CC- CAR                 
CC-ICAN 0 1 Total 
0 16 27 43
1 2 4 6
Total 18 31 49

Odds ratio  = 1.18 
CC- CAR                
CC-
MERC

0 1 Total 

0 1
3

28 41

1 5 3 8
Total 1

8
31 49

Odds ratio  = 0.28 

CC- IP                      
CC-ICAN 0 1 Total 
0 20 23 43
1 1 5 6
Total 21 28 49

Odds ratio  = 4.35 

CC- IP                      
CC-
MECR

0 1 Total

0 17 24 41
1 4 4 8
Total 21 28 49

Odds ratio  = 0.71 

CC- ICAN                  
CC-
MECR

0 1 Total

0 36 5 41
1 7 1 8
Total 43 6 49

Odds ratio  =  1.028 
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4 Conclusions

After an exhaustive analysis of the dataset for the 49 web-sites, the following 
conclusions were drawn: 

All selected attributes for the quality study of the “functionality” aspect of web-
sites are relevant and even though, logically, the “Product Information” attributes 
should be considered essential and are therefore available in a high proportion of the 
sites, we consider that the “Shopping Features” attributes stand out because of their 
importance in these sites' quality.  Such attributes are: 

On-line sales, Secure transaction, Shopping cart, Payment information, Purchase 
Cancellation information and Quick buy mechanisms.  The relationships between 
these attributes have been described in prior analyses [2, 3, 9]. 

The “Promotion Policies” attributes follow in order of importance. 
Particularly, and returning to the log-linear adjustment results, we can state that 

those web-sites that feature shopping carts should consider having secure transactions. 
On the other hand, the e-commerce sites without quick buy mechanism are 

unlikely to lack shopping carts.  That is, even though the probability ratios obtained 
by the log-linear adjustments are low for this pair of variables, it is necessary to pay 
special attention to them when an e-commerce site is being designed/built.  In other 
words, it is not completely necessary to include a shopping cart if a quick buy 
mechanism is present, but it is highly advisable to have both.  This conclusion stems 
from the fact that the probability of finding an e-commerce site without both of these 
attributes is low, but not zero. 

It is unusual not to pair quick buy mechanisms with secure transactions.  The 
probability of finding a site which lacks both attributes is low.  Given this, we 
recommend that when building an e-commerce site and including a quick buy 
mechanism, there must be a secure transaction mechanism. 

If a web-site does not have cancellation information then it is more than four times 
more likely to also lack payment information than having it.  This means that there is 
a four times higher probability of finding sites without both attributes than finding a 
site that does not have the attributes mentioned in conclusions 2 and 3. 

The payment information attributes can not be exclusive. 
To put into practice these recommendations of pairing some attributes with others 

requires a redesign of one of the sites with the observed restriction, and then a 
comparison of the “new and improved” with the original, which implies an expensive 
marketing study.  As attractive as it sounds, the cost is not only a function of the 
research work associated, but also of the high economic and time investment. 

A competitive alternative for predicting results from the above recommendations is 
to use a data mining approach, which may give good results for economic models, but 
the data involved has to “have a history”.  For this reason, the binary table we have is 
not of much help and we should consider another data collecting process, adequate for 
the data mining approach. 

At first look it could be said that certain quality attributes are obvious, but without 
backing it objectively.  Even tough different methods exists for evaluating usability of 
websites [11], and other methods and techniques to analyze data and make 
predictions, a comprehensive study has yet to be made to study site's behavior and 
client satisfaction.  There is a great complexity involved in combining different 
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mechanisms to know the exact state of e-commerce websites.  For example, the 
evaluation activity should have been adopted in practice to such a degree as to 
guarantee the quality of a website the moment it enters the market.  This rarely occurs 
though. 

Leaving aside the strategies currently used by companies to ensure quality and 
predict potential sales, it is not only useful to have a quality model that reflects the 
features and attributes necessary to guarantee the quality of an e-commerce website, 
but it also allows to follow the behavior of sites that comply with a subset of such 
features.  In this way, this work starts an investigation line for e-commerce from 
several angles. 
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Appendix A 

Table A.1 Functionality and Content-oriented E-Commerce Attributes and Variables 

1 Product Information 
1.1 Basic Product Description IP-DES 
1.2 Product Image IP-IMA
1.3 Catalog IP-CAT 

2 Shopping Features 
2.1 On-line Sales CC-V-ON
2.2 Off-line Sales CC-V-OFF 
2.3 Secure Transaction CC-TRANS 
2.4 Shopping Cart CC-CAR
2.5 Shipping and Cost 

Information 
CC-IEC

2.6 Payment Information CC-IP 
2.7 Purchase Cancellation 

Information 
CC-ICAN 

2.8 Quick Buy Mechanism CC-MERC 
3 Client Customization 

3.1 Subscription PC-SUS 
3-2 Customized Account PC-CUEN 

4 Promotion Policies 
4.1 Promotion at Sale PP-PROV 
4.2 Promotion by prizes PP-PROVR 

5 Searching Mechanisms 
5.1 Global MB-GLO 
5.2 Restricted MB-RES 
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Table. A.2 Column coordinates and inertia contributions (Burt Table). 

Row Coo Coo Coor Rel Iner Cos² Iner Cos² Inert Cos² 
Num D1 D2 D3 Mass Qualit

y
Inerti
a

D1 D1 D2 D2 D3 D3

IP_DES:0 1 -.99 -.09 -1.76 .007 .570 .052 .04 .13 .000 .000 .180 .430 
IP_DES:1 2 .14 .01 .25 .052 .570 .007 .006 .137 .000 .001 .026 .430 
IP_IMA:0 3 -.76 -.60 -1.36 .011 .625 .048 .036 .129 .031 .080 .165 .416 
IP_IMA:1 4 .17 .13 .31 .048 .625 .011 .008 .129 .007 .080 .037 .416 
IP_CAT:0 5 .181 .20 1.05 .006 .293 .053 .001 .004 .069 .165 .054 .125 
IP_CAT:1 6 -.02 -.14 -.12 .053 .293 .006 .000 .004 .008 .165 .006 .125 
CCVON:0 7 -1.45 -.32 -.55 .008 .418 .050 .103 .350 .007 .017 .021 .051 
CCVON:1 8 .24 .05 .09 .050 .418 .008 .017 .350 .001 .017 .004 .051 
CCVOFF:0 9 .50 .41 -.18 .024 .312 .035 .036 .175 .032 .116 .006 .022 
CCVOFF:1 10 -.35 -.28 .12 .035 .312 .024 .024 .175 .022 .116 .004 .022 
CTRA.:0 11 -.60 -.15 .19 .031 .473 .028 .065 .406 .006 .027 .009 .041 
CTRA.:1 12 .68 .17 -.22 .028 .473 .031 .074 .406 .007 .027 .011 .041 
CCCAR:0 13 -1.12 .15 .24 .022 .779 .037 .159 .734 .004 .012 .010 .033 
CCCAR:1 14 .65 -.08 -.14 .037 .779 .022 .092 .734 .002 .012 .006 .033 
CC_IEC:0 15 -.31 -1.04 .42 .022 .782 .037 .012 .056 .185 .623 .031 .102 
CC_IEC:1 16 .18 .60 -.24 .037 .782 .022 .007 .056 .107 .623 .018 .102 
CC_IP:0 17 -.15 -.72 .51 .025 .603 .034 .003 .016 .105 .392 .054 .196 
CC_IP:1 18 .11 .54 -.38 .034 .603 .025 .002 .016 .079 .392 .041 .196 
CCICA:0 19 .03 -.05 .13 .052 .151 .007 .000 .006 .001 .018 .008 .127 
CCICA:1 20 -.21 .36 -.95 .007 .151 .052 .002 .006 .007 .018 .054 .127 
CCME:0 21 .06 -.18 -.24 .049 .474 .010 .001 .019 .012 .159 .023 .296 
CCME:1 22 -.31 .90 1.23 .010 .474 .049 .006 .019 .062 .159 .120 .296 
PCSUS:0 23 -.18 .28 .05 .043 .315 .016 .008 .093 .027 .216 .001 .006 
PCSUS:1 24 .51 -.77 -.13 .016 .315 .043 .024 .093 .074 .216 .002 .006 
PCCUE:0 25 -.37 .31 .04 .036 .363 .023 .028 .212 .027 .147 .001 .003 
PCCUE:1 26 .58 -.48 -.07 .023 .363 .036 .045 .212 .042 .147 .001 .003 
PPPRV:0 27 -.05 -.01 .35 .034 .164 .025 .001 .003 .000 .000 .033 .161
PPPRV:1 28 .07 .01 -.46 .025 .164 .034 .001 .003 .000 .000 .044 .161
PPPPR:0 29 -.06 .04 -.10 .048 .071 .011 .001 .015 .001 .009 .004 .048
PPPPR:1 30 .25 -.20 .46 .011 .071 .048 .004 .015 .003 .009 .019 .048
MBGO:0 31 -.31 .27 .00 .038 .317 .020 .022 .184 .022 .133 .000 .000 
MBGO:1 32 .59 -.50 -.01 .020 .317 .038 .041 .184 .041 .133 .000 .000 
MBRE:0 33 -.47 .10 .07 .037 .401 .022 .047 .376 .003 .017 .001 .008 
MBRS:1 34 .80 -.17 -.12 .022 .401 .037 .082 .376 .005 .017 .002 .008 
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Abstract. BiblioDigital ® is a network of reservoirs (R) of text documents. 
Each document exists primarily in one R, with possible duplicates in other Rs. 
Each R sits in its own server. Each document in indexed in three ways: * by
themes (vocabulary controlled by that R's librarian); * by each word in the
document, * by the concepts which the document covers (using Clasitex ®).
Each R contains the global index (of all Rs), so that each R can provide the 
following services: * browsing by themes; * by concepts; * by words; * by
metadata; * by Boolean combination of above. Also, BiblioDigital * allows
subscription to a personal News Services: through a user interest profile; * 
BiblioDigital combs the Web for documents that could fall in the themes or 
topics contained in its indices, and indexes them, thus enriching its knowledge 
content.

Keywords: Digital library, distributed, concept classification, crawler

1 Introduction

BiblioDigital, a distributed collection of reservoirs (R) containing full text documents
is described. The system is already implemented and some small examples are given.

1.1 Executive Summary

In addition to what the summary explains, other important features of BiblioDigital®:

• A reader can, through any R, have access to all its documents;
• A librarian (owner of an R) registers authors; readers (users) do not need to 

register; documents are primarily free and without encription;
• It allows document versions, auxiliary documents (tests, software…); 
• Subsumes (absorbs full texts, and/or just indexes them) documents sitting in fo-

reign libraries, thus allowing its full exploitation;
• It uses meta data (example: Dublin Core), if this option is on;
• Multimedia documents can be indexed, if they contain a text description;
• It handles documents in popular formats (plain text, PDF, Word, Excel...);

∗ BiblioDigital ® is property of SoftwarePro International. Adolfo Guzman is a researcher
at CIC-IPN.
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© Springer-Verlag Berlin Heidelberg 2004 



A Distributed Digital Text Accessing and Acquisition System   275

• Allows each librarian to have his own taxonomy of themes, and also uses its 
own global ontology of concepts imposed by Clasitex ®); 

• Each R has a cache of frequent documents. 

Features of a (yet to exist) second version of BiblioDigital®: 

− Fault tolerance; damaged document correction; 
− Servers can “get in” or “get out” of the mesh of Rs, a la peer-to-peer, without a 

root node (to be explained below); 
− The global index will be distributed when too large for a single server. 

1.2 Comparison to Previous Work 

The field of digital libraries has made much progress; an early but still influential 
collection of articles is [1].  

Most of the features of BiblioDigital can be found in other systems; it is the unique 
mixture of them, coming from the experience of the builders and some users in 
effective uses of text documents, that make BiblioDigital unique. Another unique 
feature of BiblioDigital is its use of Clasitex ® [3] to classify a document in the 
themes it talks about. 

Single-server (not distributed) digital libraries are useful; in Mexico, Phronesis [2] 
is popular.  

Federated libraries, or federated search, is handled often [4] by converting an initial 
user query in semantically equivalent queries expressed in other dialects, that “the 
other” libraries can answer directly. BiblioDigital does not use this approach, instead, 
it “ milks” each document of a foreign library (§2.8) and indexes it, keeping the 
document in its original library. 

To keep a replica of the global index (§3.2) in each R is a simplification of the 
peer-to-peer protocol, which we felt too complex to be of use now. In attention to the 
growth of the global index, tables are kept in R to migrate later to a more advanced 
distribution of the index, in which each server has only part of the total global index. 

The mail service of personalized information (§2.4) according to a user profile is 
hardly new, but its use in digital libraries is somewhat of a novelty. Another novelty 
in digital libraries seem to be the collections introduced in §2.5. 

Advanced search services (§2.7) can be found in some systems, like Amazon's 
book store; in previous experiences, we have found them quite useful, so that their 
implementation is coming (§3.5). 

The handling of video files in BiblioDigital is possible, but due to limits in band-
width, is not sponsored. Instead, the architecture in [5] is more appropriate this 
purpose. 

2 Description 

BiblioDigital® is a confederation of independent similar libraries, linked by a global 
index. 

A node of BiblioDigital®, to be called R (reservoir) is a physical place (a 
computer) where text and image electronic documents are stored in an organized way, 
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to be provided to users, which can access them through any computer connected to
Internet.

The manager of an R is its librarian: he registers authors, collections and their edi-
tors; he defines the taxonomy of themes in that R. Readers need not be registered in 
order to use BiblioDigital.

Rs form a tree: each R (except the root, called Adam) has a parent R. Each 
document and each collection sits in (belongs to) exactly on a R. Each R lies in a PC 
(a server of BiblioDigital) with enough disk, no-break, antivirus… See figure 1. 

A reader, connected to any R, can access all documents in BiblioDigital, not only
those of the R to which he is connected.

An author can (a) add new documents to the R to which  he belongs; (b) update his
documents; (c) add supplemental documents to (primary) documents previously
entered into R. An editor of a collection can add (links to) documents to it, and update
its status. Adding copyrighted material by an author can be illegal or punishable; a
warning is posted at the upload window.

2.1 Access to a Document 

By Theme. The thematic structure or taxonomy of an R is defined by its librarian.
Each author classifies his document into one or more of those predefined themes
(controlled vocabulary), including the theme “others.”

By Concept. The structure (ontology) of concepts is given by the system, which
[automatically] classifies (using Clasitex ®) the document in the concepts covered by
it.

By the Words and Special Phrases (“In God we trust”) in it. The structure is an
alphabetical list; classification is automatic (by the system).

Fig. 1. BiblioDigital is a tree of physical reservoirs (R) holding electronic documents. Rs share 
a global index that is updated every night 
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Fig. 2. The thematic tree (or the concept tree of Clasitex) appears to the left. A node can be
opened to show its children. To the right, documents in the selected node appear: a title and a
summary (metadata) for each. A click with the mouse brings the full text. Documents can be
read, printed or copied

2.2 Browsing the Documents

Two ways to browse (Figure 2) BiblioDigital's documents and collections:

• A reader (through any R) sees the tree of themes and navigates up and down the
tree. He can see the titles in each theme, the summaries of the titles, and the full
text of any document.

• The same can be done using the concept tree. He can access the concept
“England,” expand it to go down to the concept “London,” go up to
“Europe”…

2.3 Search

Searching in BiblioDigital brings documents fulfilling some property (a Boolean ex-
pression) given by the reader (user).

Simple Search. “Give me all documents about this AND that theme.” “And that lie in 
certain Rs.” “Of a given author.” “Which talk about this OR that concept.”
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Fig. 3. A registered reader can ask for a periodic news mail service, indicating a profile of 
interest

Complex Search. “Having ‘Irak' near ‘invasion' (in the same paragraph).
The same Boolean expression can contain conditions about themes, concepts, words,
special phrases and metadata (author, language of the document; date, type…). 
A search can be stored. In fact, the system automatically stores the last 10 searches.

2.4 Subscription to a Personalized News Mail Service

A reader can indicate his profile of interest, through a predicate (a query) containing
themes, concepts, keywords and metadata. Then, the system will send him periodical-
ly (daily, weekly…) an email, a personalized news, containing the new titles and
summaries matching his profile. For this, the reader needs to be a registered reader.

Documents in R are available to users of that R since the instance of its upload, and
to readers of BiblioDigital (globally) in the next day. Updating the global index
occurs every night.

2.5 Collections

The librarian of an R can register a new collection of documents, in charge of an edi-
tor (who needs to register with the Librarian as editor of said collection). In this man-
ner, BiblioDigital can handle, for instance, digital journals. Each collection lies in
exactly one R. A collection really contains pointers to documents already in
BiblioDigital (in any R). A document in a collection can be in one of several states,
defined by the editor at collection creation time. Example: received, in revision,
accepted, rejected, accepted with minor changes…. Manually, the editor changes the
state of a document when he so decides. In a future version, certain agents (e-mail, for
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instance) may trigger the transitions; thus, collections are a hook for workflow soft-
ware. A document can belong to 0, 1 or more collections.

2.6 More on a Document 

main document.) can have: (a) versions; (b) associated or

ate,
lan

2.7 Advanced Search or Markov Search

der, as he jumps from a set of documents

ally possible, are not available since they 
go

2.8 Access to other Existing Digital Libraries

u xed and served (shown) by Biblio-

hey possess metadata, by the items in such metadata;

Digital.

A document (called now the
auxiliary documents: exercises, slides, solutions, additional examples, software… 

Metadata. Each document has a small table (metadata) describing it: autor, d
guage… which the author fills, with some fields pre-filled by R. Currently, we use

Dublin Core.

These are based on the dynamics of the rea
to the next, or from document to document. Examples. “I offer you documents similar
(in concepts content) to those you have been reading.” “I offer you documents that o-
ther readers with your same dynamic reading path have been reading.” “70% of rea-
ders that read document A and then B also read document C; here is C.” “Give me all
the documents read last month by Carlos Fuentes.” “Or by the Engineers Associa-
tion.” “And about the NAFTA agreement.”

Some of these searches, although technic
against the privacy of readers.

Doc ments in existing digital libraries can be inde
Digital:

• if t
• In any event, by concepts and by word content;
• If they have a summary, it will be used by Biblio

Fig. 4. From BiblioDigital it is possible to access and serve documents in other existing digital
libraries, if these provide the two APIs shown 
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Each document can be shown to the user by calling the original software (that is, 
calling the other digital library). The foreing documents are kept at their original site; 
BiblioDigital does not acquire (import) their full text. See figure 4. It is also possible 
to import those documents in full text, duplicating them. 

2.9 Cache of Recent Documents 

Automatically, BiblioDigital keeps in the disk of the local server R a cache area with 
the recent documents most used by readers logged in that R. This area is updated 
automatically. This increases access speed to those documents. 

2.10 Modifying the Taxonomies 

ally empty is no problem, except that some 
doc

ing (old) part of the thematic 
taxonomy to the incoming (new) corresponding part, is done by the librarian as 

hem to (some of) the 
new nodes of (2),  

e concept taxonomy. With respect to the 

es, as defined by the author at upload (“enter-
in

nters) the same document, taking due care to index it in the new themes. It 
i  i

2.12 st Inexperienced Librarians 

Some brarians and how BiblioDigital copes with them: 

Changes to the taxonomy of themes defined by a librarian for his R are infrequently 
allowed. To add new themes (nodes) initi

uments belonging to the parent (of the new node) now belong more appropriately 
to the new node (the new son). So, these documents must be “moved down” by the 
author from the father to the new son. This provokes additional work for the authors, 
which they will tolerate if infrequent.  

In general, repositioning the documents from an outgo

follows:  

1. The old part of R (with all its documents) is brought down (“erased.”) 
2. The new part of R (new part of the taxonomy) is brought up (“created”), 

initially empty. 
3. Each author takes his documents deleted in (1) and adds t

Notice that no changes are needed to th
Full word index, the librarian can introduce more “stop words;” that is, words that 
should not be indexed. 

2.11 Modifying the Themes of a Document 

A document may belong to several them
g”) time. The author can change his mind and reposition the document in the nodes 

of the thematic taxonomy. For this, the author brings down (erases) his document and 
brings up (e
s an ntentionally awkward procedure. 

Protection again

 frequent errors of li

Frequent Changes to the Thematic Taxonomy. They will not be possible, since this 
is an intentionally painful procedure. Cf. §2.10. 
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To Register an Excessive Number of Authors. This may be allowed up to disk 

o further checking or advising. 

ant documents (music, pictures). This 
can be tolerated or prohibited by the librarian. 

• An author assigns the wrong themes to his document. Fixable by the author. 

the 
the 

 all Rs, there always be more documents 
ches, BiblioDigital reads and indexes (by 

uments “outside BiblioDigital.” 
set of sites (URLs) where there exist indexable docu-

m ts each 
R il
(the d  its original site). 

capacity, or there could be limits imposed by BiblioDigital (none at present). 

Badly Constructed Taxonomies, where the grandfather is brother of the grandson. 
There are guides, some of them accessible inside BiblioDigital, about how to cons-
truct good (solid, sound) taxonomies. If the librarian produces a bad taxonomy, it is 
his responsibility. BiblioDigital makes n

2.13 Protection against Inexperienced Authors 

Some frequent errors of authors and how BiblioDigital copes with them: 
Controllable by the librarian: 

• An author uploads pornographic or irrelev

• An author enters too many texts. The librarian can set a limit in number of 
documents, or in megabytes. 

An author assigns to a document of him themes that do not exist in the thematic 
taxonomy. This is impossible, since the themes are selected from a menu. The only 
“new” theme is the theme “others.” Also, an author can request from his librarian the 
addition of a new theme to the thematic taxonomy of their R. 

2.14 Several Authors Write a Document 

This is simple in BiblioDigital: 

• The librarian defines one of the authors as the editor of a (new) collection. 
• An author writes his parts and sends them to that collection in R. He also sends 

comments and criticisms to the other parts, 
• The editor accepts, rejects or modifies parts and criticisms.  
• When finished, the editor erases the collection and creates (enters) 

document as a new document. Or the final form of the document is kept in 
collection.

3 Handling Foreign Documents 

No matter how many documents can sit in
outside (in the Web). To tap these foreign ri
concepts, and by words) the doc

For this, librarians provide a 
en . BiblioDigital divides this set into subsets, one for each R. The crawler of 
 w l search Web pages in each subset for suitable documents, to be added to that R 

ocument is not imported into R, but is kept in
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To avoid work duplication (an spider or crawler accesses node NSF, and another 
 is doing the same), there is a procedure where these crawlers share and syn-
ize themselv

spider
chron es for time to time, avoiding overlap in search. 

•

:
− A physician connect to the medical R; 

n Rs; 

 an editor for the librarian to arm and maintain his taxono-
 to a taxonomy already in site (active, 
duce re-indexing, much of this of ma-

nual n  form a taxonomy.” 

3.4 M l f

B ommuni-
cation dd small 
c  author, editor or librarian can add in Bi-
blioDigital a pointer to his Web page. 

na

3.1 Other Documents: Audio, Images 

They can be indexed, as long as they have metadata or a written (text) description or 
introduction. Only certain kinds of formats can be stored in BiblioDigital: (TXT, 
HTML, XML, PDF, PS, DOC, MPG). 

3.2 High Performance 

More than 100 queries/second (with 5 servers) 

The themes, concepts and words are already indexed. 
• Each R has the total index and all summaries of every document (of all Rs). 
• Normally, a user connects to an R of themes intesting to him

− This diminishes traffic betwee
• Automatic caching of frequently read documents; a cache for each R; 
• I can order a query the night before. 

3.3 Module to Manage Taxonomies 

BiblioDigital comes with
my: update, add and delete nodes. Every change
with documents) will affect the indices and intro

ature. It also comes with a manual of “good manners to
Recommendation: think and test a taxonomy before enabling it. 

ai rom Readers, to Authors, Editors… 

iblioDigital allows a reader to send a document to a friends. There is also c
f a collection. Also, a reader can a with the autor, librarian and editor o

omments to an article that he has read. An

3.5 Status

Version 1 is running since January 2004, it is a development of the authors for Soft-
warePro International. More information at: a.guzman@acm.org  Version 1 also han-
dle nic) newspapers ofs audio files, as well as it monitors the principal news in (electro

tional coverage. Version 2 will have the features of §§2.7-2.9 
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